
Implicit Rankings for Verifying Liveness
Properties in First-Order Logic

Raz Lotan(B) and Sharon Shoham

Tel Aviv University, Tel Aviv, Israel
lotanraz@gmail.com

Abstract. Liveness properties are traditionally proven using a ranking
function that maps system states to some well-founded set. Carrying out
such proofs in first-order logic enables automation by SMT solvers. How-
ever, reasoning about many natural ranking functions is beyond reach
of existing solvers. To address this, we introduce the notion of implicit
rankings — first-order formulas that soundly approximate the reduction
of some ranking function without defining it explicitly. We provide re-
cursive constructors of implicit rankings that can be instantiated and
composed to induce a rich family of implicit rankings. Our constructors
use quantifiers to approximate reasoning about useful primitives such as
cardinalities of sets and unbounded sums that are not directly express-
ible in first-order logic. We demonstrate the effectiveness of our implicit
rankings by verifying liveness properties of several intricate examples, in-
cluding Dijkstra’s k-state, 4-state and 3-state self-stabilizing protocols.

1 Introduction

Liveness properties of a system assert that some desirable behavior eventually
happens in all executions of the system. The most common approach to proving
liveness properties is based on the notion of a well-founded ranking. Such a proof
goes by finding a ranking function f from the set of states of the system to some
well-founded set (A, <) such that for any transition of the system from state s to
state s′ where the desired behavior does not yet occur, the ranking is reduced,
i.e., f(s′) < f(s). Thus, well-foundedness of A ensures that there is no infinite
execution that does not eventually satisfy the property.

Many recent works use first-order logic (FOL) for verifying safety and liveness
properties [26,31,35–37,39,43,48]. FOL has been established as a useful tool for
modeling and verifying systems, mostly due to the success of automatic solvers
that answer complicated satisfiability queries in seconds. One challenge that
arises when proving liveness properties in FOL is that well-foundedness is not
directly expressible in FOL. Additionally, many common primitives that are
useful for defining ranking functions, such as cardinality of sets, and sums over
unbounded domains, cannot be directly captured in FOL.

We present an approach that overcomes these hurdles and facilitates carrying
out proofs based on ranking functions in FOL. Our approach utilizes the obser-
vation that it suffices to encode the reduction in the ranking function without
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explicitly encoding the ranking function itself. Furthermore, the reduction need
not be encoded precisely, but can be soundly approximated. For this purpose,
we define the notion of an implicit ranking, which can be soundly used in live-
ness proofs in place of explicit ranking functions. An implicit ranking consists of
a reduction formula, φ<, and a conservation formula, φ≤. These are two-state
first-order formulas for which there exists some ranking function f mapping the
states to elements of some well-founded set (A, <) such that whenever states s
and s′ satisfy φ< we have f(s′) < f(s) and whenever s, s′ satisfy φ≤ we have
f(s′) ≤ f(s). Conservation is needed, for example, in proof rules for verifying
liveness under fairness assumptions.

We then introduce recursive constructors for implicit rankings that can be
instantiated and composed to induce a rich family of implicit rankings. Our
constructors are based on familiar notions from order theory, such as pointwise
ordering and lexicographic ordering, which can be used to lift and aggregate
orders in various ways, adapted to the first-order setting. A key component of
our approach is the introduction of domain-based constructors that use quan-
tification over the domain of a state to express aggregation of rankings. For
example we can express a pointwise aggregation of given rankings, or a lexico-
graphic aggregation based on a given order on the elements in the domain. When
composed, such aggregations can capture complex ranking arguments that are
unattainable by existing methods.

Implicit rankings produced by domain-based constructors are sound for finite,
albeit unbounded, domains. Such domains are common when reasoning about
distributed protocols, concurrent systems, arrays, etc. where the set of nodes,
array indices, etc. is finite but not fixed. In fact, liveness of such systems often
depends on the finiteness of the domain. Thus, such constructors allow us to
utilize finiteness of the domain in liveness proofs, even though finiteness itself is
not definable in FOL.

As notable examples, we use our constructors to produce implicit rankings
for the self-stabilization property of Dijkstra’s k-state, 4-state and 3-state pro-
tocols [13]. In these examples, domain-based constructors are able to replace
reasoning about unbounded sums and set cardinalities in novel ways. We use
the implicit rankings within a sound proof rule to verify the examples, where
the premises of the rule are discharged automatically by an SMT solver. To the
best of our knowledge, this is the first SMT-based verification of the more chal-
lenging 3-state and 4-state protocols, and it is simpler than existing proofs for
such protocols [1, 3, 8, 12,14,19,20,23,25,34].

Contributions.
– We define implicit rankings, which soundly approximate reduction and con-

servation of some ranking function in FOL, and show how these implicit
rankings can be used in liveness proofs (Section 4).

– We introduce constructors of implicit rankings based on familiar notions
from order theory, including domain-based constructors that are sound for
finite but unbounded domains and can sometimes replace reasoning about
unbounded summations and set cardinalities (Section 5).
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– We implement the proposed constructors in a tool for verifying liveness prop-
erties of first-order transition systems, and demonstrate the power of our
constructors by verifying a set of examples of liveness properties, including
Dijkstra’s self-stabilizing protocols (Section 6).

In the next section we present two examples that motivate our approach. Sec-
tion 3 then provides the necessary background for Sections 4 to 6 and Section 7
discusses related work and concludes the paper.

Full Version. The full version of the paper is available at [27].

2 Motivating Examples

Example 1. As a first motivating example (Figure 1), we consider an abstraction
of a self-stabilizing protocol. In a self-stabilizing protocol privileges are initially
distributed arbitrarily in a network, but eventually the protocol converges to a
stable state where only one machine holds a privilege. The protocol we consider
abstracts the movement of privileges in Dijkstra’s k-state protocol [13]. While
the abstraction does not enjoy stabilization, it suffices for showing a property
that is used in the proof of stabilization for Dijkstra’s protocol.

In this protocol, the network consists of a finite number of machines, ar-
ranged in a ring, with one machine, called the bottom machine (bot), being
distinguished. Every machine i has a field i.next which directs to its right-hand
neighbor in the ring. At any moment any machine may be privileged or not.
Initially, privileges are assigned arbitrarily, with the guarantee that at least one
machine is privileged. At each iteration, an arbitrary privileged machine is sched-
uled, the scheduled machine loses its privilege and its right-hand neighbor be-
comes privileged (whether it was already privileged or not). The property we
wish to prove is that machine bot is eventually scheduled: ♢(skd = bot). In the
original protocol, the steps of machine bot are different from all other machines
(this difference is lost in the abstraction) and, in particular, they take the state
of the network closer to stabilization.

Next, we describe a ranking function for proving the liveness property. To
present the ranking function we denote the number of machines by n and think
of the machines as indexed by 0, 1, . . . , n − 1 according to their order in the
ring, with bot = 0. Now, a natural ranking function is: Rk =

∑
i ̸=0:priv(i) n − i.

Intuitively, the value n − i can be seen as the number of steps required for the
privilege of machine i to reach machine 0 (if no other privileges are present). We
can now verify that in any transition from s to s′, if the eventuality does not
occur in either s or s′, the rank is reduced. Indeed, for any transition, if skd = 0
the eventuality is satisfied in s; otherwise, skd loses its privilege, decreasing Rk
by n−skd, and skd+1 gains a privilege, (possibly) increasing Rk by n−(skd+1),
ultimately decreasing Rk by 1 (or more, if skd + 1 was already privileged).

While this ranking function is natural, it is not clear how to reason about it
with existing automated solvers due to the unbounded sum operation which is
not directly expressible in FOL (without induction). Next, we show how we can



378 R. Lotan and S. Shoham

machine bot
relation priv(machine)
function next(machine) : machine
while(exists m. priv(m)):

skd = *
assume(priv(skd))
priv(skd) = false
priv(next(skd)) = true

Fig. 1. Toy Stabilization

index ptr = n - 1
array(index) a = [1 for i in 0,...,n-1]
while (ptr >= 0):

if a[ptr] == 0:
a[ptr] = 1 ; ptr = ptr - 1

else:
a[ptr] = 0 ; ptr = n - 1

Fig. 2. Binary Counter

express this ranking argument in FOL by an implicit ranking which encodes a
sound approximation of the reduction in the ranking function. To do this, we
show that we can replace reasoning about set cardinalities and unbounded sums
by reasoning about other aggregations that are expressible in FOL.

To avoid combining arithmetic reasoning with quantifiers, we use an uninter-
preted sort to model the machines, and instead of relying on numbers, we model
the ring structure with a strict order on machines, lt, such that bot is minimal in
that order, and the next field corresponds to the successor function in the order
lt, except for the maximal element which points to bot.

Now, we observe that in our model, the expression n − i used in the ranking
function above for a privileged machine i is the cardinality of the set of machines
that are greater or equal to i in the order lt. Further, we can sum over all
machines by pushing the condition on i into the set definition. Thus, Rk =∑

i |{j : priv(i) ∧ i ̸= 0 ∧ (lt(i, j) ∨ i = j)}|. In order to express reduction in
the sum, we recall that in a transition, the summands are unchanged for all
machines except for skd, skd + 1; the contribution of skd + 1 to the sum after
the transition is smaller than the contribution of skd before the transition and
the contribution of skd to the sum after the transition is 0 (because it loses its
privilege) and therefore, smaller or equal to that of skd + 1 before the transition.
Therefore we can use an adaption of a pointwise argument which “permutes”
skd and skd + 1 to capture the reduction in the sum over all machines.

Next, we need to express reduction (or conservation) in the summands (either
of the same machine i or of different machines) along transitions. The summands
are cardinalities of sets of machines j. Thus, we observe that it suffices to show
strict set inclusion. This amounts to a pointwise argument over all machines j,
showing reduction (or conservation) in the binary predicate α(i, j) = priv(i) ∧
i ̸= 0 ∧ (lt(i, j) ∨ i = j) that defines membership of j in the set of i. The
reduction in the binary predicate, the pointwise reduction and the permuted-
pointwise reduction, can all be encoded in FOL. Thus, the overall approximation
of the reduction in the ranking function can be expressed (and hence verified
automatically) by the following first-order formula, where unprimed symbols
represent the pre-state of a transition and primed variables represent the post-
state:

∀j. (α′(next(skd), j) → α(skd, j)) ∧ ∃j. (¬α′(next(skd), j) ∧ α(skd, j)) ∧
∀j. (α′(skd, j) → α(next(skd), j)) ∧
∀i. ((i ̸= skd ∧ i ̸= next(skd) → ∀j. (α′(i, j) → α(i, j)))
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Example 2. As a second motivating example (Figure 2), we look at a binary
counter implemented in an array, taken from [24]. For simplicity of the presen-
tation, we consider a version of the counter that counts down. The counter is
implemented by an array a[0], . . . , a[n − 1] with a[0] as the most significant bit
and a[n − 1] as the least significant bit, initialized with all 1s. A pointer ptr tra-
verses the array starting at index n−1 (the lsb) until it sees the first 1, replacing
at each step any 0 it sees with a 1. When reaching the first cell with a 1, it sets
that cell to a 0 and returns ptr to index n − 1. We wish to prove that eventually
the array holds all 0s: ♢(∀x.a[x] = 0).

To find a ranking function, we notice that the reduction in the counter value
happens between states of the program where ptr = n − 1. Such states partition
the execution to “intervals”. For a state inside an interval, we can derive the value
of the counter at the beginning of the interval (i.e., when ptr was last n − 1)
by aold[i] = 0 ⇐⇒ a[i] = 0 ∨ i > ptr. Within an interval, the counter values
stored by aold do not change but ptr is reduced; and when a new interval starts,
the value of aold is reduced (and ptr is set back to n − 1). This lends itself to a
ranking function in the form of a lexicographic pair Rk = (val(aold), ptr).

Unfortunately, it is not clear how to encode the value of the counter in FOL.
In fact, most existing techniques for encoding ranking functions in FOL are lim-
ited to polynomial ranking functions, while the counter requires an exponential
ranking function. Fortunately, we realize that a reduction in the counter value
corresponds to a lexicographic reduction in the sequence of bits stored in the
array representing the counter based on the order on array indices.

To encode the ranking argument in FOL we model the indices of the array,
as in Example 1, by an uninterpreted index sort and a strict order lt on it,
with the maximal index acting as n − 1. The content of the array is modeled
using a unary relation a(·) that records the cells with value 1. Then, aold is
recorded by aold(i) = a(i) ∧ (lt(i, ptr) ∨ i = ptr). With this encoding, reduction
in ptr is measured by the order on indices lt and reduction in aold is measured
lexicographically, based on the same order lt on indices, where for every index
i, the values of cell i are ordered by implication on the derived predicate aold(i).
Overall, the reduction in rank can be encoded in FOL by the formula:

∃i. (¬a′old(i) ∧ aold(i) ∧ ∀j. lt(j, i) → (a′old(j) → aold(j))) ∨
((∀i. a′old(i) ↔ aold(i)) ∧ lt(ptr′, ptr))

Section 4 formally defines the notion of an implicit ranking which the reduction
formulas above exemplify. The crux of our work is in Section 5, where we present
constructors of implicit rankings. As we show in Section 6, the implicit rankings
for both motivating examples can be built using our constructors.

3 Preliminaries

First-Order Logic. We consider uninterpreted FOL with equality, without the-
ories. For simplicity, we present our results for a single-sorted version of FOL.
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The extension of the results to many-sorted logic, which we use in practice, is
natural. A first-order signature Σ contains relation, constant and function sym-
bols. A term t over Σ is a variable x, a constant c, the application of a function
on a sequence of terms f(t) or an if-then-else term ite(α, t1, t2). Formulas α over
Σ are defined recursively: atomic formulas are either t1 = t2 or r(t) where r is
a relation symbol. Non-atomic formulas are built using connectives ¬, ∧, ∨, →
and quantifiers ∀, ∃. We write α(x1, . . . , xk) to denote that the free variables in
α are contained in x1, . . . , xk. Given sequences of terms t1, . . . , tk we then use
the notation α(t1, . . . , tk) to denote the formula obtained from α by substitut-
ing each xj with tj . For a signature Σ we use subscripts and superscripts ‡ to
denote disjoint copies of Σ defined by Σ‡ = {a‡ | a ∈ Σ}, assumed to satisfy
Σ ∩ Σ‡ = ∅. For a formula α over Σ, we denote by α‡ the formula over Σ‡
obtained by substituting each symbol a ∈ Σ with a‡ ∈ Σ‡.

First-order formulas are evaluated over pairs of structures and assignments.
A structure for Σ is a pair s = (D, I) where D is a non-empty set called the
domain, and I is an interpretation that maps each relation, constant and function
symbol to an appropriate construct over D. We denote by struct(Σ, D) the set
of all structures over D. An assignment v from a sequence of variables x to a
domain D is a function v : x → D. We denote the set of all assignments from x
to D by assign(x, D). We denote the concatenation of two sequences of variables
x, y by x·y. For two assignments u, v without shared variables, we denote by
u·v the disjoint union of u and v. We call a pair (s, v) of a structure and an
assignment an a-structure. For a domain D and a sequence of variables x we
denote the set of all a-structures by a-struct(Σ, x, D). For a formula α and an
a-structure (s, v) we write (s, v) |= α to denote that (s, v) satisfies α.

Transition Systems in First-Order Logic. We consider transition systems given
by a first-order specification T = (Σ, ι, τ ) where Σ is a signature, ι is a closed
formula over Σ that specifies initial states, and τ is a formula over a double
signature Σ ⊎Σ′ that specifies transitions, where the symbols in Σ represent the
pre-state and the symbols in Σ′ represent the post-state of a transition. A trace
of T is an infinite sequence of structures (si)∞i=0 over the same domain such that
s0 is an initial state and for all i ∈ N, there is a transition from si to si+1.

Well-Founded Partial Orders. A binary relation ≤ on a set A is a partial order if
it is reflexive, antisymmetric and transitive. For a partial order we write a1 < a2
for a1 ≤ a2 and a1 ̸= a2. A partial order ≤ is called well-founded if there is no
sequence a0, a1, . . . such that ai+1 < ai for all i ∈ N. We then refer to ≤ as a
wfpo for short1. If ≤ is a partial order on A and A is finite, then ≤ is a wfpo.

4 Expressing Ranking in First-Order Logic

In this section we introduce the notion of implicit ranking. To motivate our
definition, we start by considering the way rankings are typically used.
1 This is a different (weaker) notion from a partial-well-order (an antisymmetric well-

quasi-order), which requires no infinite decreasing chains and no infinite antichains.
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4.1 Using Ranking for Liveness Proofs

Well-founded rankings are useful for proving liveness properties of transition
systems. A typical proof rule that uses rankings is based on two notions: a
conservation of the ranking, corresponding to ≤, and a reduction in the ranking,
corresponding to <. As an example, we examine proving liveness properties of the
form P = □♢r → ♢q. A transition system T = (Σ, ι, τ ) satisfies P if every trace
of T that satisfies r infinitely often eventually satisfies q (r can be understood
as a fairness assumption). We can prove such a property by finding a ranking
function f from states of the system to a set A with a wfpo ≤ and a formula
ϕ, and validating the following premises: (i) ι ∧ ¬q → ϕ (ii) ϕ ∧ τ ∧ ¬q′ → ϕ′

(iii) ϕ ∧ τ ∧ ¬q′ → φ≤ (iv) ϕ ∧ τ ∧ ¬q′ ∧ r → φ<, where φ≤, φ< are formulas
that encode conservation and reduction of f . (i) and (ii) assert that ϕ holds in
all states in a trace as long as q does not hold. (iii) guarantees that in every
transition that does not visit q we have conservation of f . (iv) states that in
every transition following a visit to r we have a reduction in f . If all premises
are valid, r cannot be visited infinitely often without eventually satisfying q, as
that would induce an infinitely decreasing chain in f . We use a similar proof rule
for more general liveness properties in our evaluation (Section 6).

The structure of the proof rule above reveals that for soundness, φ≤ and
φ< do not need to precisely capture conservation and reduction in the ranking.
Instead, because φ≤, φ< appear only positively, it suffices that they underap-
proximate them, such that whenever a pair of states satisfies φ≤, the value of
f is conserved between them, and whenever a pair of states satisfies φ<, the
value of f is reduced between them. The implication in the other direction is
not needed for soundness. This observation is key for encoding complex ranking
arguments in FOL. It allows flexibility in encoding conservation and reduction,
which is crucial in cases where these relations (as well as the ranking function
itself) are not directly expressible in FOL, but their underapproximations are.

4.2 Implicit Ranking

This section formalizes the notion of an implicit ranking— a pair of formulas
φ≤, φ< which, for every domain D, encode underapproximations of conservation
and reduction of some implicitly defined ranking function on structures with do-
main D. For compositionality, we generalize this concept to pairs of a-structures.

Notation. The definition of an implicit ranking uses formulas that reason about a
pair of a-structures. To that end, given a signature Σ and a sequence of variables
x = (xi)m

i=1, we consider a double signature Σ0 ⊎ Σ1 and two copies of the
variables xb = (xb,i)m

i=1 for b ∈ {0, 1}. Intuitively, Σ0 and x0 represent a “lower
ranked” a-structure and Σ1 and x1 represent a “higher ranked” a-structure. For a
term t with variables x, we denote by tb the term obtained by substituting Σb for
Σ and xb for x. With abuse of notation, we consider a structure s = (D, I) for Σ
as a structure for Σb where I(ab) = I(a) for every ab ∈ Σb and an assignment to
x as an assignment to xb by defining v(xb,i) = v(xi). For a formula φ over Σ0⊎Σ1
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with free variables x0, x1 and a-structures (s0, v0), (s1, v1) ∈ a-struct(Σ, x, D),
we write (s0, v0), (s1, v1) |= φ to denote satisfaction of φ when for b ∈ {0, 1}, the
interpretation of Σb is taken from sb, and the assignment to xb is taken from vb.

Definition 1 (Implicit Ranking). Let φ≤, φ< be two formulas over Σ0 ⊎Σ1.
We say that Rk = (φ≤, φ<) is an implicit ranking with parameters x, if the free
variables in φ≤ and φ< are confined to x0, x1 and for any domain D, there exist
a set A, a wfpo ≤ on A and a function f : a-struct(Σ, x, D) → A, such that:

(s0, v0), (s1, v1) |= φ≤(x0, x1) =⇒ f(s0, v0) ≤ f(s1, v1)
(s0, v0), (s1, v1) |= φ<(x0, x1) =⇒ f(s0, v0) < f(s1, v1)

For an implicit ranking Rk and a domain D, we call (A, ≤) a ranking range for
D and f a ranking function for D. If x is empty, we call Rk a closed implicit
ranking. If the existence of A, ≤ and f is ensured only for finite domains D, we
call Rk an implicit ranking for finite domains.

The formulas φ≤, φ< encode relations between a-structures, which means that
they let us compare specific elements in one state with possibly different elements
in another state. Technically, this is achieved by the free variables in φ≤ and φ<.
In proof rules, we only need to compare structures and thus only allow the use of
closed implicit rankings. The use of free variables is needed for the construction
of these rankings. In Section 5 we introduce constructors that create new implicit
rankings from existing rankings, some of which eliminate free variables.

Definition 1 ensures that for each domain D, the formulas φ≤ and φ< un-
derapproximate conservation and reduction of some ranking function over a-
structures. The ranking function f and the corresponding ranking range are not
explicitly encoded. As explained above, this allows us to find such formulas even
if the exact conservation and reduction of f are not readily expressible in FOL.
For example, for a function f that maps s to the number of elements in D that
satisfy a predicate α(x), there is no formula that precisely captures the conser-
vation of f , but it can be approximated, say, by the formula ∀x.α0(x) → α1(x).

Closed implicit rankings can be used in proof rules such as the one above by
substituting Σ′ (the post-state signature) for Σ0 and Σ (the pre-state signature)
for Σ1. While implicit rankings ensure reduction/conservation in a possibly dif-
ferent function for each domain, they are sound to use as all states along a trace
of a transition system share a domain. In the case of implicit rankings for finite
domains, soundness is guaranteed for systems where the domain is finite in each
trace, but still unbounded.

5 Constructions of Implicit Rankings

We introduce several constructors for implicit rankings, that can be instantiated
and composed to create a rich family of implicit rankings. Our constructors es-
sentially encode standard constructions of partial orders. Each constructor has
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its own arguments, which may themselves be implicit rankings. Some construc-
tors only construct implicit rankings for finite domains. These are called finite-
domain constructors. For other constructors, whether the constructed implicit
ranking is for arbitrary or finite domains is inherited from the implicit rankings
used as arguments for the constructor. We provide the following guarantees.

Theorem 1. All constructors defined in this section are sound in the sense that
(i) if the arguments of a constructor satisfy their assumptions, then the output
of the constructor is an implicit ranking (for finite domains if the constructor is
finite-domain), and (ii) for constructors that receive implicit rankings as argu-
ments, if at least one of the arguments is an implicit ranking for finite domains,
so is the constructed implicit ranking.

Due to space considerations we defer soundness proofs to [27]. We give only
the crux of the proofs: the definitions of ranking range and ranking function for
the constructed implicit ranking given these notions for the arguments of the
constructor.

5.1 Base Constructors

We start by introducing two non-recursive constructors, which are used as the
base in recursive constructions of implicit rankings.

Binary Constructor. The first constructor we define captures a binary ranking
function, mapping each a-structure (s, v) to 0 or 1 (ordered 0 ≤ 1) by checking
whether (s, v) satisfies a formula α. In this case, reduction is obtained if α holds in
the higher-ranked a-structure and does not hold in the lower-ranked a-structure.
Conservation also includes the case where α holds in both or in neither.

Constructor 1. The binary constructor receives a formula α(x) over Σ. It
returns an implicit ranking Bin(α) = (φ≤, φ<) with parameters x defined by:

φ≤(x0, x1) = α0(x0) → α1(x1) φ<(x0, x1) = α1(x1) ∧ ¬α0(x0)

Example 3. Continuing with Example 1, for α(i, j) = priv(i) ∧ lt(i, j), Bin(α) is
an implicit ranking with parameters i, j, capturing reduction and conservation
in the ranking between a pair of machines (i1, j1) in the higher-ranked structure
and a potentially different pair (i0, j0) in the lower-ranked structure. The need for
comparing different pairs in different structures is demonstrated in Example 1.

Position-in-Order Constructor. The second base constructor, which is a
finite-domain constructor, utilizes an already existing (possibly derived) partial
order in the system itself, building on the observation that a partial order over a
finite domain is always well-founded. The order is defined by a single signature
formula ℓ(y0, y1), which allows comparing two (tuples of) elements. To guarantee
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soundness we must verify that ℓ(y0, y1) defines a strict order, and that it is
immutable, i.e., does not change between the ranked structures, encoded by:

order(ℓ) := (∀y1, y2.ℓ0(y1, y2) ↔ ℓ1(y1, y2)) ∧
(∀y1, y2.ℓ0(y1, y2) → ¬ℓ0(y2, y1))∧
(∀y1, y2, y3.ℓ0(y1, y2) ∧ ℓ0(y2, y3) → ℓ0(y1, y3))

If s0, s1 |= order(ℓ) the interpretation of ℓ in s0 coincides with its interpretation
in s1 and both define a strict partial order on the set assign(y, D), where D is the
domain of s0 and s1. Then, if D is finite, this order is a wfpo. The position-in-
order constructor uses ℓ to create an implicit ranking that compares the valuation
of the same term (or sequence of terms) t in the two structures. The term may
include free variables, allowing to compare valuations under different assignments
in the two structures. The underlying ranking function maps an a-structure to
its interpretation of ℓ together with the valuation it assigns to t.

Constructor 2. The position-in-order constructor receives a formula ℓ(y0, y1)
over Σ and a sequence of terms t(y) over Σ with |t| = |y|. It returns an implicit
ranking for finite domains Pos(t, ℓ) = (φ≤, φ<) with parameters y defined by:

φ≤(y0, y1) = order(ℓ) ∧ (ℓ0(t0, t1) ∨ t0 = t1) φ<(y0, y1) = order(ℓ) ∧ ℓ0(t0, t1)

Example 4. Continuing with Example 2, define ℓ(i0, i1) = lt(i0, i1), and t = ptr.
Then Pos(t, ℓ) is a closed implicit ranking for finite domains, where the ranking
is based on the position of the pointer in the different structures.

5.2 Constructors for Aggregation of Finitely Many Rankings

We now present constructors which receive as input a finite number of implicit
rankings and create an implicit ranking that mimics aggregation of the under-
lying ranking ranges and functions. These constructors are based on standard
ways to lift partial orders on sets to a partial order on their Cartesian product.

Pointwise Constructor. For partially-ordered sets A1, . . . , Am with partial
orders ≤1, . . . , ≤m respectively, the pointwise partial order ≤pw on the set A1 ×
· · · × Am is defined by (a1, . . . , am) ≤pw (b1, . . . , bm) ⇐⇒

∧
i ai ≤i bi. If the

orders ≤1, . . . , ≤m are wfpos then so is ≤pw. The following constructor encodes
this in FOL to aggregate rankings. A corresponding ranking function is defined
by f(s, v) = (f1(s, v), . . . , fm(s, v)), where fi is a ranking function to Ai.

Constructor 3. The pointwise constructor receives implicit rankings Rki =
(φi
≤, φi

<) for i = 1, . . . , m, each with parameters x. It returns an implicit ranking
PW(Rk1, . . . , Rkm) = (φ≤, φ<) with parameters x defined by:

φ≤(x0, x1) =
∧

i φi
≤(x0, x1) φ<(x0, x1) = φ≤(x0, x1) ∧

∨
i φi

<(x0, x1)
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Lexicographic Constructor. A different partial order on A = A1 × · · · × Am

can be defined by the lexicographic ordering: (a1, . . . , am) ≤lex (b1, . . . , bm) ⇐⇒∨
i(ai <i bi ∧

∧
j<i(aj ≤j bj))∨(

∧
i ai ≤i bi). Again, if ≤i are all wfpos, then so is

≤lex. The Lexicographic Constructor encodes this idea in FOL. A corresponding
ranking function is defined as for the pointwise constructor.

Constructor 4. The lexicographic constructor receives implicit rankings Rki =
(φi
≤, φi

<) for i = 1, . . . , m, each with parameters x. It returns an implicit ranking
Lex(Rk1, . . . , Rkm) = (φ≤, φ<) with parameters x defined by:

φ<(x0, x1) =
∨

i(φi
<(x0, x1) ∧

∧
j<i φj

≤(x0, x1))
φ≤(x0, x1) = φ<(x0, x1) ∨

∧
i φi
≤(x0, x1)

5.3 Constructors for Domain-Based Aggregations of Rankings

We now turn to present constructors that encode domain-based aggregations
of rankings. As demonstrated in Example 1, such aggregations can sometimes
replace summations and cardinalities of sets in ranking arguments. These are
constructors that receive as input an implicit ranking (φ≤, φ<) with parameters
x, partitioned to x = y·z. and return an implicit ranking with parameters
z, for which the conservation and reduction depend on the aggregation of the
results of φ≤ and φ< for different values of y in the domain. This is established
by quantifying over y. To do so, we use generalizations of the partial-order
constructions we saw in Section 5.2 to sets of functions. Due to the nature of
these constructions, the soundness of the produced rankings depends on the
finiteness of the domain, so these constructors are finite-domain constructors.

Domain-Pointwise Constructor. For a partially-ordered set (A, ≤A) and
a set Y , we can lift ≤A to a pointwise partial order on the set of functions
Y → A: for any a, b ∈ Y → A we have a ≤pw b ⇐⇒ ∀y ∈ Y.a(y) ≤A b(y).
If the order ≤A is a wfpo and Y is finite then ≤pw is a wfpo. In our case
the set Y is the set of assignments to y over some finite domain. The next
constructor encodes this idea in FOL in a straight-forward way: conservation of
the aggregated ranking occurs when we have conservation of the input ranking
for all values of y, and reduction is achieved when, additionally, there is some
value of y for which we have reduction of the input rank. A corresponding ranking
function to assign(y, D) → A is defined by f(s, v) = λu ∈ assign(y, D).fA(s, u·v)
where fA is a ranking function to A.

Constructor 5. The domain-pointwise constructor receives an implicit ranking
Rk◦ = (φ◦≤, φ◦<) with parameters x = y·z. It returns an implicit ranking for
finite domains DomPW(Rk◦, y) = (φ≤, φ<) with parameters z defined by:

φ≤(z0, z1) = ∀y.φ◦≤(y·z0, y·z1)
φ<(z0, z1) = φ≤(z0, z1) ∧ (∃y.φ◦<(y·z0, y·z1))

Next we demonstrate how DomPW can be used to approximate set cardinalities.



386 R. Lotan and S. Shoham

Example 5. For a formula with one free variable α(x), if we take Rk◦ = Bin(α),
the implicit ranking for finite domains Rk = DomPW(Rk◦, x) = (φ≤, φ<) ap-
proximates the cardinality of the set of elements that satisfy α: if structures
s0, s1 are such that s0, s1 |= φ<, we have that the set of elements that satisfy
α in s0 is a strict subset of that in s1, and so we have reduction in cardinality.
This does not capture cardinality precisely, and we can encode a more precise
approximation using Const. 6.
Example 6. Taking Rk◦ = Bin(priv(i) ∧ lt(i, j)) from Example 3, the implicit
ranking for finite domains DomPW(Rk◦, j) = (φ≤, φ<) aggregates over j but
still has i as a parameter. This lets us compare cardinalities of the sets of ma-
chines associated with two different machines described by i0 and i1.

Domain Permuted-Pointwise Constructor. The following constructor is
a relaxation of Const. 5, based on the notion of a permuted pointwise order,
meant to capture cases where two functions are almost pointwise-ordered but
some permutation of the inputs is required. For a set Y , a partially-ordered set
A, and two functions a, b ∈ Y → A, we say that a ≤perm b if there exists a
bijection σ on Y such that a ≤pw b ◦ σ. The result, ≤perm, is a preorder on
Y → A. It induces a partial order on the quotient set of Y → A w.r.t. ≡perm
in the usual way. If (A, ≤A) is a wfpo and Y is finite, ≤perm is a wfpo on the
quotient set of Y → A . In our case Y = assign(y, D) and a ranking function fA

to A can be lifted to a ranking function to the quotient set of assign(y, D) → A
by defining f(s, v) = [λu ∈ assign(y, D).fA(s, u·v)]≡perm .

The above order is not directly first-order definable — we cannot capture the
existence of a permutation σ as this would require second order quantification.
Instead, the permuted-pointwise constructor under-approximates and encodes
only the cases where σ is composed of transpositions of at most a constant
number k of pairs of elements y1

→, y1
←, . . . , yk

→, yk
← as follows: σ(yi

→) = yi
←

and σ(yi
←) = yi

→ for i = 1, . . . , k and σ(y) = y for any other y. To ensure
that σ is a well-defined permutation we require that for every i ̸= j we have
yi
→ ̸= yj

→,yi
← ̸= yj

← and yi
→ ̸= yj

←. We can then capture σ(y) for any y by
a term yσ (see below), and encode reduction or conservation according to σ by
comparing y to yσ with the input implicit ranking. (Notably, this is the only
constructor that uses the input implicit ranking to compare different elements.)
While this is only an approximation, we have found it captures several interesting
cases, such as the one needed to verify Example 1.
Constructor 6. The domain permuted-pointwise constructor receives an im-
plicit ranking Rk◦ = (φ◦≤, φ◦<) with parameters x = y·z, and k ∈ N. It returns
an implicit ranking for finite domains DomPerm(Rk◦, y, k) = (φ≤, φ<) with
parameters z defined by:

φ≤(z0, z1) = ∃̃σ. ∀y. φ◦≤(y·z0, yσ·z1)
φ<(z0, z1) = ∃̃σ. ∀y. φ◦≤(y·z0, yσ·z1) ∧ ∃y. φ◦<(y·z0, yσ·z1)

where: yσ = ite(y = y1
→, y1

←, ite(y = y1
←, y1

→, . . . ,
ite(y = yk

→, yk
←, ite(y = yk

←, yk
→, y))))

∃̃σ. α := ∃y1
→, y1

←, . . . , yk
→, yk

←.
∧

i<j(yi
→ ̸= yj

→ ∧ yi
← ̸= yj

← ∧ yi
→ ̸= yj

←) ∧ α
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Next, we demonstrate how DomPerm can approximate sums over unbounded
sets and weighted set cardinalities. We expand on the relation to sums in [27].

Example 7. Continuing with Example 6, taking Rk◦ = DomPW(Bin(priv(i) ∧
lt(i, j)), j), Rk = DomPerm(Rk◦, i, 1) is an implicit ranking that captures the
reduction argument described in Example 1. In particular, the aggregation cap-
tured by the permuted-pointwise constructor replaces an unbounded summation.
The reduction formula listed in Example 1 is slightly simplified compared to Rk
produced by DomPerm above: it includes only the nontrivial disjuncts of the ite
expressions, and it uses skd, skd + 1 in place of the existential quantifier.

Example 8. Consider a ranking function |{x | α(x)}| + 2|{x | β(x)}|, where α
and β are two predicates, and consider the case where conservation of ranking
between states s0, s1 holds due to ‘mixing’ of the predicates, for example “ex-
changing” one element x0 that satisfies β in s0 with two elements x1, x2 that
satisfy α in s1. We can use the DomPerm constructor to capture such a ranking
argument. We first add to the signature of the transition system an enumerated
sort type with three values: typeα, type1

β , type2
β . We then define the unified

predicate γ(x, ty) = (ty = typeα ∧ α(x)) ∨ ((ty = type1
β ∨ ty = type2

β) ∧ β(x)).
This can be understood as introducing one copy of the domain for α and two
copies for β, and interpreting each of α and β over the copies relevant to
them. Finally, we consider Rk = DomPerm(Bin(γ), (x, ty), 2) = (φ≤, φ<). To
see that the aforementioned pair of states indeed satisfies the resulting con-
servation formula, i.e., (s0, s1) |= φ≤, consider the permutation defined by
y1
← = (x0, type1

β), y2
← = (x0, type2

β), y1
→ = (x1, typeα), y2

→ = (x2, typeα).

Remark 1. Our decision to focus on permutations obtained by transpositions in
our first-order encoding was motivated by examples such as Example 8. There
are of course other classes of permutations that can be encoded in first-order
logic and would also result in a sound approximation of ≤perm.

Note that Const. 5 (domain-pointwise) can be understood as a special case of
Const. 6 obtained by considering the degenerate case k = 0.

Domain-Lexicographic Constructor. The following constructor is an analog
of Const. 4, where instead of aggregation based on the order of indices of the
given rankings, we aggregate based on a partial order on assign(y, D). To that
end we rely on an already-existing order in the system, encoded by a single
signature formula ℓ(y0, y1), and axiomatized as in Const. 2.

For a partially-ordered set A with a partial order ≤A and a set Y with a
wfpo ≤Y , the set of functions Y → A can be ordered by the lexicographic partial
order: for any a, b ∈ Y → A we have a ≤lex b ⇐⇒ a(y) ≤A b(y) for all minimal
elements of the set {y ∈ Y | a(y) ̸= b(y)} (for a ̸= b, this set is not empty, because
≤Y is a wfpo). Equivalently, for every y ∈ Y such that a(y) ̸≤A b(y) there exists
y∗ such that y∗ <Y y with a(y∗) <A b(y∗). Additionally, if ≤A is a wfpo and
Y is finite, ≤lex is a wfpo. The constructor encodes this in a straight-forward
way: the set Y is assign(y, D) and <Y is given by ℓ. A corresponding ranking
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function can be defined by the interpretation of ℓ as in Const. 2 combined with
λu ∈ assign(y, D).fA(s, u·v) as in Const. 5.

Constructor 7. The domain-lexicographic constructor receives an implicit rank-
ing Rk◦ = (φ◦≤, φ◦<) with parameters x = y·z, and a formula ℓ(y0, y1) over Σ.
It returns an implicit ranking for finite domains DomLex(Rk◦, y, ℓ) = (φ≤, φ<)
with parameters z defined by:

φ≤(z0, z1) = order(ℓ) ∧ ∀y.(φ◦≤(y·z0, y·z1) ∨ ∃y∗.(ℓ0(y∗, y) ∧ φ◦<(y∗·z0, y∗·z1)))
φ<(z0, z1) = φ≤(z0, z1) ∧ (∃y.φ◦<(y·z0, y·z1))

Example 9. Continuing with Example 2, define a formula α(i) which is set to
true if the array holds a 1 in index i, and take Rk◦ = Bin(α). Take, as in Exam-
ple 4, ℓ(i0, i1) = lt(i0, i1). Then, Rk = DomLex(Rk◦, i, ℓ) captures lexicographic
reduction of values in the array, akin to reduction in a binary counter. Compared
to the formula given above, the reduction formula in Example 2 is simplified by
the fact that the order given by ℓ is total, which need not be the case in general.

Note that Const. 5 (domain-pointwise) can be understood as a special case of
Const. 7 obtained by considering the degenerate case ℓ(y0, y1) = false.

6 Implementation and Evaluation

To explore the power of the implicit rankings defined by our constructors we
implemented a deductive verification procedure for liveness properties of the form
(
∧

i ∀x.□♢ri(x)) → □(p → ♢q) where ri are parameterized fairness assumptions,
based on a proof rule given in [27]. Our implementation, available at [28], is based
on the Z3 [32] Python API. It takes as input a first-order transition system, a
liveness property, a closed implicit ranking defined using the constructors of
Section 5 and the other formulas required for applying the proof rule. Given the
above, we automatically construct the implicit ranking formulas φ<, φ≤ defined
by the constructors and use Z3 to validate the premises of the rule. Some of the
domain-based constructors create formulas with quantifier alternations, which
may be challenging for solvers. We thus allow the user to provide hint terms for
the existential quantifiers in the declaration of such constructors. We replace the
existential quantification with disjunction over formulas substituted with these
terms in the solver queries (this is sound since the implicit ranking formulas
appear only positively in the proof rule and in recursive constructors).

Results. We evaluate our tool on a suite of examples from previous works,
listed below. We use Z3 version 4.12.2.0, run on a laptop running Windows with
a Core-i7 2.8 GHz CPU. All examples are successfully verified within 10 min-
utes. Below we describe the examples. For each, we note whether the validation
of the premises required user-provided hint terms for the existential quantifiers
introduced by the constructors. In all examples we use finite-domain construc-
tors, which assume a finite (but unbounded) semantics for the domain of the
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relevant sorts. In some examples, such as our two motivating examples, there
are no fairness assumptions, in which case we use □♢true as a fairness assump-
tion; this amounts to assuming totality of the transition relation, which indeed
holds in these examples. Some of the more complicated examples additionally re-
quire some abstraction techniques. We expand more on each example and these
technical details in the full version of the paper [27].

Toy Stabilization (Example 1). The ranking argument described in Section 2
is captured by an implicit ranking defined by DomPerm(DomPW(Bin)).

Binary Counter (Example 2). The ranking argument described in Section 2
is captured by an implicit ranking defined using Lex(DomLex(Bin),Pos).

Token Ring. A mutual exclusion protocol [15] where a token moves around a
ring, allowing its holder to enter the critical section. We show that every machine
that tries to enter the critical section eventually does. We use an implicit ranking
defined by DomLex(Lex(Bin,Bin,Bin)) capturing the linear movement of the
token along the ring and changes in local state of the token’s holder.

Leader Ring. The Chang-Roberts algorithm for leader election in a ring [5],
with first-order modeling and invariants based on [17, 38]. The liveness prop-
erty is that eventually a leader is elected. We use an implicit ranking defined by
Lex(DomPW(Bin),DomLex(Bin)), where DomPW(Bin) is used to track the car-
dinality of the set of machines that did not yet send their id, and DomLex(Bin)
tracks the movement of messages around the ring.

SAT Backtracking. We verify termination of a naive backtracking search
algorithm for solving boolean satisfiability. The implicit ranking is given by
Lex(DomLex(Bin),PW(DomPW(Bin),DomPW(Bin))) keeping track of the cur-
rent assignment that is reduced lexicographically when we change assignment,
and the number of steps required until progressing to the next assignment which
corresponds to the number of variables that are yet to be assigned true, and
those that are yet to be assigned false.

SAT Backjumping. Termination of an abstraction of the CDCL algorithm
for solving boolean satisfiability [2, 30], taken from [33]. The algorithm non-
deterministically applies decisions, unit propagations, backjumping and learning.
We use an implicit ranking, based on the proof in [33] defined by Lex(Rk1, Rk2)
where Rk1 = DomLex(DomPW(Bin))) tracks for each decision level the num-
ber of assignments made in it, and Rk2 = DomPW(Bin) tracks the number of
assigned variables.

Self-Stabilization Protocols. We verify several self-stabilizing protocols [13].
In these protocols, a set of machines is organized in a line/ring. Each machine
holds some local value(s). Privileges are assigned to machines according to rela-
tions between a machine’s values and its neighbors’ values. In every transition
a privileged machine changes its local values, such that it loses its privilege and
a new privilege may be created for one of its neighbors. The protocols differ
in how the privileges are defined and updated. For each protocol we show that
eventually a unique privilege is present (stabilization) and that starting with a
unique privilege, every machine gets a privilege infinitely often (fairness).



390 R. Lotan and S. Shoham

Dijkstra’s k-State Protocol. In this protocol a designated machine bot can
introduce new values into the ring. We prove stabilization by proving three
lemmas (based on [19, 23]): (1) machine bot is eventually scheduled, (2) if bot
is scheduled infinitely often then eventually bot holds a unique value in the ring
and (3) if bot holds a unique value in the ring eventually there is a unique
privilege in the ring. The implicit ranking required for properties (1) and (3) is
the same and has structure DomLex(Bin), tracking the movement of privileges
towards bot according to the ring order. The implicit ranking for property (2)
has structure DomPW(Bin), aggregating over values to capture the distance
between bot’s value and a new value. Fairness is proven similarly to (1).

Dijkstra’s 4-State Protocol. In this protocol two kinds of privileges can be
derived for every machine. The different privileges move in different directions.
We base our proof on [12]. The implicit ranking for proving stabilization is
given by a lexicographic pair Lex(Rk1, Rk2) where Rk1 has structure Dom-
Perm(Bin), capturing the number of privileges of both kinds. Rk2 has structure
DomPerm(PW(DomPW(Bin),DomPW(Bin))) which captures a bound on the
number of moves required from all machines until a privilege is lost. For this im-
plicit ranking we used simple hint terms as described above, replacing existential
quantification with instantiation of skd, skd.next or skd.prev. The structure of
implicit ranking we use for fairness is Lex(Rk1, Rk2, Rk3) with each Rki tracking
a movement of some privilege in some direction using DomLex(Bin).

Ghosh’s 4-State Protocol. A simplification of Dijkstra’s 4-state protocol [20].
The implicit ranking we use is an appropriate modification of the above.

Dijkstra’s 3-State Protocol. The implicit ranking we use for proving stabi-
lization is a direct encoding of the ranking function given in [25] (See also [14])
This ranking is a 4-argument lexicographic ranking Lex(a, b, c, d). a captures a
weighted sum of set cardinalities by DomPerm(Bin) with k = 4 as in Example 8.
This generates premises with 18 existential quantifiers requiring complicated
hints to validate. b and c are DomPerm(Bin) capturing set cardinalities and d
captures the number of steps until reduction in either a, b, or c, encoded using
composition of DomPerm and DomPW. The ranking for fairness is similar.

7 Related Work and Concluding Remarks

Numerous approaches for liveness verification have been proposed in the litera-
ture, including abstraction techniques [6,23], liveness to safety reductions [4,10,
35, 36], rich proof structures [11, 16, 39, 47], and more [21, 42]. Our work consid-
ers verification based on the classical notion of ranking functions [18,44]. Many
proof rules based on ranking functions have been suggested, e,g., [7,15,29,31,41].
As explained in Section 4.1, our constructions of implicit rankings can be used
in any rule that requires conservation and reduction of rank. In contrast to [9,
22, 40, 45, 46, 48] which automate the search for ranking functions, we focus on
expanding the class of ranking functions that can be used and leave automation
for future work. We now turn to expand on the most relevant recent works.
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The closest work to ours is [31], which uses relational rankings or fixed-size
lexicographic tuples of them as ranking functions in liveness proofs for first-
order transition systems. Relational rankings count the number of elements that
satisfy some predicate, and their reduction and conservation are measured ap-
proximately in a pointwise fashion. Relational rankings can be captured by our
constructors, specifically DomPW(Bin), but our constructors induce a richer
family of rankings and offer more expressiveness, sometimes, at the expense of
more complex quantifier structure. On the other hand, [31] does not assume
finiteness, but proves that the set considered is finite at any time. Generalizing
our finite-domain constructors to this setting is not trivial, and is a subject for
future work. The proof rule of [31] also allows modular temporal reasoning. The
definition of implicit ranking we offer can also be used in such a proof rule.

The approach of [48] focuses on automating the search for a ranking func-
tion for protocols modeled in FOL. They automatically synthesize integer-valued
polynomial ranking functions from integer variables that appear in the proto-
col specification, fairness variables, and cardinalities of sets defined by predi-
cates (some of which are user-provided). Similarly to our domain-based aggrega-
tions, they assume finiteness of certain domains. While we use the assumption
implicitly, they introduce integer variables that bound the finite cardinalities.
In both [31] and [48], only rankings that are polynomial in the cardinality of
the domain can be used, which cannot capture Example 2. Additionally, their
domain-based aggregations, which are limited to cardinalities of sets, cannot be
recursively composed, which is needed for examples such as Example 1.

The approach of [35, 36] is based on a liveness-to-safety reduction that uses
a dynamic finite abstraction to reduce liveness to acyclicity of traces. The re-
duction is encoded via a monitor that augments the original system. Liveness
is established by showing an arbitrary monitored state called the saved state is
never revisited. While very general, the approach is difficult to use since one has
to find an invariant of the augmented system that justifies that the current state
is never equal to the saved state. Our implicit rankings can be understood as a
natural way to describe such two-state invariants instead of reasoning about an
augmented system. This also makes them more amenable to automation.
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