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First-order logic has proved to be a versatile and expressive tool as the basis of abstract modeling languages.

Used to verify complex systems with unbounded domains, such as heap-manipulating programs and distributed

protocols, first-order logic, and specifically uninterpreted functions and quantifiers, strike a balance between

expressiveness and amenity to automation. However, first-order logic semantics may differ in important ways

from the intended semantics of the modeled system, due to the inability to distinguish between finite and

infinite first-order structures, for example, or the undefinability of well-founded relations in first-order logic.

This semantic gap may give rise to spurious states and unreal behaviors, which only exist as an artifact of the

first-order abstraction and impede the verification process.

In this paper we take a step towards bridging this semantic gap. We present an approach for soundly

refining the first-order abstraction according to either well-founded semantics or finite-domain semantics,

utilizing induction axioms for an abstract order relation, a common primitive in verification. We first formalize

sound axiom schemata for each of the aforementioned semantics, based on well-founded induction. Second,

we show how to use spurious counter-models, which are necessarily infinite, to guide the instantiation of

these axiom schemata. Finally, we present a sound and complete reduction of well-founded semantics and

finite-domain semantics to standard semantics in the recently discovered Ordered Self-Cycle (OSC) fragment

of first-order logic, and prove that satisfiability under these semantics is decidable in OSC.

We implement a prototype tool to evaluate our approach, and test it on various examples where spurious

models arise, from the domains of distributed protocols and heap-manipulating programs. Our tool quickly

finds the necessary axioms to refine the semantics, and successfully completes the verification process,

eliminating the spurious system states that blocked progress.

CCS Concepts: • Networks→ Protocol testing and verification; • Theory of computation→ Logic and
verification; Automated reasoning; • Software and its engineering→ Software verification.
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1 Introduction
In recent years major strides have been made in advancing the use of formal methods and logic to

verify correctness of systems such as computer programs and distributed protocols. The applicability

and adoption of formal methods is greatly affected by the trade-off between the expressiveness of

the logic used, and the degree of automation it enjoys.

Recently, first-order logic (FOL) has proved to provide a sweet spot in this space. First-order

solvers and theorem provers [2, 11, 49] support various first-order theories, as well as uninterpreted

functions and quantifiers, allowing users to take advantage of the expressive language of first-order

logic. Still, the combination of theories, uninterpreted functions and quantifiers remains a significant
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challenge, and as a result, many works based on first-order logic either make extensive use of

first-order theories but minimize use of uninterpreted functions with quantifiers [30, 32, 33, 53, 60],

or vice versa [1, 19, 27, 28, 43, 45, 54, 58, 59].

This paper falls under the latter category. As an abstract modeling language, uninterpreted

first-order logic with quantifiers is particularly suitable for specifying systems that consist of

unbounded domains, such as programs manipulating objects in the heap [27, 28] and distributed

protocols [19, 45]. The avoidance of theories does mean that useful primitives such as the natural

numbers cannot be used. Previous work has showed that instead of such primitives, a partial or

total order can be used to adequately model numbered rounds of a distributed protocol [45] and

reachable objects in the heap [28], among other things.

Unfortunately, FOL also has limitations as an abstraction tool, an important one being the

inability of FOL to precisely capture the intended semantics of the system it abstracts, exposing a

semantic gap. When FOL formulas are used to encode the verification conditions of a system, the

semantic gap may result in failure to verify the correctness of the system due to spurious states,

which do not exhibit the intended behavior of the system, but satisfy the negated verification

condition formulas. The semantics mismatch and existence of spurious counter-models leave the

user to deal with unresponsive tools, manually attempting to amend their specification towards

their intended semantics.

Two prominent instances where FOL semantics introduce spurious behaviors are when finite-

structure semantics or well-founded semantics are intended. Since FOL in general does not dis-

tinguish between finite and infinite models, there is a semantic gap whenever the user wishes to

consider only finite objects, but there exist infinite counter-models. Similarly, sincewell-foundedness

is not definable in FOL, spurious non-well-founded counter-models may also arise whenever an

abstract order is used. Notable examples where this might happen are rounds in a distributed

protocol, that are meant to be natural numbers and thus well-founded, or a linked list of nodes in

the heap, meant to be unbounded but finite.

Recent approaches for modeling and verifying systems using fragments of FOL that enjoy a

finite-model property (e.g., [45]) bypass these issues. In such fragments, whenever there exists a

counter-model there also exists a finite counter-model of bounded size, that, due to its finiteness,

does not exhibit the semantics mismatch. However, one major drawback of these approaches is that

the modeling requires manual creative effort to ensure that the verification conditions of the system

fall into the desired fragment. Moreover, the realm of what is expressible within such fragments is

not completely understood, and a user might spend a lot of effort trying to come up with a suitable

encoding to no avail.

In this paper, we present a complementary approach for tackling the semantic gap in systems

modeled using abstract orders. In our approach the system and verification conditions are encoded

more naturally in a less restrictive first-order logical language, and automation is used for soundly

bridging the gap between FOL semantics and well-founded semantics or finite-domain semantics. To

this end, we first formalize a framework for augmenting verification conditions with well-founded

induction axioms in order to refine the first-order abstraction. We build on the connection between

well-foundedness and well-founded induction (also known as Noetherian induction), and observe

that for an ordered domain, finiteness corresponds to bidirectional well-foundedness. We develop a

method for automatically generating induction axioms, by identifying behaviors that violate the

intended semantics in spurious counter-models, which are necessarily infinite.

A recent paper [15] has shown how to capture certain infinite counter-models with a finite

representation called symbolic structures, allowing them to be found automatically and presented

to the user. While examining the infinite counter-models may give the user insight on how to

amend the first-order specification, this process requires mental effort on part of the user, and
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might not be trivial in some cases. We show that the abstraction can be refined and the semantic

gap closed by identifying violations of the intended semantics in the spurious symbolic models,

and automatically instantiating axiom schemata according to them.

Surprisingly, we use the set of axioms computed this way to prove new decidability results of

satisfiability under well-founded semantics and finite-structure semantics for the Ordered Self-Cycle

(OSC) [15] fragment of FOL. The OSC fragment extends the many-sorted variant of the Effectively

PRopositional fragment of FOL (EPR) [40, 48], itself a useful fragment, capable of verifying systems

from various domains, such as heap-manipulating programs [27, 28] and distributed network

protocols [45]. OSC relaxes some of the restrictions of EPR on functions for one totally-ordered

sort, which is a common construct in verification. This increases the expressiveness of OSC, at the

price of losing the finite-model property of EPR. Namely, some OSC formulas only admit infinite

models, thus, unlike EPR, well-founded semantics and finite-structure semantics do not coincide

with standard FOL semantics in OSC.

Our decidability proofs show that for OSC, the aforementioned set of axioms provides a sound

and complete reduction of well-founded semantics and finite-structure semantics to standard FOL

satisfiability. Together with decidability of satisfiability of OSC under standard FOL semantics,

proved in [15], this shows that the problems of satisfiability by well-founded structures and

satisfiability by finite structures are also decidable in OSC. Note that decidability under standard

FOL semantics alone does not readily imply decidability under the other semantics. For example, if

the decision procedure of OSC under standard FOL semantics determines satisfiability by providing

a model that is not finite (or not well-founded), it may or may not be the case that a model of the

intended semantics exists. Thus, no information regarding satisfiability under the other semantics

is obtained.

We evaluate our approach on a suite of 20 examples from the domains of distributed protocols

and heap-manipulating programs where natural FOL modeling results in spurious infinite counter-

models. Using our automatically generated axioms, we are able to exclude these spurious models,

leading ultimately to successful verification.

Contributions. In summary, we present the following contributions:

• We formalize a systematic approach for refining first-order specifications towards well-

founded and finite-domain semantics, via sound induction axioms.

• We develop a method for automatically obtaining instances of induction axioms from spurious

counter-models represented as symbolic structures.

• We prove that for the Ordered Self-Cycle (OSC) fragment of first-order logic we can compute

a finite set of such axioms that is both sound and complete, showing that satisfiability under

well-founded or finite-structure semantics is decidable there.

• We implement the above ideas in a prototype tool, and evaluate their applicability on 20

examples, taken from two domains.

The rest of the paper is organized as follows. Sec. 2 uses a simplified encoding of the Paxos

consensus protocol to informally walk through the key ideas, Sec. 3 provides necessary background,

and Secs. 4 to 7 present the main contributions listed above. Finally, Sec. 8 discusses related work

and Sec. 9 concludes. We omit proofs of lesser salience. See [17] for an extended version with

detailed proofs.

2 Overview
In this section we demonstrate our approach using an example of a simplified verification condition

(VC) from the safety proof of the Paxos distributed consensus protocol [37]. This example shows

how using first-order logic (FOL) to abstract the intended semantics of the system may create
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semantic gaps, which give rise to spurious counter-models, and how our automatically generated

axioms are able to ignore and eliminate those counter-models. As the example is in the OSC

fragment, a finite set of such axioms is sound and complete, and necessarily allows us to either

prove unsatisfiability or produce a well-founded model.

2.1 Motivation
Paxos [37] is a well-known and widely used distributed consensus protocol. In Paxos, an unbounded

set of nodes exchange messages during an unbounded series of numbered rounds until they are

able to decide on a common value among themselves. In recent works [15, 20, 45] the protocol was

modeled in uninterpreted FOL, with the rounds abstracted as a strict, total order. In [45], manual

and creative effort was made in order to ensure that the formalization of the protocol and its

invariants stay in the decidable fragment of EPR, which further guarantees that when a VC cannot

be verified, a finite counter-model can be found. In a finite counter-model, a total order can always

be embedded in the standard order on the natural numbers. Thus, an artifact of the EPR modeling

is that the order abstraction tightly captures the intended semantics.

In [15, 20], however, a more natural first-order modeling was used, which introduced infinite

counter-models where the rounds are not well-founded. These infinite models are spurious, and

do not capture the intended semantics of the protocol, due to a semantic gap between the total

order abstraction of the protocol rounds, and their intended interpretation as a well-ordered set.

The semantic gap is exposed due to the consideration of infinite models, where a total order cannot

necessarily be embedded in the order on the natural numbers. Unfortunately, infinite models cannot

be avoided in the general case since state-of-the-art solvers adhere to the standard first-order

semantics. This is not coincidental, as first-order logic where the semantics is restricted to finite

structures does not have a complete proof system. To overcome the semantic gap, we need to refine

our modeling by incorporating additional axioms. As well-foundedness is not finitely axiomatizable,

we cannot naturally include it in the modeling of Paxos (as we do the strict, total order property),

but instead we can only add finitely many instances of well-founded induction. As we show in this

paper, this may still be enough to bridge the semantic gap.

2.2 Running Example: Paxos
For our simplified presentation of Paxos we will ignore the distributed network of nodes that run

the protocol, and instead focus on the properties of the values that are proposed in each round. We

want to verify that no two distinct values may be proposed, under the assumptions that a value

may be proposed only if it was deemed safe, or was proposed before (i.e., in an earlier round), and

that there is only a single safe value.

Formally, we have two sorts, value and round, and a vocabulary Σ = {≺(·, ·), Safe(·), Proposal(·, ·)},
where ≺ is a binary relation over round, specifying a strict total order on rounds, Safe is a unary

relation over value, encoding the safe values, and Proposal is a binary relation over round × value,

stating which values are proposed in which rounds. The complete formalization of the assumptions

and (negated) property is given in Fig. 1. The conjunction of Eqs. (1) to (6) is the negated VC of our

running example.

2.3 Infinite Counter-Model
The negated VC corresponding to the conjunction of Eqs. (1) to (6) is in the decidable OSC fragment,

and previous work [15] has provided an automated tool to find a (potentially infinite) satisfying

model, which indicates a violation of the VC. For convenience, we first skolemize the negated VC,

so that the infinite counter-model could be better understood. We use the extended vocabulary

Σ★ = Σ ∪ {𝑟1, 𝑟2, 𝑣1, 𝑣2,𝑤 (·)}, where 𝑟1, 𝑟2 are constants of the round sort, specifying the rounds in
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∀𝑥 : round.𝑥 ⊀ 𝑥 (1)

∀𝑥,𝑦, 𝑧 : round. (𝑥 ≺ 𝑦 ∧ 𝑦 ≺ 𝑧) → 𝑥 ≺ 𝑧 (2)

∀𝑥,𝑦 : round.𝑥 = 𝑦 ∨ 𝑥 ≺ 𝑦 ∨ 𝑦 ≺ 𝑥 (3)

∀𝑣, 𝑣 ′ : value. (Safe(𝑣) ∧ Safe(𝑣 ′)) → 𝑣 = 𝑣 ′ (4)

∀𝑟 : round, 𝑣 : value.Proposal(𝑟, 𝑣) → (Safe(𝑣) ∨ ∃𝑟 ′ : round.𝑟 ′ ≺ 𝑟 ∧ Proposal(𝑟 ′, 𝑣)) (5)

∃𝑟1, 𝑟2 : round, 𝑣1, 𝑣2 : value.𝑣1 ≠ 𝑣2 ∧ Proposal(𝑟1, 𝑣1) ∧ Proposal(𝑟2, 𝑣2) (6)

Fig. 1. FOL formalization of the simplified VC of Paxos (negated): Eqs. (1) to (3) encode that ≺ is a strict, total
order; Eq. (4) encodes that there is at most one Safe value; Eq. (5) encodes the Proposal mechanism invariant;
and Eq. (6) encodes a violation of the safety property.

𝑟1
. . . 𝑟2

𝑣1

Safe

𝑣2

𝑤
𝑤𝑤

Proposal

Proposal

Proposal
Proposal

(a) Model for the skolemized version of Fig. 1. There
are infinitely many rounds, ordered from left to right.
The Safe value 𝑣1 is proposed on round 𝑟1, while the
un-Safe value 𝑣2 is proposed on all other rounds. Start-
ing from 𝑟2, there is an infinitely decreasing chain of
rounds where 𝑣2 is proposed, with each round having
a witness for proposing 𝑣2 through𝑤 .

𝑟1

𝑖 ≤ 0

𝑣1

Safe

𝑣2

𝑟2𝑤
𝑤 : 𝑖 − 1

𝑤 : 0

Proposal

Proposal

≺ ≺

Proposal

≺ : 𝑖1 < 𝑖2

(b) Symbolic-structure representation of the model in
Fig. 2a. The summary node (double circle in the mid-
dle) succinctly represents the infinitely many rounds
where the un-Safe value 𝑣2 is proposed. The infinitely
decreasing chain of rounds is clearly visible as the
summary node represents a copy of the non-positive
integers (where 𝑖 ≤ 0), ordered between them accord-
ing to the natural integer order (𝑖1 < 𝑖2).

Fig. 2. A violation of the VC of Fig. 1. Values are depicted as squares and rounds as circles.

which distinct values are proposed, 𝑣1, 𝑣2 are constants of the value sort, specifying the distinct

values, and𝑤 is a function from round to round1, indicating for each round an earlier round witnessing

an earlier proposal. Eqs. (5) and (6) are replaced with the following two equations (resp.):

∀𝑟 : round, 𝑣 : value.Proposal(𝑟, 𝑣) → (Safe(𝑣) ∨ (𝑤 (𝑟 ) ≺ 𝑟 ∧ Proposal(𝑤 (𝑟 ), 𝑣))) (5
★
)

𝑣1 ≠ 𝑣2 ∧ Proposal(𝑟1, 𝑣2) ∧ Proposal(𝑟1, 𝑣2) (6
★
)

A satisfying infinite model is presented in Fig. 2a. In the model, two distinct values are proposed,

the Safe 𝑣1 on round 𝑟1, and the un-Safe 𝑣2 on all other rounds, which form an infinitely decreasing

chain starting from 𝑟2, each comprising the witness of its successor. Thus it is apparent that the

domain of round in the infinite counter-model is not well-founded.

1
Formally, the Skolem function 𝑤 also depends on the value 𝑣. For simplicity, we restrict it to only depend on the round.
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2.4 Using Induction to Eliminate the Spurious Counter-Model
Since the infinite counter-model does not adhere to our intended, well-founded, semantics, it does

not in fact show that the VC is violated. It is therefore necessary to refine the first-order modeling

in order to hopefully better capture the intended properties of the system. Specifically, an induction

schema of well-foundedness can be used to capture the intended semantics of the ≺ relation. The

induction schema we use, formalized in Sec. 4, is based on well-founded induction: given some

property of elements in the well-founded set (stated as a first-order formula), if there exists any

element satisfying that property, then there exists a minimal element that does so. In this example

of Paxos, consider the following two axioms, which state that if there is a round where 𝑣1 (resp. 𝑣2)

is proposed, then there exists a minimal proposal round:

(∃𝑟 : round.Proposal(𝑟, 𝑣1)) → (∃𝑟 : round.Proposal(𝑟, 𝑣1) ∧ ∀𝑟 ′ : round ≺ 𝑟 .¬Proposal(𝑟 ′, 𝑣1)) (7)

(∃𝑟 : round.Proposal(𝑟, 𝑣2)) → (∃𝑟 : round.Proposal(𝑟, 𝑣2) ∧ ∀𝑟 ′ : round ≺ 𝑟 .¬Proposal(𝑟 ′, 𝑣2)) (8)

By instantiating the invariant Eq. (5
★
) on the minimal rounds in which 𝑣1 and 𝑣2 are proposed,

we get that 𝑣1 and 𝑣2 must be safe, and from Eq. (4) they must be equal — contradicting the violation

of safety. Indeed, once these axioms are added to the negated VC, it becomes unsatisfiable (even

under standard FOL semantics), and the safety property is verified.

2.5 Using Symbolic Models to Pinpoint Semantics Violations
The focus of this paper is how to automatically find the right axioms for eliminating spurious

counter-models, such as the one in Fig. 2a, instead of leaving this task to users. Our key idea is

to find a characterization of the rounds along the decreasing sequence, and apply induction to

exclude them. Here we may leverage the representation of the infinite model in Fig. 2a as a symbolic
structure, as shown in Fig. 2b. This representation was proposed in [15], and is used by the FEST

tool to encode the infinite models it finds.

The symbolic model groups the elements of the explicit model into nodes. Each regular node

represents a single element, while each summary node, denoted by a double circle, represents a

non-empty set of elements specified by a bound formula (written underneath the node). Specifically,

for each integer 𝑖 that satisfies the bound formula of the summary node 𝑛, the set of elements

represented by 𝑛 includes the element ⟨𝑛, 𝑖⟩. The interpretation of function and relation symbols for

the elements represented by summary nodes is given symbolically, using LIA terms and formulas.

For example, the interpretation of the Skolem function𝑤 for the summary node in Fig. 2b is 𝑖 − 1,

which means that𝑤 maps the element ⟨𝑛, 𝑖⟩ to the element ⟨𝑛, 𝑖 − 1⟩. Similarly, the interpretation

of ≺ for the summary node is 𝑖1 < 𝑖2, which means that elements ⟨𝑛, 𝑖1⟩ and ⟨𝑛, 𝑖2⟩ represented by

𝑛 are ordered according to their indices 𝑖1, 𝑖2.

Zooming in on the summary node (in the middle), we can see that the combination of its bound

formula (𝑖 ≤ 0) and the interpretation of ≺ for it (𝑖1 < 𝑖2) means that the set of explicit elements it

represents forms an infinitely decreasing chain. A formula that captures these explicit elements can

therefore be used in an induction axiom to eliminate such a model. In this case a suitable formula,

that results in the axiom in Eq. (8), is 𝜓1 (𝑟 ) = Proposal(𝑟, 𝑣2). After eliminating this model, the

symmetric case arises, where there is an infinitely decreasing chain satisfying𝜓2 (𝑟 ) = Proposal(𝑟, 𝑣1).
Instantiating the induction schema with this formula gives us the axiom in Eq. (7). These are the

two axioms we have seen before, which suffice for verifying the property.

We formalize and generalize this idea of generating induction axioms from properties of nodes in

Sec. 5. Specifically, we show that a violation of the intended semantics can always be witnessed by
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a single violating node. Further, when the formula with which the induction schema is instantiated

uniquely identifies the violating node, the spurious model is excluded by the generated axiom.

2.6 Decidability of Well-Founded Satisfiability
The simplified (negated) VC formula of Paxos belongs to the OSC fragment of FOL, introduced

in [15]. For this fragment, whose satisfiability was proved decidable in [15], we provide in Sec. 6 a

finite and complete set of induction axioms, such that a formula is satisfiable by a well-founded

model iff it is satisfiable in conjunction with the axioms under standard semantics. In some sense,

this means that the set of axioms excludes all non-well-founded models of formulas in OSC,
2
even

though the property of well-foundedness is not definable in first-order logic.

A finite and complete set of axioms lets us reduce satisfiability under well-founded semantics

to satisfiability under standard semantics. This is already beneficial because it means that we can

harness existing FOL solvers for checking satisfiability under well-founded semantics in a sound

and complete way. Unfortunately, FOL satisfiability is undecidable in general, hence the reduction

alone does not imply decidability of satisfiability under well-founded semantics.

However, standard satisfiability is decidable for the aforementioned class, and the conjunction

of any formula in the class with the set of axioms remains in OSC, thus giving us decidability for

satisfiability under well-founded semantics in OSC. Furthermore, by previous results [15], we have

a finite search space of symbolic structures in which to check satisfaction of OSC formulas, and we

show that given such a model that satisfies the induction axioms, we can construct a well-founded

one. Thus, beyond determining satisfiability under well-founded semantics, we are able to provide

a well-founded counter-model when it exists.

2.7 FromWell-Foundedness to Finite Semantics
We consider now a variant of the VC of Paxos, that is violated even under well-founded semantics,

and therefore remains satisfiable after adding any (and all) well-founded induction axioms. In this

variant we have an additional unary relation ManuallySet, and the proposal invariant (Eq. (5
★
)) is

altered to choose between two modes: either proposing values that were deemed “safe” in a past

round, as before, or proposing values according to “future” manual setting:

∀𝑣 . ©­«
(∀𝑟 .Proposal(𝑟, 𝑣) → (Safe(𝑣) ∨ (𝑤 (𝑟 ) ≺ 𝑟 ∧ Proposal(𝑤 (𝑟 ), 𝑣))))∨

(∀𝑟 .Proposal(𝑟, 𝑣) → (ManuallySet(𝑣) ∨ (𝑟 ≺ 𝑤 (𝑟 ) ∧ Proposal(𝑤 (𝑟 ), 𝑣))))
ª®¬ . (9)

For this bidirectional variant of Paxos we get an infinite (well-founded) counter-model even when

the complete set of axioms that capture well-foundedness of ≺ is added. The counter-model mirrors

the behavior of the model in Fig. 2b, with an infinitely increasing chain of rounds where an un-Safe

value is proposed. Indeed, the VC formula of this variant can only be verified by assuming stronger

semantics: that the number of rounds is finite (which is indeed the case when we consider only the

rounds that are active in every step of the protocol)
3
. Adopting this stronger semantics lets us use

induction on the inverse of the ≺ order, which is also well-founded when finitely many rounds are

considered.

2
More precisely, if the formula with the axioms is satisfiable, it may still have non-well-founded models, but importantly, it

will also have a well-founded model.

3
Every trace violating a safety property has a finite prefix which demonstrates the violation, and only finitely many rounds

may be active in a finite prefix. Therefore, in the context of safety verification it suffices to reason about states (structures)

with a finite (but unbounded) set of rounds.
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Using induction on the inverse of ≺ produces the following two axioms, which can again be

automatically generated based on summary nodes in spurious counter-models,

(∃𝑟 : round.Proposal(𝑟, 𝑣1)) → (∃𝑟 : round.Proposal(𝑟, 𝑣1) ∧ ∀𝑟 ′ : round ≻ 𝑟 .¬Proposal(𝑟 ′, 𝑣1)) (10)

(∃𝑟 : round.Proposal(𝑟, 𝑣2)) → (∃𝑟 : round.Proposal(𝑟, 𝑣2) ∧ ∀𝑟 ′ : round ≻ 𝑟 .¬Proposal(𝑟 ′, 𝑣2)) , (11)

and by conjoining them with the negated VC formula of the Paxos variant we indeed show

unsatisfiability in finite-state semantics.

The idea of using induction based on ≺ and its inverse can be generalized using the observation

that given a totally ordered domain, considering a finite-state semantics is equivalent to assuming

well-foundedness of the order in both directions (see Thm. 4.8). We can therefore soundly use

axioms on both the relation and its inverse when we are interested in a finite-state semantics. (The

actual result is more refined: the axioms are sound also if the order is partial. Totality is needed

only for the completeness result.)

We show that for OSC a finite set of such axioms is again complete and lets us reduce finite

satisfiability to satisfiability, which is decidable in OSC. The proof also gives us a finite-model

property for finite satisfiability of OSC (note that OSC itself does not have a finite-model property:

it includes formulas that are only satisfied by infinite models [15]).

2.8 Applicability
We implemented a prototype tool for automatically generating induction axioms and checking

satisfiability using two approaches: an enumeration of all possible axioms made of simple formulas,

and a symbolic-model-guided heuristic that tries to first construct a symbolic model and then use

its summary nodes as hints to violations of well-foundedness. Each of the two approaches is able to

successfully eliminate spurious infinite models from a various of examples, where the model-guided

approach is usually faster, but since we only consider axioms based on a single spurious symbolic

model, fails to find the correct axiom in 2 cases where the simple enumeration does find it. Most of

the examples are taken from [15], which compiled examples from various sources [19, 20, 41], with

a few new examples modeling distributed algorithms [12, 51].

Using our tool we can find the necessary axioms for both variants of the simplified VC of Paxos

in a couple of seconds, and successfully verify the safety property of the system.

3 Background
First-order logic. We assume some familiarity with many-sorted first-order logic (FOL) with

equality. A vocabulary Σ consists of a set of sorts S, and sorted relation, function and constant

symbols. Terms are constants 𝑐 , variables 𝑥 of some sort 𝒔 ∈ S, and well-sorted function applications
𝑓 (𝑡1, . . . , 𝑡𝑘 ). Atomic formulas are formed from terms by equality, denoted 𝑡1 ≈ 𝑡2, or by applying

relations 𝑅 (𝑡1, . . . , 𝑡𝑘 ). Non-atomic formulas are built up using the logical connectives ¬,∧,∨,→
and quantifiers ∀, ∃. We denote the set of free variables in a term 𝑡 (formula 𝜑) by FV(𝑡) (FV(𝜑)),
defined recursively over its structure. We call a term 𝑡 with no free variables (FV(𝑡) = ∅) a ground
term, and a formula where FV(𝜑) = ∅ a sentence. We denote the set of all well-formed formulas

over Σ by WFF(Σ) A structure𝑀 over Σ is a pair (D,I), where the domain D(𝒔) maps sort 𝒔 to
a non-empty set of elements, and I(𝛼) gives the interpretation of the symbol 𝛼 over those sets.

We denote the class of all first-order structures over Σ by struct(Σ). We define assignments and

satisfaction in the usual way. A formula 𝜑 is satisfiable if it has a satisfying structure𝑀 |= 𝜑 , called
a model. We denote by ⊤ a logical tautology and by ⊥ a contradiction. Given a formula 𝜑 with free

variables 𝑥1, . . . , 𝑥𝑘 we denote the universal closure of 𝜑 by 𝜑∀ ≜ ∀𝑥1 . . .∀𝑥𝑘 .𝜑 .
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Orders. Throughout the paper we use a binary relation over a single sort ≺ : 𝒔 × 𝒔 to denote a rela-
tion symbol axiomatized as a strict partial or total order. A strict partial order is a transitive and anti-
reflexive relation, formulated in first-order logic by the conjunction of ∀𝑥,𝑦, 𝑧. (𝑥 ≺ 𝑦 ∧ 𝑦 ≺ 𝑧) →
𝑥 ≺ 𝑧 and ∀𝑥 .𝑥 ⊀ 𝑥 , and denoted by po[≺]. A strict total order is a strict partial order where every

two distinct elements are ordered, formulated by to[≺] ≜ po[≺] ∧ (∀𝑥,𝑦.𝑥 ≈ 𝑦 ∨ 𝑥 ≺ 𝑦 ∨ 𝑦 ≺ 𝑥).
As all orders we consider throughout the paper are strict, we occasionally omit the word. We use ≻
as a shorthand to mean the inverse of ≺.

Linear Integer Arithmetic. The interpreted theory of Linear Integer Arithmetic (LIA) is defined

over a vocabulary that includes an integers sort, and standard constant, function and relation

symbols (0, 1,+,−, <). Conventionally, the vocabulary is assumed to also include infinitely many

constants for all integers, and shorthand relations such as >,≥,≤, and we adopt these conventions.

We denote by QF
LIA

the set of all quantifier-free LIA formulas. We denote by |=
LIA

satisfiability in the

standard model of the integers, and note that checking satisfiability of (quantified) LIA formulas is

decidable [9] and supported by existing tools [2, 11]. Throughout the paper we distinguish FOL

variables, denoted by 𝑥,𝑦 with or without subscripts, and LIA variables, denoted by 𝑖 and subscripts.

We denote integer values by 𝑧 and subscripts.

4 Semantics Refinement via Axioms
In this section we consider first-order logic (FOL) as an abstract modeling language. This abstraction

creates a semantic gap between first-order semantics and the intended semantics. We discuss how

this gap can be curtailed by axioms that soundly refine the abstraction and bridge over the mismatch

between satisfying first-order structures and the intended structures, which in our case are either

well-founded structures (Sec. 4.2) or finite-domain structures (Sec. 4.3). The content provided in

this section summarizes known results and formulates them using the terminology that we will

use in the rest of the paper.

4.1 Intended Semantics
We start by formulating the concept of intended semantics.

Definition 4.1 (Intended Semantics). Given a vocabulary Σ, an intended semantics of Σ is given by

a class of structures S ⊆ struct(Σ). We say that a formula 𝜑 ∈ WFF(Σ) is satisfiable modulo S if

there exists a model𝑀 ∈ S such that𝑀 |= 𝜑 .
If an intended semantics S is definable in FOL, i.e., there exists a theory (set of sentences) 𝑇

over Σ such that 𝑀 |=𝑇 iff 𝑀 ∈ S, then satisfiability of 𝜑 modulo S can be reduced to (standard)

satisfiability of𝑇 ∪ {𝜑}. However, this is often not the case, and yet, we can sometimes still capture

the intended semantics via a set of FOL formulas, in a weaker sense.

For example, consider the vocabulary Σ = {0, 1,+, <} and the standard model of the natural

numbers𝑀N as the intended semantics, i.e., S = {𝑀N}. There exists no set of FOL sentences that

defines 𝑀N (any set of FOL formulas that is satisfied by 𝑀N also admits non-standard models).

However, Presburger Arithmetic (PA) provides a consistent and complete theory for S. This means

that for any first-order sentence 𝜑 over Σ, exactly one of 𝜑 and ¬𝜑 is implied by PA. Specifically,

if 𝜑 holds in the standard model of the naturals (𝑀N |= 𝜑) then it is implied by PA, and if it does

not, then ¬𝜑 is implied by PA. Thus, even though the semantics induced by PA also includes

non-standard models, we can still use it to check first-order properties of the standard model of the

natural numbers because

𝑀N |= 𝜑 ⇐⇒ PA |= 𝜑 ⇐⇒ PA ̸ |= ¬𝜑 ⇐⇒ PA∪ {𝜑} is satisfiable,
and this is the property that may be generalized to other intended semantics.
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Alas, completeness in the sense that for every 𝜑 , exactly one of 𝜑 and ¬𝜑 is implied by the theory,

does not generalize to intended semantics that include more than one structure, and specifically,

structures that satisfy different first-order sentences (e.g., an intended semantics of finite structures).

For such intended semantics S, we cannot hope for a consistent and complete theory that agrees

with S on all first-order sentences (even if we do not impose any computability requirements) since

the structures in S already disagree among themselves.

Fortunately, completeness is also not a necessary condition for our purposes. What makes PA

capture the standard model of the natural numbers is the fact that the properties that distinguish

the standard model from non-standard ones cannot be expressed in first-order logic. Thus, if some

non-standard model satisfies (or violates) a first-order property, so does the standard model. This

quality of PA can be stated more generally as follows.

Given an intended semantics S, we strive for a theory𝑇 such that for every formula 𝜑 ∈ WFF(Σ),
∀𝑀 ∈ S.𝑀 |= 𝜑 ⇐⇒ 𝑇 |= 𝜑,

or, equivalently,

∃𝑀 ∈ S.𝑀 |= 𝜑 ⇐⇒ 𝑇 ∪ {𝜑} is satisfiable.

Such 𝑇 allows us to capture satisfiability modulo S of 𝜑 with standard first-order satisfiability (of

𝑇 ∪ {𝜑}), where in our setting 𝜑 encodes the negated VC of some system. We call 𝑇 an elementary

theory of S if the above holds, and as we have discussed, PA is an elementary theory of 𝑀N in

this sense. Another relevant example is the intended semantics of well-orders for a vocabulary

containing only a binary relation ≺, which also has an elementary theory [13]. In the sequel we

formally define this semantics for arbitrary vocabularies, as well as finite-domain semantics, and

discuss sound axiom schemata for both of them.

4.2 Theory of Well-Founded Relations
Given a vocabulary Σ that includes a binary relation symbol ≺ : 𝒔 × 𝒔, we are often interested in

the class of all structures over Σ in which ≺ is interpreted as a well-founded relation. That is, the

class of all structures𝑀 , where every non-empty subset of the domain 𝑆 ⊆ D𝑀 (𝒔) has a minimal
element w.r.t. ≺. For example, this is the case when ≺ is meant to abstract the order on the natural

numbers. We formally define well-founded relations and well-founded semantics as follows:

Definition 4.2 (Well-Founded Relation). A relation 𝑅 ⊆ 𝑈 ×𝑈 is well-founded if for any ∅ ≠ 𝑆 ⊆ 𝑈 ,

there exists𝑚 ∈ 𝑆 such that for all 𝑠 ∈ 𝑆 , (𝑠,𝑚) ∉ 𝑅.
Definition 4.3 (Well-Founded Semantics). Given a vocabulary Σ with a binary relation symbol

≺ : 𝒔 × 𝒔, the well-founded semantics of (Σ,≺) is the class of structures over Σ where ≺ is interpreted

as a well-founded relation over the domain of sort 𝒔. We omit (Σ,≺) when clear from context.

Though well-founded semantics is not definable in FOL (for proof, see, e.g., [56]), we can use a

sound axiom schema for well-founded semantics, based on well-founded induction. Namely, given a

structure𝑀 of Σ, we can assume that if there exists an element 𝑒 ∈ D𝑀
that satisfies some property

𝜓 (i.e.,𝑀, [𝑥 ↦→ 𝑒] |=𝜓 ), then there is one that is minimal w.r.t. the interpretation of ≺. Applying
the well-founded induction principle is captured by the following axiom schema. Note that𝜓 can

have arbitrarily many free variables beyond 𝑥 , which the axiom schema universally quantifies over.

This can be understood as capturing in one axiom multiple inductions over a parametric property.

Definition 4.4 (Well-Founded Induction). Given a vocabulary Σ with a binary relation ≺, for any
formula𝜓 ∈ WFF(Σ), the following sentence is a well-founded induction axiom:

𝜉min [𝜓 ] ≜ ((∃𝑥 .𝜓 ) → (∃𝑥min .𝜓 [𝑥min/𝑥] ∧ ∀𝑦.𝑦 ≺ 𝑥min → ¬𝜓 [𝑦/𝑥]))∀ .
We denote the set of well-founded induction axioms over Σ by WF↓ [Σ,≺] ≜ {𝜉min [𝜓 ] | 𝜓 ∈ WFF(Σ)}.
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An alternative axiom schema, (∀𝑥 . (∀𝑦.𝑦 ≺ 𝑥 → 𝜓 [𝑦/𝑥]) → 𝜓 ) → ∀𝑥 .𝜓 , may be more familiar

to the reader (e.g., from the standard formulation of the strong induction principle over natural

numbers). These two axiom schemata are equivalent: the formula 𝜉min [¬𝜓 ] is logically equivalent to
the aforementioned formula. The axiom 𝜉min [¬𝜓 ] can be thought of as a contrapositive formulation

of the induction principle for proving ∀𝑥 .𝜓 , stating that if some element violates 𝜓 , then there

exists a minimal element that does so.

We now show that the WF↓ [Σ,≺] theory is appropriate for sound refinement of formulas according

to well-founded semantics. Formally:

Claim 4.5 (Soundness). Given a vocabulary Σ with a binary relation ≺, for any formula 𝜑 over Σ,
if there exists a model𝑀 |= 𝜑 where ≺𝑀 is well-founded, then WF↓ [Σ,≺] ∪ {𝜑} is satisfiable.
In fact, a stronger property holds, that if there exists a well-founded model 𝑀 |= 𝜑 , then that

same model𝑀 |= WF↓ [Σ,≺] ∪ {𝜑}, but this stronger property is unnecessary for our needs.

4.3 Theory of Ordered Finite Domains
Unlike well-founded semantics, there is no immediately handy axiom schema for finite-domain

semantics. There is, however, a connection between ordered finite domains and bidirectional well-
foundedness, which we explore in this section. We start by defining the semantics of finite domains,

and complementing our notion of a well-founded relation with the definitions of upwards well-

founded and bidirectionally well-founded relations.

Definition 4.6 (Finite-Domain Semantics). Given a vocabulary Σ and a sort 𝒔, the finite-domain
semantics of (Σ, 𝒔) is the class of structures over Σ where the domain of 𝒔 is finite. We omit (Σ, 𝒔)
when clear from context.

Definition 4.7. A relation 𝑅 ⊆ 𝑈 × 𝑈 is upwards well-founded if 𝑅−1
is well-founded. 𝑅 is

bidirectionally well-founded if it is both well-founded and upwards well-founded.

We first observe that finite partially ordered sets must be bidirectionally well-founded. Further,

for totally ordered sets, the properties of finiteness and bidirectional well-foundedness coincide.

Formally:

Lemma 4.8. Let 𝑅 be a strict partial order for a set𝑈 . Then, if𝑈 is finite then 𝑅 is bidirectionally
well-founded. Further, if 𝑅 is a strict total order, then𝑈 is finite iff 𝑅 is bidirectionally well-founded.

Note that for the equivalence of well-foundedness and finiteness the requirement of a total

order is necessary. (As a counterexample consider an infinite set𝑈 and an empty relation 𝑅 over

𝑅. 𝑅 is bidirectionally well-founded and a partial order.) However, for a sound refinement w.r.t.

finite-domain semantics, the one-sided implication guaranteed by a partial order is sufficient.

Building on the one-sided connection established in Thm. 4.8, we define an axiom schema for

bidirectionally well-founded induction, and show that is a sound refinement for finite-domain

semantics.

Definition 4.9. Given a vocabulary Σ with a binary relation ≺, for any formula𝜓 ∈ WFF(Σ), the
following sentence is an upwards well-founded induction axiom:

𝜉max [𝜓 ] ≜ ((∃𝑥 .𝜓 ) → ((∃𝑥max.𝜓 [𝑥max/𝑥] ∧ ∀𝑦.𝑥max ≺ 𝑦 → ¬𝜓 [𝑦/𝑥])))∀ .
We denote the set of all bidirectionally well-founded induction axioms over Σ by WF↕ [Σ,≺] ≜
WF↓ [Σ,≺] ∪ {𝜉max [𝜓 ] | 𝜓 ∈ WFF(Σ)}.

Claim 4.10 (Soundness). Given a vocabulary Σ with a binary relation ≺ : 𝒔 × 𝒔, for any formula 𝜑
such that 𝜑 |= po[≺], if there exists a model 𝑀 |= 𝜑 where D𝑀 (𝒔) is finite, then WF↕ [Σ,≺] ∪ {𝜑} is
satisfiable.
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5 Generating Induction Axioms from Symbolic Counter-Models
So far we have presented general axiom schemata for capturing well-founded or finite-domain

semantics. In this section, we present an approach for instantiating the axiom schemata based

on spurious counter-models, i.e., infinite models that do not adhere to the intended semantics.

Previous work [15] introduced symbolic structures as a finite representation of (potentially) infinite

structures. Symbolic structures use summary nodes to capture repeating patterns in the infinite

structure. These repeating patterns sometimes cause violations of the intended semantics. In such

cases, we may exclude the violations by instantiating the axiom schemata with formulas that are

true in the corresponding summary nodes.

We start by recalling the notion of symbolic structures. We then define the formulas that are

true in a summary node, and show how to instantiate induction axioms from them.

5.1 Symbolic Structures
Definition 5.1 ([15]). A symbolic structure for a vocabulary Σ with a set of sorts S is a triple

𝑆 = (D,B,I), where

• D is the domain of 𝑆 , mapping each sort 𝒔 ∈ S to a finite, non-empty, set of nodes D(𝒔),
such that D(𝒔) ∩ D(𝒔′) = ∅ whenever 𝒔 ≠ 𝒔′. For each sort 𝒔 ∈ S, the domain D(𝒔) is
partitioned into “summary nodes”, denoted Dsum

𝒔 , and “regular nodes”, denoted Dreg

𝒔 , such

that D(𝒔) = Dsum

𝒔 ⊎ Dreg

𝒔 .

• B is the assignment of bound formulas to the nodes, mapping for each sort 𝒔, each summary

node 𝑛 ∈ Dsum

𝒔 to a satisfiable LIA formula B(𝑛) ∈ QF
LIA

with at most one free variable,

FV (B(𝑛)) ⊆ {𝑖}, and each regular node 𝑛 ∈ Dreg

𝒔 to the bound formula 𝑖 ≈ 0.

• I is the interpretation of the symbols in Σ. Each constant symbol 𝑐 of sort 𝒔 is mapped by

I to a pair ⟨𝑛, 𝑧⟩ where 𝑛 ∈ D(𝒔) and 𝑧 is an integer such that [𝑖 ↦→ 𝑧] |=
LIA

B(𝑛). Each
function symbol 𝑓 : 𝒔1 × · · · × 𝒔𝑘 → 𝒔 is mapped by I to a function that maps tuples of nodes

(𝑛1, . . . , 𝑛𝑘 ) ∈ D(𝒔1)×· · ·×D(𝒔𝑘 ) to a pair ⟨𝑛, 𝑡⟩ where𝑛 ∈ D(𝒔) and 𝑡 is a LIA term such that

FV(𝑡) ⊆ {𝑖1, . . . , 𝑖𝑘 } and
∧𝑘

𝑗=1
B(𝑛 𝑗 ) [𝑖 𝑗/𝑖] |=LIA

B(𝑛) [𝑡/𝑖]. A relation symbol 𝑅 : 𝒔1 × · · · × 𝒔𝑘
is mapped by I to a function that maps tuples of nodes (𝑛1, . . . , 𝑛𝑘 ) ∈ D(𝒔1) × · · · × D(𝒔𝑘 )
to a LIA formula𝜓 ∈ QF

LIA
such that FV(𝜓 ) ⊆ {𝑖1, . . . , 𝑖𝑘 }. For ease of read, in case of unary

function and relation symbols, we denote the free variable in 𝑡 , resp.,𝜓 , by 𝑖 instead of 𝑖1.

Intuitively, a symbolic structure 𝑆 is a finite representation of a (possibly) infinite explicit first-

order structure, which we denote E(𝑆). Each node 𝑛 in the domain of sort 𝒔 in 𝑆 represents possibly
infinitely many elements in the domain of sort 𝒔 in E(𝑆), given by all pairs ⟨𝑛, 𝑧⟩ such that 𝑧 is

an integer value that satisfies 𝑛’s bound formula B(𝑛). Note that the set of such elements ⟨𝑛, 𝑧⟩
is never empty since bound formulas are required to be satisfiable. In particular, regular nodes

always represent a single element, ⟨𝑛, 0⟩. The interpretation function of E(𝑆) is induced by the

interpretation function of 𝑆 , where the free variables 𝑖 𝑗 that appear in the interpretations of function

and relation symbols in 𝑆 represent the elements of the nodes 𝑛 𝑗 to which the function or relation is

applied. Here again, the additional requirements on the terms and formulas ensure that the induced

interpretation is well-defined.

Formally, the explication of a symbolic structure 𝑆 = (D,B,I), denoted E(𝑆), is the structure𝑀 =

(D𝑀 ,I𝑀 ) defined as follows. For a node 𝑛 of sort 𝒔, its set of elements is E(𝑛) = {⟨𝑛, 𝑧⟩ | 𝑧 ∈ B(𝑛)},
where with abuse of notation we write B(𝑛) for the set

{
𝑧 | [𝑖 ↦→ 𝑧] |=

LIA
B(𝑛)

}
. The domain of

sort 𝒔 ∈ S in 𝑀 is then the set D𝑀 (𝒔) = ⋃
𝑛∈D(𝒔 ) E(𝑛). For a constant symbol 𝑐 , I𝑀 (𝑐) = I(𝑐).

For a function symbol 𝑓 of arity 𝑘 , if I(𝑓 ) (𝑛1, . . . , 𝑛𝑘 ) = ⟨𝑛, 𝑡⟩, then for every 𝑧1, . . . , 𝑧𝑘 such that
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𝑧 𝑗 ∈ B(𝑛 𝑗 ) for every 1 ≤ 𝑗 ≤ 𝑘 ,

I𝑀 (𝑓 ) (⟨𝑛1, 𝑧1⟩ , . . . , ⟨𝑛𝑘 , 𝑧𝑘⟩) =
〈
𝑛, 𝑣

LIA
(𝑡)

〉
,

where 𝑣
LIA

is an assignment that maps 𝑖 𝑗 to 𝑧 𝑗 for every 1 ≤ 𝑗 ≤ 𝑘 , and 𝑣
LIA

extends 𝑣
LIA

to all

LIA terms in the standard way. That is, the function maps the elements ⟨𝑛1, 𝑧1⟩ , . . . , ⟨𝑛𝑘 , 𝑧𝑘⟩ to an

element contributed by node 𝑛 that is determined by evaluating the term 𝑡 on the specific elements

𝑧 𝑗 of nodes 𝑛 𝑗 . For a relation symbol 𝑅 of arity 𝑘 , if I(𝑅) (𝑛1, . . . , 𝑛𝑘 ) =𝜓 , then

I𝑀 (𝑅) =
{
(⟨𝑛1, 𝑧1⟩ , . . . , ⟨𝑛𝑘 , 𝑧𝑘⟩) |

(
∀1 ≤ 𝑗 ≤ 𝑘. 𝑧 𝑗 ∈ B(𝑛 𝑗 )

)
∧ [𝑖1 ↦→ 𝑧1, . . . , 𝑖𝑘 ↦→ 𝑧𝑘 ] |=LIA

𝜓
}
.

That is, the tuples of elements in the relation are determined by evaluating the LIA formula

I(𝑅) (𝑛1, . . . , 𝑛𝑘 ) on the specific elements 𝑧𝑖 of nodes 𝑛𝑖 .

Example 5.2. Consider the symbolic model 𝑆 in Fig. 2b. Formally, it has the domain D𝑆 (value) =
{𝑛1, 𝑛2}, D𝑆 (round) = {𝑚1,𝑚2,𝑚}, where𝑚 is a summary node with bound formula 𝑖 ≤ 0, and the

rest are regular nodes. The constants 𝑣1, 𝑣2, 𝑟1, 𝑟2 are interpreted to the regular nodes 𝑛1, 𝑛2,𝑚1,𝑚2

respectively. As the bound formula for𝑚 is B(𝑚) = 𝑖 ≤ 0, the explicit elements of it are E(𝑚) =
{⟨𝑚, 0⟩ , ⟨𝑚,−1⟩ , . . . }, and the explicit domain of round is

DE(𝑆 ) (round) = {⟨𝑚1, 0⟩ , ⟨𝑚2, 0⟩ , ⟨𝑚, 0⟩ , ⟨𝑚,−1⟩ , . . . } .
The explicit domain of the value sort is DE(𝑆 ) (value) = {⟨𝑛1, 0⟩ , ⟨𝑛2, 0⟩}. The interpretation of

Proposal is I𝑆 (Proposal) (𝑚1, 𝑛1) = ⊤, I𝑆 (Proposal) (𝑚2, 𝑛2) = ⊤, I𝑆 (Proposal) (𝑚,𝑛2) = ⊤, and
⊥ for all other pairs of nodes. In the explication E(𝑆) the interpretation is IE(𝑆 ) (Proposal) =

{(⟨𝑚1, 0⟩ , ⟨𝑛1, 0⟩) , (⟨𝑚2, 0⟩ , ⟨𝑛2, 0⟩) , (⟨𝑚, 0⟩ , ⟨𝑛2, 0⟩) , (⟨𝑚, 0⟩ , ⟨𝑛2,−1⟩) , . . . }. The unary function

𝑤 is defined for 𝑚 as I𝑆 (𝑤) (𝑚) = ⟨𝑚, 𝑖 − 1⟩. Thus for every 𝑧 ∈ B(𝑚), IE(𝑆 ) (𝑤) (⟨𝑚, 𝑧⟩) =

⟨𝑚, 𝑧 − 1⟩.

Notation. For a (symbolic or explicit) structure 𝑆 with interpretation function I𝑆
, and a constant,

function or relation symbol 𝛼 , we often write 𝛼𝑆 to denote I𝑆 (𝛼).

5.2 Extracting Induction Axioms from Summary Nodes
Next we explain how we use properties of summary nodes in symbolic structures that violate the

intended semantics to instantiate induction axioms. In particular, we are interested in properties

that exclude spurious models, refining a formula, e.g., a negated VC, according to the intended

semantics.

5.2.1 Node Properties. Symbolic structures are merely representations of standard first-order

structures. As such, satisfaction of FOL formulas in a symbolic structure 𝑆 is defined by means of its

explication E(𝑆). Similarly, we can use FOL formulas to reason about nodes in a symbolic structure.

To this end, we define properties of a node as properties that are shared by all of its elements. As

we will see, such properties can sometimes be used to eliminate spurious counter-models.

Definition 5.3 (Properties of Nodes). Let 𝑆 = (D,B,I) be a symbolic structure for Σ, and 𝜓 ∈
WFF(Σ) such that FV(𝜓 ) ⊆ {𝑥} where 𝑥 is a variable of sort 𝒔. We say that a node 𝑛 ∈ D(𝒔)
satisfies𝜓 , or that𝜓 is a property of 𝑛, denoted 𝑆, [𝑥 ↦→ 𝑛] |=𝜓 , if for every ⟨𝑛, 𝑧⟩ ∈ E(𝑛), we have
that E(𝑆), [𝑥 ↦→ ⟨𝑛, 𝑧⟩] |=𝜓 .

Given a symbolic model 𝑆 and a node 𝑛, checking if 𝑆, [𝑥 ↦→ 𝑛] |= 𝜓 can be done using the

model-checking procedure of [15]. For each node 𝑛 ∈ D(𝒔) and formula𝜓 with at most a single

variable 𝑥 of sort 𝒔, their procedure constructs a LIA formula, denoted trans
𝑆
[𝑥 ↦→𝑛] (𝜓 ), with at most

a single free integer variable 𝑖 , such that [𝑖 ↦→ 𝑧] |=
LIA

trans
𝑆
[𝑥 ↦→𝑛] (𝜓 ) iff E(𝑆), [𝑥 ↦→ ⟨𝑛, 𝑧⟩] |= 𝜓 .

Proc. ACM Program. Lang., Vol. 9, No. POPL, Article 17. Publication date: January 2025.



17:14 Neta Elad and Sharon Shoham

Thus, determining if 𝑆, [𝑥 ↦→ 𝑛] |=𝜓 amounts to checking if the formula B(𝑛) → trans
𝑆
[𝑥 ↦→𝑛] (𝜓 ) is

valid (in LIA).

Example 5.4. Continuing with the notations of Thm. 5.2, let us consider the formula𝜓 =𝑤 (𝑥) ≺ 𝑥
as a potential property for the summary node𝑚. Formally, the interpretation of𝑤 for𝑚 is defined

as 𝑤𝑆 (𝑚) = ⟨𝑚, 𝑖 − 1⟩, and the interpretation of ≺ for 𝑚 is defined as ≺𝑆 (𝑚,𝑚) = 𝑖1 < 𝑖2. The

resulting LIA formula from the transformation is trans
𝑆
[𝑥 ↦→𝑚] (𝜓 ) = 𝑖 − 1 < 𝑖 , and we need to check

the validity of the formula 𝑖 ≤ 0 → 𝑖 − 1 < 𝑖 (as 𝑖 ≤ 0 is the bound formula of𝑚). The formula is

valid, which means that𝑤 (𝑥) ≺ 𝑥 is a property of𝑚.

5.2.2 Induction Axioms Based on Node Properties. Summary nodes in symbolic structures can help

us identify violations of an intended semantics that can be eliminated by induction. Specifically, in

the case of awell-founded or finite-domain semantics, such violations always involve infinitelymany

elements, spanning at least one summary node. Indeed, we observe that under certain conditions,

such violations can always be witnessed by a single summary node that violates well-foundedness

or upwards-well-foundedness, as defined next.

Throughout this section we fix a vocabulary Σ with a binary relation ≺ : 𝒔 × 𝒔. We consider the

well-founded semantics of (Σ,≺) and the finite-domain semantics of (Σ, 𝒔).
Definition 5.5 (Violating Nodes). Let 𝑆 be a symbolic structure for Σ. We say that a node 𝑛 ∈ D𝑆 (𝒔)

violates well-foundedness of ≺ if the relation

𝑅 =
{
(𝑧1, 𝑧2) ∈ B(𝑛) × B(𝑛) | [𝑖1 ↦→ 𝑧1, 𝑖2 ↦→ 𝑧2] |=LIA

≺𝑆 (𝑛, 𝑛)
}

on the setB(𝑛) is not well-founded.We say that a node𝑛 ∈ D𝑆 (𝒔) violates upwards-well-foundedness
of ≺ if 𝑅 is not upwards well-founded.

That is, a node 𝑛 violates well-foundedness (or upwards well-foundedness) of ≺ if the relation

induced by ≺𝑆 (𝑛, 𝑛), which is the restriction of the interpretation of ≺ in E(𝑠) to the set of elements

induced by 𝑛, is not well-founded (resp., upwards well-founded). Note that the set of elements

induced by a violating node is necessarily infinite. Thus, a violating node is always a summary

node. In general, it may be difficult to determine if a node violates well-foundedness (or upwards

well-foundedness) of ≺. However, when symbolic structures are defined using simple LIA terms

and formulas (as is the case in [15]), it may be easy. As a simple example, consider the symbolic

model 𝑆 from Fig. 2b as formally defined in Thm. 5.2. The bound formula of𝑚 is 𝑖 ≤ 0, and ≺ is

interpreted as ≺𝑆 (𝑚,𝑚) = 𝑖1 < 𝑖2, which clearly violates well-foundedness. Similarly, if𝑚 had a

bound formula 𝑖 ≥ 𝑘 (for some integer 𝑘), it would have violated upward well-foundedness.

Lemma 5.6. Let 𝑆 be a symbolic structure for Σ where ≺E(𝑆 ) is a strict total order on DE(𝑆 ) (𝒔). If
≺E(𝑆 ) is not well-founded, then there exists a node 𝑛 ∈ D𝑆 (𝒔) that violates well-foundedness of ≺.
Lemma 5.7. Let 𝑆 be a symbolic structure for Σ where ≺E(𝑆 ) is a strict total order on DE(𝑆 ) (𝒔).

If DE(𝑆 ) (𝒔) is infinite, then there exists a node 𝑛 ∈ D𝑆 (𝒔) that violates well-foundedness of ≺ or
upwards well-foundedness of ≺ (or both).

The previous lemmas establish that when well-founded semantics or finite-domain semantics

are violated, there always exists a violating node (assuming the domain is totally ordered). This

motivates us to use properties of summary nodes for instantiations of induction axioms meant to

exclude spurious counter-models. The idea is to exclude a spurious counter-model by excluding a

(violating) node in it. If the node to be excluded has property𝜓 , then one way to exclude it is to say

that𝜓 cannot be satisfied (or, in fact, ¬𝜓 must hold). Our induction axioms 𝜉min [𝜓 ] (resp., 𝜉max [𝜓 ])
can be viewed as facilitating an inductive proof of ¬𝜓 by asserting that if𝜓 holds for some element,

then there is a minimal (resp., maximal) element for which it holds.
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Example 5.8. In the case of the VC of Fig. 1, an example of a spurious counter-models is given in

Fig. 2b. In this counter-model the summary node violates well-foundedness of ≺, and we construct

the induction axiom Eq. (8) according to the property Proposal(𝑟, 𝑣2) it satisfies. The axiom eliminates

the spurious model since it forces the existence of a minimal element for which Proposal(𝑟, 𝑣2)
holds, and the minimal element leads to a contradiction: by the invariant Eq. (5

★
), the minimal

element must be Safe, and by Eq. (4) both Safe values 𝑣1, 𝑣2 must be the same. Similarly, the axiom

Eq. (7) eliminates the model for the symmetric case where 𝑣1 is the un-Safe value,

Recall that when we are interested in satisfiability modulo well-founded, resp., finite-domain,

semantics, Thm. 4.5, resp., Thm. 4.10, ensure that it is always sound to add the axioms 𝜉min [𝜓 ]
or 𝜉max [𝜓 ], regardless of whether 𝜓 is satisfied by a violating node. Thus, for soundness of the

approach, we do not even have to verify that a node is violating and/or that𝜓 is its property. Next,

however, we show that under certain conditions, we can actually guarantee some form of progress

by such instantiations of induction.

Claim 5.9. Let 𝑆 be a symbolic structure for Σ, 𝑛 ∈ D𝑆 (𝒔), and 𝜓 a formula over Σ with a free
variable 𝑥 of sort 𝒔 such that 𝑆, [𝑥 ↦→ 𝑛] |=𝜓 and for every 𝑛′ ≠ 𝑛 ∈ D𝑆 (𝒔), 𝑆, [𝑥 ↦→ 𝑛′] |= ¬𝜓 . Then
if 𝑛 violates well-foundedness of ≺, then E(𝑆) ̸|= 𝜉min [𝜓 ]. If 𝑛 violates upwards well-foundedness of ≺,
then E(𝑆) ̸|= 𝜉max [𝜓 ].

Proof. Let us consider the set of explicit elements that satisfy 𝜓 , 𝐾 =
{
⟨𝑚, 𝑧⟩ ∈ DE(𝑆 ) (𝒔) |

E(𝑆), [𝑥 ↦→ ⟨𝑚, 𝑧⟩] |= 𝜓
}
. Since 𝑆, [𝑥 ↦→ 𝑛] |= 𝜓 , we get E(𝑛) ⊆ 𝐾 , and since for every 𝑛′ ≠ 𝑛,

𝑛′ |= ¬𝜓 we get 𝐾 ⊆ E(𝑛). Since B(𝑛) is not well-founded, and 𝐾 = E(𝑛), we have that 𝐾 ≠ ∅ and

has no minimal element. Therefore, E(𝑆) ̸|= 𝜉min [𝜓 ]. The other case is symmetric. □

Thus, if𝜓 is a unique property of a violating node 𝑛 (in the sense that any other node satisfies

the negation of𝜓 ), we can use 𝜉min [𝜓 ] or 𝜉max [𝜓 ] to exclude the spurious counter-model E(𝑆) of
some formula 𝜑 by conjoining the formula with the axiom. Harking back to Thm. 5.8, though the

properties we instantiated the axioms with are not unique (but nonetheless suffice to exclude the

models), there are unique properties of the violating node, for example Proposal(𝑟, 𝑣2) ∧ 𝑟 ≠ 𝑟2 for

Fig. 2b, which are in fact guaranteed to exclude the models.

We can in fact relax the uniqueness requirement and generalize Thm. 5.9 by considering properties

of a node 𝑛 that also depend on other elements in the model. Such properties are captured by

formulas 𝜓 with free variables 𝑦1, . . . , 𝑦𝑘 in addition to 𝑥 . The idea is that such 𝜓 is a property

of 𝑛 and elements (𝑒1, . . . , 𝑒𝑘 ) in the model if for every element ⟨𝑛, 𝑧⟩ in E(𝑛), we have that

E(𝑆), [𝑥 ↦→ ⟨𝑛, 𝑧⟩ , 𝑦1 ↦→ 𝑒1, . . . , 𝑦𝑘 ↦→ 𝑒𝑘 ] |= 𝜓 . That is, all explicit elements of 𝑛 satisfy 𝜓 when

combined with (𝑒1, . . . , 𝑒𝑘 ). (Note that this requirement can also be checked using the model

checking procedure of [15].) Such properties𝜓 can also be used to instantiate induction axioms in

order to exclude 𝑛. Namely, we can attempt to exclude 𝑛 by showing (by induction) that𝜓 cannot

in fact hold for 𝑛 and (𝑒1, . . . , 𝑒𝑘 ). In this case, 𝜉min [𝜓 ] (resp., 𝜉max [𝜓 ]) asserts that for every tuple

of elements (𝑒1, . . . , 𝑒𝑘 ), if some element paired with (𝑒1, . . . , 𝑒𝑘 ) satisfies 𝜓 , then there exists a

minimal (resp., maximal) element that satisfies𝜓 when paired with (𝑒1, . . . , 𝑒𝑘 ).
For instance in Fig. 2b we can exclude the violating node𝑚 with a well-founded induction axiom

obtained from 𝜓 = Proposal(𝑟, 𝑣), which is a property of node𝑚 and the element corresponding

to 𝑣2. The resulting axiom, which universally quantifies over 𝑣 , subsumes the two axioms Eqs. (7)

and (8) and thus also excludes the symmetric spurious model where 𝑣1 is un-Safe.

When considering a relaxed notion of node properties as above we can similarly relax the

uniqueness requirement that ensures progress to only require that ¬𝜓 holds for the other nodes

with the same tuple (𝑒1, . . . , 𝑒𝑘 ) with which 𝑛 satisfies𝜓 :
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Claim 5.10. Let 𝑆 be a symbolic structure for Σ, 𝑛 ∈ D𝑆 (𝒔), and 𝜓 ∈ WFF(Σ) such that
FV(𝜓 ) ⊆ {𝑥,𝑦1, . . . , 𝑦𝑘 }, where 𝑥,𝑦1, . . . , 𝑦𝑘 are of sorts 𝒔, 𝒔1, . . . , 𝒔𝑘 (not necessarily distinct), re-
spectively. Suppose that there exist (𝑒1, . . . , 𝑒𝑘 ) ∈ DE(𝑆 ) (𝒔1) × · · · × DE(𝑆 ) (𝒔𝑘 ) such that for all
𝑧 ∈ B(𝑛), E(𝑆), [𝑥 ↦→ ⟨𝑛, 𝑧⟩ , 𝑦1 ↦→ 𝑒1, . . . , 𝑦𝑘 ↦→ 𝑒𝑘 ] |=𝜓 and for any other 𝑛′ ≠ 𝑛 ∈ D𝑆 (𝒔), for all
𝑧′ ∈ B(𝑛′), E(𝑆), [𝑥 ↦→ ⟨𝑛′, 𝑧′⟩ , 𝑦1 ↦→ 𝑒1, . . . , 𝑦𝑘 ↦→ 𝑒𝑘 ] |= ¬𝜓 . Then if 𝑛 violates well-foundedness of
≺, then E(𝑆) ̸|= 𝜉min [𝜓 ]. If 𝑛 violates upwards well-foundedness of ≺, then E(𝑆) ̸|= 𝜉max [𝜓 ].

Proof. Given a tuple of elements (𝑒1, . . . , 𝑒𝑘 ) ∈ DE(𝑆 ) (𝒔1) × · · · × DE(𝑆 ) (𝒔𝑘 ), we consider the
set of tuples of explicit elements that satisfy𝜓 with (𝑒1, . . . , 𝑒𝑘 ):

𝐾𝑒1,...,𝑒𝑘 ≜
{
⟨𝑚, 𝑧⟩ | 𝑚 ∈ D𝑆 (𝒔), 𝑧 ∈ B(𝑚), E(𝑆), [𝑥 ↦→ ⟨𝑚, 𝑧⟩ , 𝑦1 ↦→ 𝑒1, . . . , 𝑦𝑘 ↦→ 𝑒𝑘 ] |=𝜓

}
.

As given, there exist 𝑒1, . . . , 𝑒𝑘 such that 𝐾𝑒1,...,𝑒𝑘 = E(𝑛). If B(𝑛) is not well-founded, 𝐾𝑒1,...,𝑒𝑘 ≠ ∅
has no minimal element. Therefore, E(𝑆) ̸|= 𝜉min [𝜓 ]. The case for when B(𝑛) is not upwards
well-founded is symmetrical. □

As demonstrated earlier, uniqueness of𝜓 , in the sense of Thm. 5.9 or even the weaker sense of

Thm. 5.10, is a sufficient but not a necessary condition for the axiom 𝜉min [𝜓 ] (resp., 𝜉max [𝜓 ]) to
exclude E(𝑆). Indeed, in our evaluation we use easily computable properties of summary nodes, in

the form of conjunctions of literals that are satisfied by the node, without requiring that they are

unique properties.

The astute reader might notice that even when using unique properties to instantiate induction

axioms that exclude spurious counter-models, convergence is not implied. First, there may be

infinitely many different spurious counter-models for 𝜑 (in either of the semantics). Furthermore,

it is possible that a spurious counter-model still exists but cannot be represented by a symbolic

structure; and even if a symbolic counter-model exists, we cannot guarantee that a unique property

exists for a violating node in it (a violating node, on the other hand, is guaranteed to exist when

the domain is totally ordered, by Thms. 5.6 and 5.7).

Despite these sources of incompleteness, our evaluation shows that the approach can be effective,

even when the axioms are instantiated with rather simple properties of summary nodes. Moreover,

as we will see in the next section, if the formula 𝜑 at hand is in OSC, there does exist a finite set of

axioms, each derived from a unique property of a potential summary node in a spurious symbolic

counter-model, such that adding these axioms essentially excludes all spurious counter-models
4
.

6 Decidability of OSC under Well-Founded and Finite Semantics
In this section we consider the Ordered Self-Cycle (OSC) fragment of FOL, introduced in [15]. OSC

extends the decidable EPR fragment by allowing a designated sort, totally ordered by ≺, to have

cyclic functions (under certain conditions), leading to cases where the only satisfying models have

infinite domains. We show a reduction from satisfiability modulo well-founded semantics and

finite-domain semantics to standard FOL semantics for OSC. Further, relying on the decidability of

satisfiability in OSC, we show that satisfiability modulo those intended semantics is also decidable

in OSC. Beyond solving the decision problem, our proofs provide algorithms that given a formula

in OSC, either produce a satisfying model with the intended semantics, or determine no such model

exist. Formally we prove the following:

Theorem 6.1 (Decidability of Satisfiability modulo Well-Foundedness). There exists an
algorithm that given a formula 𝜑 ∈ OSC, either determines that 𝜑 has no model where ≺ is interpreted
as a well-founded relation, or returns a symbolic model 𝑆 such that E(𝑆) |= 𝜑 and≺E(𝑆 ) is well-founded.
4
In fact, even for an OSC formula, the axioms do not exclude all spurious counter-models; they only ensure that whenever a

spurious counter-model exists, so does a model that obeys the intended semantics.
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Theorem 6.2 (Decidability of Finite-Model Satisfiability). There exists an algorithm that
given a formula 𝜑 ∈ OSC, either determines that 𝜑 has no finite model, or returns a finite model of 𝜑 .

By Thm. 6.1, we can decidably verify the safety property of Fig. 1 under well-founded semantics,

and find a counter-model for the variant that uses Eq. (9), where well-founded semantics are

insufficient. By Thm. 6.2, we can decidably verify the second example under finite-model semantics,

as both the example and its variant are in OSC.

We start by giving some background on the EPR and OSC fragments and their properties.

6.1 The OSC Fragment
EPR. The decidable Effectively PRopositional (EPR)

5
fragment of many-sorted FOL contains

formulas whose quantifier alternation graph has no cycles. Given a formula 𝜑 in negation normal

form
6
, its quantifier alternation graph is a directed graph whose set of vertices is the set of sorts

appearing in 𝜑 , and whose set of edges consists of all edges 𝒔1 → 𝒔2 such that one of the following

holds: (i) 𝒔2 is the output sort of some function 𝑓 appearing in 𝜑 and 𝒔1 is the sort of one of the

arguments of 𝑓 ; or (ii) an ∃𝑦 : 𝒔2 quantifier appears in the scope of some ∀𝑥 : 𝒔1 quantifier in 𝜑 .

The acyclicity of the quantifier alternation graph ensures that the vocabulary of the skolemization

of 𝜑 generates only finitely many ground terms, and thus EPR enjoys a finite-model property, which

follows from Herbrand’s theorem. In particular, satisfiability is decidable for formulas in EPR.

OSC. The decidable Ordered Self-Cycle (OSC) fragment is an extension of EPR, which relaxes the

acyclicity requirement in certain cases. In OSC, one designated sort (denoted 𝒔𝒄 ) is allowed to have

self-loops in the quantifier alternation graph. Formally, OSC assumes vocabularies that include the

sort 𝒔𝒄 and a binary relation symbol ≺ : 𝒔𝒄 × 𝒔𝒄 . Formulas in OSC are of the form 𝜑 ∧ to[≺], where:
(1) 𝜑 is in negation normal form;

(2) the only logical variable of sort 𝒔𝒄 that appears in 𝜑 is 𝑥 ;

(3) in the quantifier alternation graph of 𝜑 the only cycles are self-cycles at 𝒔𝒄 , and the only

outgoing edges from 𝒔𝒄 are to 𝒔𝒄 ;
(4) functions and relations in 𝜑 other than ≺ have at most one argument of sort 𝒔𝒄 ; and
(5) the only non-ground term of sort 𝒔𝒄 that appears as an argument to functions in 𝜑 is 𝑥 .

In [15], the satisfiability problem of formulas in OSC is proved to be decidable, in particular

by showing that for every satisfiable formula 𝜑 ∈ OSC there exists a satisfying symbolic model

with certain properties. The proof works by first reducing formulas in OSC to a simpler form and

then showing that satisfiability is decidable for those simpler-form formulas. We prove Thms. 6.1

and 6.2 in the same manner, by showing that analogous properties hold for the simpler-form

formulas. For the first step, we use the same reduction used in [15], which not only preserves

satisfiability, but also allows translation of models between formulas and their reduced forms (in

both directions). Importantly, well-foundedness, resp., finiteness of the domain, is maintained by

the model translations. Thus, the reduction preserves satisfiability modulo the intended semantics

we consider. We start by defining the set of simpler-form formulas in OSC:

Definition 6.3 (OSC★). We denote the set of all OSC formulas where the only sort is 𝒔𝒄 and all

quantifiers are universal by OSC
★
.

5
Note that, following previous work, we denote by EPR a strict extension of the original EPR fragment (which is single-sorted

and does not allow any function symbols nor ∀∃ quantifier alternations).

6
The requirement of negation normal form does not restrict the formulas in a meaningful way, as the negation normal form

of a formula 𝜑 can be computed automatically from 𝜑 , and, in particular, without renaming quantified variables.
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Note that since in OSC, the designated sort 𝒔𝒄 appears at most once as an argument to function

and relation symbols, functions and relations in OSC
★
are all unary. Next we describe the reduction

from OSC to OSC
★
.

Reducing OSC Formulas to OSC★. The reduction transforms a given formula 𝜑 ∈ OSC into

a formula 𝜑★ ∈ OSC
★
by performing the following steps. First, 𝜑 is skolemized such that an

existential quantifier in the scope of universally quantified variables 𝑥1, . . . , 𝑥𝑘 is replaced by a

Skolem function whose arguments are 𝑥1, . . . , 𝑥𝑘 . Note that due to the single variable property of

OSC, and the requirements of the quantifier alternation graph, the designated 𝒔𝒄 sort never appears
as an argument of these Skolem functions. This is a slight generalization of the usual approach to

skolemization that does not require prenex normal form.

Next, since the quantifier alternation graph of all sorts other than 𝒔𝒄 contains no cycles, there are
finitely many ground terms of those sorts, and we can instantiate all remaining universal quantifiers

of these sorts with these terms. We replace each universal quantifier by a conjunction over all

instantiations produced by the ground terms of the relevant sort, and arrive at a formula which

contains only universal quantifiers with the single variable 𝑥 : 𝒔𝒄 .
Finally, we remove all sorts 𝒔 ≠ 𝒔𝒄 from the formula, “baking in” the ground terms of such sorts

into functions and relations, and adding constraints that ensure that functions and relations are the

same if they are created by different ground terms that are equal. For example, given a predicate

𝑃 : 𝒔 × 𝒔𝒄 , and ground terms 𝑔,𝑔′ : 𝒔, the resulting formula will have two predicates, 𝑃𝑔 : 𝒔𝒄 , 𝑃𝑔′ : 𝒔𝒄 .
Thus all functions and relations other than ≺ are unary.

The resulting formula, 𝜑★, is a single-sort OSC formula, with a single universally quantified

variable 𝑥 : 𝒔𝒄 . Thus 𝜑★ ∈ OSC
★
. The following claim formalizes the correctness of the reduction:

Claim 6.4 ([15]). For every formula 𝜑 ∈ OSC, for every model𝑀 |= 𝜑 , there exists𝑀 ′ |= 𝜑★ such
that D𝑀 (𝒔𝒄 ) = D𝑀 ′ (𝒔𝒄 ) and ≺𝑀 = ≺𝑀 ′

; and for every model𝑀 ′ |= 𝜑★, there exists𝑀 |= 𝜑 such that
D𝑀 (𝒔𝒄 ) = D𝑀 ′ (𝒔𝒄 ), ≺𝑀 = ≺𝑀 ′

, and all sorts other than 𝒔𝒄 have a finite domain.

Thm. 6.4 ensures that the reduction preserves satisfiability modulo the intended semantics. Fur-

ther, by relying on the EPR properties of all sorts other than 𝒔𝒄 , it guarantees that the finite-domain

semantics of the reduced formula translate to finite-structure semantics of OSC. Additionally, [15]

shows how𝑀 ′
can be computed from𝑀 and vice versa (when both are given by symbolic structures).

Thus, to prove Thm. 6.1 and Thm. 6.2 it suffices to consider formulas in OSC
★
.

Since formulas in OSC
★
only include a single sort, in the sequel we do not mention the sort

explicitly (neither in formulas nor in models).

Symbolic Models for OSC★. Our proofs utilize properties of the symbolic models computed by

the decision procedure of [15] for satisfiability of OSC
★
in the standard semantics. To understand

these properties, we recall the construction of a symbolic model 𝑆 from an arbitrary satisfying

model𝑀 for 𝜑 ∈ OSC
★
that the proof of [15] hinges on. The construction partitions𝑀’s domain

into equivalence classes according to a set of literals of three kinds:

(1) Element atoms: 𝑃 (𝑥),¬𝑃 (𝑥), 𝑥 ⊲⊳ 𝑔

(2) Image atoms: 𝑃 (𝑓 (𝑥)),¬𝑃 (𝑓 (𝑥)), 𝑓 (𝑥) ⊲⊳ 𝑔
(3) Mixed atoms: 𝑥 ⊲⊳ 𝑓 (𝑥), 𝑓 (𝑥) ⊲⊳ ℎ(𝑥)

Such literals are generated for every relation symbol 𝑃 , ground term 𝑔 and function symbols 𝑓 , ℎ

that appear in 𝜑 , where ⊲⊳ ∈ {≺,≻,≈}. The set of all possible atoms for a given formula 𝜑 is denoted

by A𝜑 . Note that this set is finite. The construction of 𝑆 in [15] introduces a node 𝑛 for every

non-empty equivalence class w.r.t. A𝜑 of elements in𝑀 , such that all the elements in E(𝑛) satisfy
the same atoms. Thus, every node in 𝑆 can be characterized by the atoms satisfied by the elements

in the equivalence class that introduced it. Formally:
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Definition 6.5 (Characterization). A subset 𝐶 ⊆ A𝜑 is called a characterization when it is sat-

isfiable, and for every atom 𝛼 ∈ A𝜑 \𝐶 , 𝐶 ∪ {𝛼} is unsatisfiable. We denote by C𝜑 the set of all

characterizations in 𝜑 , and we partition this set in two: C𝜑 = Creg

𝜑 ⊎ Csum

𝜑 , such that any characteri-

zation 𝐶 ∈ Csum

𝜑 does not contain any 𝑥 ≈ 𝑔 atoms, and any 𝐶 ∈ Creg

𝜑 contains at least one such

atom.

Based on the construction of 𝑆 from𝑀 , the proof in [15] shows there exists a computable function

F such that for every formula 𝜑 ∈ OSC
★
, F (𝜑) is a finite set of symbolic structures, and if 𝜑 is

satisfiable, there exists a symbolic model 𝑆 ∈ F (𝜑) such that E(𝑆) |= 𝜑 . Further, every symbolic

structure 𝑆 ∈ F (𝜑) has the following additional properties (which will be useful for us).

Lemma 6.6 ([15]). Given a formula 𝜑 ∈ OSC★, let ℓ be the number of function symbols appearing
in 𝜑 , and let 𝑆 ∈ F (𝜑). Then 𝑆 has the following properties:
(Prop. 1) Each characterization 𝐶 ∈ C𝜑 introduces at most one node in 𝑆 , and each node 𝑛 corresponds

to a characterization𝐶 : 𝑆, [𝑥 ↦→ 𝑛] |=∧
𝐶 and for every 𝑛′ ≠ 𝑛, 𝑆, [𝑥 ↦→ 𝑛′] |= ¬∧

𝐶 . (That
is,

∧
𝐶 is a unique property of 𝑛.)

(Prop. 2) A node 𝑛 with characterization 𝐶 is a regular node iff there exists some ground term 𝑔 such
that 𝑥 ≈ 𝑔 ∈ 𝐶 (i.e., iff 𝐶 ∈ Creg

𝜑 ).
(Prop. 3) For any regular node 𝑛 and function symbol 𝑓 , 𝑓 𝑆 (𝑛) = ⟨𝑛′, 𝑘⟩ for some 𝑛′ and 0 ≤ 𝑘 ≤ ℓ .7

For any summary node 𝑛 with characterization 𝐶 ∈ Csum

𝜑 , and function symbol 𝑓 , 𝑓 𝑆 (𝑛) =
⟨𝑛′, 𝑡⟩ such that if 𝑛′ is a regular node then 𝑡 = 0, and otherwise, 𝑡 = 𝑖+𝑘 for some −ℓ ≤ 𝑘 ≤ ℓ .
Moreover, 𝑘 < 0 iff 𝑥 ≻ 𝑓 (𝑥) ∈ 𝐶 and 𝑘 > 0 iff 𝑥 ≺ 𝑓 (𝑥) ∈ 𝐶 .

(Prop. 4) For every node 𝑛 with characterization 𝐶 and function 𝑓 such that 𝑓 𝑆 (𝑛) = ⟨𝑛′, 𝑡⟩ for some
node 𝑛′ with characterization 𝐶′, let 𝐾 ⊆ 𝐶′ be the set of element atoms in 𝐶′ and let 𝐼 ⊆ 𝐶
be the set of 𝑓 -image atoms in 𝐶 (where 𝑓 -image atoms are image atoms involving 𝑓 (𝑥)),
then {𝛼 [𝑓 (𝑥)/𝑥] | 𝛼 ∈ 𝐾} = 𝐼 .

(Prop. 5) The binary relation ≺ is interpreted as a total order in E(𝑆), and for every summary node 𝑛,
≺𝑆 (𝑛, 𝑛) = 𝑖1 < 𝑖2, and for every regular node 𝑛, ≺𝑆 (𝑛, 𝑛) = ⊥.

(Prop. 6) All bound formulas B(𝑛) are ⊤ for summary nodes and 𝑖 ≈ 0 for regular nodes.

6.2 Decidability of OSC Modulo Well-Founded Semantics
Since 𝜑 |= to[≺] for every 𝜑 ∈ OSC

★
, the induction schema from Thm. 4.4 is sound for the well-

founded semantics of OSC
★
. To prove decidability, we first show that in the case of OSC

★
, we can

compute for each formula a finite subset of the induction axioms from Thm. 4.4 that allows us

to reduce satisfiability modulo well-founded semantics to standard satisfiability in a sound and

complete way.

Definition 6.7 (Well-Founded Axioms for OSC★). For a formula 𝜑 ∈ OSC
★
, we define

Ξ
𝜑

min
≜

∧
𝐶∈Csum

𝜑

𝜉min [
∧
𝐶] .

Lemma 6.8 (Completeness). Given a formula 𝜑 ∈ OSC★, if 𝜑 ∧ Ξ
𝜑

min
is satisfiable then 𝜑 has a

model where ≺ is interpreted as a well-founded relation.

Equivalently, if 𝜑 is unsatisfiable modulo well-founded semantics, then 𝜑 ∧ Ξ
𝜑

min
is unsatisfiable.

Intuitively, this means that the axioms are sufficient to capture the intended semantics. Note that

7
There is an oversight in [15], where function terms for regular nodes are always given as 0. We confirmed with the authors

that a more intricate consideration is needed, where the function terms for regular nodes are integers between 0 and ℓ . See

amended proof in [14].
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this does not mean that Ξ
𝜑

min
excludes all non-well-founded models of 𝜑 ; it only means that if a

non-well-founded model exists for 𝜑 ∧ Ξ
𝜑

min
, there must also exist one that is well-founded. In

particular, while Thm. 4.5 ensures that every well-founded model satisfies Ξ
𝜑

min
, in the converse

direction it is possible that a model satisfies Ξ
𝜑

min
even though the model is not well-founded. Still,

in the latter case, Thm. 6.8 guarantees that a (possibly different) well-founded model exists as well,

and in fact, the proof shows that it can be constructed.

The proof of Thm. 6.8 shows how to construct a (symbolic) well-founded model for 𝜑 from a

symbolic model of 𝜑 ∧ Ξ
𝜑

min
. The construction consists of two steps. First, we show that given a

symbolic model of 𝜑 ∧Ξ
𝜑

min
it is possible to amend its function interpretations such that all elements

interpreting ground terms do not form infinitely decreasing chains, roughly by using the minimal

elements guaranteed by the axioms to break such chains. This is achieved by Thm. 6.9 which shows

that all function interpretations can be amended to only use terms of the form 𝑖 + 𝑘, 𝑘 where 𝑘 ≥ 0.

Second, in Thm. 6.10, we show that we can obtain a well-founded model of 𝜑 as a sub-structure of

the model constructed by the first step by amending the bound formulas to be 𝑖 ≥ 0 (or 𝑖 ≈ 0 for

regular nodes).

Lemma 6.9. If 𝜑 ∧ Ξ
𝜑

min
is satisfiable, then 𝜑 has a model which is the explication of a symbolic

model 𝑆 , where all bound formulas are 𝑖 ≈ 0 for regular nodes or ⊤ for summary nodes, all function
terms are 𝑘 or 𝑖 + 𝑘 for some 𝑘 ≥ 0, and for every summary node 𝑛, ≺𝑆 (𝑛, 𝑛) = 𝑖1 < 𝑖2.

Lemma 6.10. If 𝜑 has a model which is the explication of a symbolic model 𝑆 with the properties
listed in Thm. 6.9, then there exists a symbolic model 𝑆 ′ which is identical to 𝑆 except that all bound
formulas are either 𝑖 ≈ 0 or 𝑖 ≥ 0, and E(𝑆 ′) |= 𝜑 .

Proof of Thm. 6.8. Let us assume that 𝜑 ∧ Ξ
𝜑

min
is satisfiable. From Thm. 6.9 there exists a

symbolic model 𝑆 with the properties listed above. Thus, from Thm. 6.10 there exists a symbolic

model 𝑆 ′ which is identical to 𝑆 , except that all bound formulas are 𝑖 ≈ 0 or 𝑖 ≥ 0, and E(𝑆 ′) |= 𝜑 .
The bound formula for every summary node 𝑛 in 𝑆 ′ is 𝑖 ≥ 0, and since 𝑆 ′ is identical to 𝑆 except

for the bound formulas, for every summary node 𝑛, ≺𝑆 ′ (𝑛, 𝑛) = 𝑖1 < 𝑖2. Thus 𝑛 does not violate

well-foundedness of ≺, and of course, any regular node does not violate well-foundedness. Thus,

from Thm. 5.6, E(𝑆 ′) is well-founded. □

Proof of Thm. 6.9 . Let us denote𝜑 ′ ≜ 𝜑∧Sk

(
Ξ
𝜑

min

)
, where Sk

(
Ξ
𝜑

min

)
skolemizes each induction

axiom 𝜉min [
∧
𝐶] in Ξ

𝜑

min
separately, introducing a fresh Skolem constant for the minimal element

of𝐶 . Note that 𝜑 ′ ∈ OSC
★
, and since 𝜑∧Ξ

𝜑

min
is satisfiable and skolemization preserves satisfiability,

𝜑 ′
is also satisfiable. Since 𝜑 ′ ∈ OSC

★
is satisfiable, there exists a symbolic model 𝑆 ′ ∈ F (𝜑 ′) such

that E(𝑆 ′) |= 𝜑 ′
. We construct a new symbolic model 𝑆 such that E(𝑆) |= 𝜑 and 𝑆 is identical to 𝑆 ′

except for function interpretations of summary nodes, and in particular all function terms in 𝑆 ′ are
either 𝑘 or 𝑖 + 𝑘 for some 𝑘 ≥ 0.

Let 𝑛 be a summary node in 𝑆 ′ with interpretation 𝑓 𝑆
′ (𝑛) = ⟨𝑛′, 𝑖 + 𝑘⟩. If 𝑘 ≥ 0, we keep 𝑓 𝑆 (𝑛)

unchanged. Otherwise, to define 𝑓 𝑆 (𝑛), consider the characterization 𝐶 ∈ C𝜑 ′ of 𝑛 in 𝑆 ′ (Prop. 1).

We denote its 𝜑-atoms by 𝐶′ =𝐶 ∩ A𝜑 . From Sk

(
Ξmin

𝜑

)
, and in particular Sk (𝜉min [

∧
𝐶′]), there

exists a node𝑚 in 𝑆 ′ to which the Skolem constant of the “minimal” element of 𝐶′
is interpreted.

The node𝑚 is a regular node (Prop. 2) and 𝑆 ′, [𝑥 ↦→𝑚] |=∧
𝐶′

. Since𝑚 is a regular node, we know

that 𝑓 𝑆
′ (𝑚) = ⟨𝑚′, 𝑘 ′⟩ for some𝑚′

and 0 ≤ 𝑘 ′ ≤ ℓ (Prop. 3). We thus redefine in 𝑆 , 𝑓 𝑆 (𝑛) = ⟨𝑚′, 𝑘 ′⟩.
Note that all the relation interpretations, in particular for ≺, and all bound formulas remain

unchanged between 𝑆 ′ and 𝑆 . Namely, all bound formulas for 𝑆 are 𝑖 ≈ 0 for regular nodes or ⊤ for

summary nodes (Prop. 6), and for every summary node 𝑛, ≺𝑆 (𝑛, 𝑛) = 𝑖1 < 𝑖2 (Prop. 5).
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We now prove that after all functions 𝑓 , ℎ, . . . appearing in 𝜑 have been redefined, all nodes

satisfy the same atoms 𝛼 ∈ A𝜑 that they satisfied in 𝑆 ′. This is enough in order to show, by the

same induction as in [15], that E(𝑆) |= 𝜑 , due to the single variable property of OSC.

Let 𝑛 be a node with characterization 𝐶 in 𝑆 ′ and let us denote 𝐶′ = 𝐶 ∩ A𝜑 . From Prop. 1,

𝑆 ′, [𝑥 ↦→ 𝑛] |=∧
𝐶 |=∧

𝐶′
, and we now prove that 𝑆, [𝑥 ↦→ 𝑛] |=∧

𝐶′
.

All element atoms in 𝐶′
are still satisfied by 𝑛, since we did not change the interpretation of any

ground terms, unary relations, or the binary relation ≺.
As for 𝑓 -image atoms in 𝐶′

, they may only be affected in nodes for which 𝑓 𝑆 (𝑛) was redefined.
In that case, recall that 𝑓 𝑆 (𝑛) is redefined to be ⟨𝑚′, 𝑘 ′⟩, where 𝑓 𝑆 ′ (𝑚) = ⟨𝑚′, 𝑘 ′⟩ for𝑚 such that

𝑆 ′, [𝑥 ↦→𝑚] |=∧
𝐶′

. Therefore, from Prop. 4 the 𝑓 -image atoms of𝑚 match the element atoms of

𝑚′
, and transitively, the 𝑓 -image atoms of 𝑛, which agree with𝑚, match the element atoms of𝑚′

.

Next we consider mixed atoms in 𝐶′
. We start from mixed atoms of the form 𝑥 ⊲⊳ 𝑓 (𝑥). Again,

these may only be affected if 𝑓 𝑆 (𝑛) is redefined. In that case, the explication of the “minimal” node

𝑚 is also a minimum among the elements in E(𝑆 ′) that satisfy∧𝐶′
, since ≺ is interpreted as a total

order (Prop. 5). Thus for all 𝑧 ∈ B(𝑛) ⟨𝑚, 0⟩ ≺E(𝑆 ′ ) ⟨𝑛, 𝑧⟩. Since 𝑓 𝑆 ′ (𝑛) = ⟨𝑛′, 𝑖 + 𝑘⟩ where 𝑘 < 0,

from Prop. 3 we know that 𝑛 is marked with 𝑥 ≻ 𝑓 (𝑥). Since 𝑥 ≻ 𝑓 (𝑥) ∈ 𝐶′
, 𝑆 ′, [𝑥 ↦→𝑚] |=∧

𝐶′
,

and 𝑓 𝑆
′ (𝑚) = ⟨𝑚′, 𝑘 ′⟩, we have that ⟨𝑚′, 𝑘 ′⟩ ≺E(𝑆 ′ ) ⟨𝑚, 0⟩ ≺E(𝑆 ′ ) ⟨𝑛, 𝑧⟩, for all 𝑧 ∈ B(𝑛). Thus,

after defining 𝑓 𝑆 (𝑛) = ⟨𝑚′, 𝑘 ′⟩, we still have 𝑆, [𝑥 ↦→ 𝑛] |= 𝑥 ≻ 𝑓 (𝑥).
Lastly, we consider mixed atoms 𝑓 (𝑥) ⊲⊳ ℎ(𝑥). We explain the case of 𝑓 (𝑥) ≺ ℎ(𝑥). The case

of 𝑓 (𝑥) ≈ ℎ(𝑥) is similar. If 𝑥 ≺ 𝑓 (𝑥) ≺ ℎ(𝑥), we did not redefine 𝑓 and ℎ, and thus 𝑓 (𝑥) ≺ ℎ(𝑥)
is still satisfied by 𝑛. If 𝑓 (𝑥) ≺ 𝑥 ≺ ℎ(𝑥) then we did not redefine ℎ(𝑥), and thus 𝑥 ≺ ℎ(𝑥) is still
satisfied, and as shown above, 𝑓 (𝑥) ≺ 𝑥 is also still satisfied. Since ≺ is interpreted as a transitive

relation, and was not changed, we have transitively that 𝑓 (𝑥) ≺ ℎ(𝑥) is still satisfied by 𝑛. Finally,

if 𝑓 (𝑥) ≺ ℎ(𝑥) ≺ 𝑥 , then both 𝑓 (𝑥) and ℎ(𝑥) were redefined according to the same minimal

node𝑚. Let us denote 𝑓 𝑆
′ (𝑚) = ⟨𝑚1, 𝑘1⟩ and ℎ𝑆

′ (𝑚) = ⟨𝑚2, 𝑘2⟩. Since 𝑆 ′, [𝑥 ↦→𝑚] |= ∧
𝐶′
, and

𝑓 (𝑥) ≺ ℎ(𝑥) ∈ 𝐶′
, we have ⟨𝑚1, 𝑘1⟩ ≺E(𝑆 ′ ) ⟨𝑚2, 𝑘2⟩, and thus 𝑆, [𝑥 ↦→ 𝑛] |= 𝑓 (𝑥) ≺ ℎ(𝑥) (again,

note that ≺ is interpreted identically in 𝑆 ′ and 𝑆).
Combining the above, we get that 𝑆 is a well-defined symbolic model with the properties listed

in Thm. 6.9, such that E(𝑆) |= 𝜑 . □

Proof of Thm. 6.10. Let 𝑆 be a symbolic structure with the properties listed in Thm. 6.9, such

that E(𝑆) |= 𝜑 . We prove that a symbolic model 𝑆 ′ which is identical to 𝑆 , except that all bound

formulas of summary nodes are set to 𝑖 ≥ 0, is well-defined and E(𝑆 ′) |= 𝜑 .
Recall that for a symbolic model to be well-defined all function interpretations must adhere to

the bound formulas. I.e., for every function 𝑓 , with interpretation 𝑓 𝑆
′ (𝑛) = ⟨𝑛′, 𝑡⟩, for any 𝑧 ∈ B(𝑛),

𝑡 [𝑧/𝑖] ∈ B(𝑛′).
If 𝑛′ is a regular node, we did not modify its bound formulas, and since 𝑆 is well-defined, 𝑡 = 0.

Otherwise, we need to show that for any 𝑧 ≥ 0, 𝑡 [𝑧/𝑖] ≥ 0. Since 𝑡 is either 𝑘 or 𝑖 + 𝑘 for some

𝑘 ≥ 0, 𝑆 ′ is well-defined.
Note that for any node 𝑛, B𝑆 ′ (𝑛) ⊆ B𝑆 (𝑛), and thus the structure E(𝑆 ′) is a sub-structure of

E(𝑆). Since 𝜑 is a universal formula, we have E(𝑆) |= 𝜑 ⇒ E(𝑆 ′) |= 𝜑 . □

Thm. 6.8 together with Thm. 4.5 imply that the finite set of axioms of Ξmin is sound and complete

for formulas in OSC with well-founded models:

Corollary 6.11 (Soundness and Completeness). Given a formula 𝜑 ∈ OSC★, 𝜑 ∧ Ξ
𝜑

min
is

satisfiable iff 𝜑 has a model where ≺ is interpreted as a well-founded relation.
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Thm. 6.1 then follows since satisfiability of OSC, to which 𝜑 ∧Ξ
𝜑

min
belongs, is decidable [15], and

our proof of Thm. 6.8 provides a construction of a well-founded model from a model of 𝜑 ∧ Ξ
𝜑

min

that is returned by the decision procedure of [15].

6.3 Decidability of OSC Modulo Finite-Structure Semantics
We move on to prove decidability of satisfiability of OSC

★
modulo finite-structure semantics

(Thm. 6.2). As in the case of the well-founded semantics, we do so by identifying a finite set of

axioms that allows us to reduce the problem to standard satisfiability. We leverage the relation

between finiteness of a totally-ordered domain and bidirectional well-foundedness of the order,

and augment the axioms used in Thm. 6.8 with their upwards variants:

Definition 6.12 (Upwards Well-Founded Axioms for OSC). For a formula 𝜑 ∈ OSC
★
, we define

Ξ
𝜑
max

≜
∧

𝐶∈Csum

𝜑

𝜉max [
∧
𝐶] .

Lemma 6.13 (Completeness). Given a formula 𝜑 ∈ OSC★, if 𝜑 ∧ Ξ
𝜑

min
∧ Ξ

𝜑
max

is satisfiable then 𝜑
has a finite model.

In order to prove this, we use the following two lemmas for 𝜑 ∈ OSC
★
(which similarly to

the well-founded case, show that we can construct a finite model for 𝜑 by amending function

interpretations and bound formulas of a symbolic model for 𝜑 ∧ Ξ
𝜑

min
∧ Ξ

𝜑
max

):

Lemma 6.14. If 𝜑 ∧ Ξ
𝜑

min
∧ Ξ

𝜑
max

is satisfiable, then 𝜑 has a model which is the explication of a
symbolic model 𝑆 , where all bound formulas are 𝑖 ≈ 0 for regular nodes or ⊤ for summary nodes, all
function terms are 𝑖 or 𝑘 for some 0 ≤ 𝑘 ≤ ℓ , and for every summary node 𝑛, ≺𝑆 (𝑛, 𝑛) = 𝑖1 < 𝑖2.

Lemma 6.15. If 𝜑 has a model which is the explication of a symbolic model 𝑆 with the properties
listed in Thm. 6.14, then there exists a symbolic model 𝑆 ′ which is identical to 𝑆 except that all bound
formulas are either 𝑖 ≈ 0 for regular nodes or 0 ≤ 𝑖 ≤ ℓ for summary nodes, and E(𝑆 ′) |= 𝜑 .

Proof of Thm. 6.13. Similarly to the proof of Thm. 6.8, by combining Thms. 6.14 and 6.15 we

get that there exists a symbolic model 𝑆 ′ such that E(𝑆 ′) |= 𝜑 and all bound formulas are either

𝑖 ≈ 0 or 0 ≤ 𝑖 ≤ ℓ . Thus, for all nodes 𝑛, E(𝑛) is finite, and immediately E(𝑆 ′) is finite. □

Proof of Thm. 6.14 . In the same vain as the proof of Thm. 6.9, we consider the formula 𝜑 ′ =
𝜑 ∧ Sk

(
Ξ
𝜑

min
∧ Ξ

𝜑
max

)
. Since 𝜑 ′ ∈ OSC

★
is satisfiable, there exists a symbolic model 𝑆 ′ ∈ F (𝜑 ′)

such that E(𝑆 ′) |= 𝜑 ′
, and we construct a new symbolic model 𝑆 as required by similarly fixing the

function interpretations.

For every definition 𝑓 𝑆 (𝑛) = ⟨𝑛′, 𝑖 + 𝑘⟩ where 𝑘 < 0, we use the minimal regular node𝑚min as

in Thm. 6.9. Similarly, for 𝑓 𝑆 (𝑛) = ⟨𝑛′, 𝑖 + 𝑘⟩ where 𝑘 > 0, we fix the interpretation by using a

maximal regular node𝑚max, which must exist due to Ξ
𝜑
max

.

Once all functions 𝑓 , ℎ, . . . appearing in 𝜑 have been redefined, all nodes in 𝑆 satisfy the same

atoms 𝛼 ∈ A𝜑 in much the same way as in the previous proof.

Similarly to the previous proof, if 𝑓 𝑆 (𝑛) was redefined based on 𝑚max, the characterization

of 𝑛 necessarily contains 𝑥 ≺ 𝑓 (𝑥) (Prop. 3). Let 𝑓 𝑆 ′ (𝑚max) = ⟨𝑚′, 𝑘 ′⟩, then for all 𝑧 ∈ B(𝑛),
⟨𝑛, 𝑧⟩ ≺E(𝑆 ′ ) ⟨𝑚max, 0⟩ ≺E(𝑆 ′ ) ⟨𝑚′, 𝑘 ′⟩. Thus 𝑥 ≺ 𝑓 (𝑥) is still satisfied in 𝑛.

All element atoms and image atoms are preserved in much the same way. The only other

interesting case is the mixed atom 𝑓 (𝑥) ≺ ℎ(𝑥) when 𝑥 ≻ 𝑓 (𝑥) and 𝑥 ≺ ℎ(𝑥).
Let𝑚1,𝑚2 be the 𝑓 - and ℎ-images of𝑚min,𝑚max resp., with terms 𝑘1, 𝑘2. Then ⟨𝑚1, 𝑘1⟩ ≺E(𝑆 ′ )

⟨𝑚min, 0⟩ ≺E(𝑆 ′ ) ⟨𝑚max, 0⟩ ≺E(𝑆 ′ ) ⟨𝑚2, 𝑘2⟩ and thus 𝑆, [𝑥 ↦→ 𝑛] |= 𝑓 (𝑥) ≺ ℎ(𝑥). □
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Proof of Thm. 6.15. Let 𝑆 be a symbolic model with properties listed in Thm. 6.14, such that

E(𝑆) |= 𝜑 . We prove that a symbolic model 𝑆 ′ which is identical to 𝑆 , except that all bound formulas

(of summary nodes) are set to 0 ≤ 𝑖 ≤ ℓ , is well-defined and E(𝑆 ′) |= 𝜑 . This follows the same logic

as in the proof of Thm. 6.10, as the function terms 𝑖 , 0 ≤ 𝑘 ≤ ℓ will always remain within the [0, ℓ]
bounds. □

As in Sec. 6.2, Thm. 6.13 combined with Thm. 4.10 implies the following corollary, and to-

gether with the decision procedure of [15] for standard satisfiability of OSC and the finite-model

construction presented in the proof of Thm. 6.13, completes the proof of Thm. 6.2.

Corollary 6.16 (Soundness and Completeness). Given a formula 𝜑 ∈ OSC★, 𝜑 ∧ Ξ
𝜑

min
∧ Ξ

𝜑
max

is satisfiable iff 𝜑 has a finite model.

6.3.1 Small Model Property for Finite Satisfiability. From the proofs above we can conclude that if

𝜑 ∈ OSC
★
has a finite model, then there exists a symbolic model 𝑆 such that E(𝑆) |= 𝜑 and all bound

formulas in 𝑆 are either 𝑖 ≈ 0 or 0 ≤ 𝑖 ≤ ℓ , where ℓ is the number of function symbols appearing

in 𝜑 . Next we show that we can in fact compute a bound on the size of the finite model E(𝑆) in
terms of syntactical parameters of 𝜑 (the number of function symbols, unary relation symbols, and

ground terms appearing in 𝜑), resulting in a small-model property for finite satisfiability of OSC.

Let 𝑟 be the number of regular nodes in 𝑆 , and let 𝑠 be the number of summary nodes in 𝑆 , then the

size of E(𝑆) is 𝑟 + 𝑠 · ℓ . To compute a bound on 𝑟 and 𝑠 , let us first denote 𝜑 ′ ≜ 𝜑 ∧ Sk

(
Ξ
𝜑

min
∧ Ξ

𝜑
max

)
.

From Thms. 6.14 and 6.15, there exists a symbolic model 𝑆 ′ ∈ F (𝜑 ′) which has the same symbolic

domain as 𝑆 . Let ℓ ′ be the number of function symbols appearing in 𝜑 ′
,𝑚′

the number of unary

relations in 𝜑 ′
, and 𝑔′ the number of ground terms in 𝜑 ′

. Then, according to [15], the number of

regular nodes in 𝑆 ′, i.e., 𝑟 , is bounded by 𝑔′, and the number of summary nodes, i.e., 𝑠 , is bounded

by 𝑏 (ℓ ′ + 1) · 2
𝑚′ (ℓ ′+1) · (𝑔′ + 1)ℓ ′+1

where 𝑏 (𝑛) is the 𝑛’th ordered Bell number.

The number of functions and unary relations appearing in 𝜑 and 𝜑 ′
is identical, therefore ℓ ′ = ℓ ,

and𝑚′ =𝑚 (the number of unary relation appearing in 𝜑). What remains is to express the number

of ground terms 𝑔′, which consist of the ground terms of 𝜑 , whose number is denoted 𝑔, together

with Skolem constants introduced by the induction axioms. Each axiom 𝜉min, 𝜉max, once skolemized,

introduces an additional constant, and every characterization 𝐶 ∈ Csum

𝜑 introduces two axioms.

From Prop. 1, there are at most as many characterizations as the bound of summary nodes in F (𝜑).
Thus, 𝑔′ = 𝑔 + 2 · 𝑏 (ℓ + 1) · 2

𝑚 (ℓ+1) · (𝑔 + 1)ℓ+1

.

6.4 Complexity Analysis
The decision procedures of Thms. 6.1 and 6.2 reduce satisfiability of OSC under the intended

semantics (well-founded or finite-domain semantics) to satisfiability of OSC under standard FOL

semantics, and then use a decision procedure for OSC under standard semantics. The reduction is

done by adding at most

��Csum

𝜑

��
induction axioms for a given formula𝜑 under well-founded semantics,

or 2 ·
��Csum

𝜑

��
under finite-domain semantics. The number of summary node characterizations

��Csum

𝜑

��
is exponential in the number of atoms of 𝜑 ,

��A𝜑

��
, that is in turn polynomial in the number of

relation symbols, function symbols and ground terms, and exponential in the maximum arity of

function and relation symbols (which is typically a small number).

The decision procedure of OSC under FOL semantics from [15] reduces FOL satisfiability to LIA

queries that are linear in the size of the formula and the maximum size of the symbolic structures

that are considered, which is at most 2
|A𝜑 |

. However, the optimal complexity of satisfiability in

OSC has not been investigated to the best of our knowledge.

The reduction-based decision procedures have the advantage that it is sound to use any off-

the-shelf FOL solver once the reduction is applied. While existing solvers may not implement
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decision procedures for OSC and thus may diverge, if they succeed in proving (un)satisfiability

under standard FOL semantics, their result is correct under the intended semantics. Moreover, the

reductions can be applied lazily, adding the induction axioms incrementally. When only a subset

of the axioms is added, satisfiability under FOL semantics may be spurious under the intended

semantics, but unsatisfiability is sound at each step, i.e., it reflects the intended semantics. These

properties, which we leverage in our evaluation, are especially useful in the context of verification,

where we often seek to prove unsatisfiability of a formula.

7 Implementation and Evaluation
We implemented a prototype tool for automatically generating and testing induction axioms

according to user-specified intended semantics, available at [16]. Our tool supports two modes of

operations: a brute-force search, and a symbolic-model-guided search, which first uses FEST [15]

to construct a single (spurious) symbolic model, and then examines its summary nodes in order

to generate 𝜉min, 𝜉max induction axioms that might eliminate the model (à la Sec. 5). In the guided

search mode, the literals that are satisfied by the summary nodes are used as building blocks

for formulas, whereas in the brute-force search all literals are used. Our tool is implemented in

Python [57], receives as input a negated VC as a formula in SMTLIB syntax [3], the intended

semantics (either well-founded, upwards well-founded or finite), and the order relation symbol.

The tool either produces axioms that ensure the formula is unsatisfiable or fails. Our tool uses the

SMT solver Z3 [11] to check if the proposed axioms do indeed ensure unsatisfiability. Therefore

there are two possible reasons for failure: either the tool is unable to find suitable axioms (i.e.,

the axioms it considers do not eliminate all spurious models) or the underlying solver is unable

to prove unsatisfiability of the resulting formula (e.g., due to timeouts). In the former case, it is

possible to run FEST to find an infinite counter-model, after the axioms are added. We leave using

such models iteratively for future work.

Implementation. Our tool uses several heuristics to improve performance (in both modes of

operation): first, instead of considering complete characterizations in axioms, it uses simpler

formulas, containing at most two literals; second, for literals that contain terms of other sorts,

it succinctly captures many axioms by replacing those terms with free variables, that are then

universally quantified; third, in order not to slow down the underlying SMT solver with large SMT

queries, our tool tries to use axioms in 4 phases: (i) using each single-literal axiom; (ii) using a

conjunction of all single-literal axioms; (iii) using each two-literal axiom; and (iv) using a conjunction

of all single-literal and two-literal axioms. Additionally, the user can define derived relations to

capture more complex properties that are not simply expressible with two literals.

Benchmark. We evaluate the applicability of our approach on a benchmark of 20 examples, from

various domains. The bulk of the examples is taken from [15], which compiled them from previous

work [19, 20, 41], with several additional examples modeling Dijkstra’s self-stabilizing system [12],

and the termination phase of the Broadcast & Echo protocol [51], as described below.

Examples from [15]. The benchmark suite of [15] consists of two parts: distributed protocols and

properties of linked lists. We consider all the examples of distributed protocols, and add the two

examples of the simplified Paxos VC from Sec. 2. Of the linked-list examples of [15], 3 have finite

counter-models, thus not relevant for us and excluded from the benchmark. 4 others that deal with

a ternary “segmented-reachability” relation are also excluded from the benchmark, since it is not

clear what the ordered and well-founded semantics of the ternary relation should be. The other

linked-list examples are taken as-is, with derived relations added for two of them.
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Table 1. Evaluation results for automatic induction-axiom generation. We report the mean and standard
deviation of run time across 10 runs. “-” denotes failure to generate or verify induction axioms. We denote by
“★” examples where derived relations are used. The times for the model-guided mode include the time to find
the spurious model. Bold marks examples that are in OSC. The 5 non-simplified Paxos examples, which were
not solved, are excluded from the table.

Example

Brute-Force Model-Guided

Time (s) Time (s)

Echo Machine 0.72 ± 0.61 0.24 ± 0.07

Ring Leader 0.32 ± 0.26 0.15 ± 0.09

Line Leader 31.47 ± 7.20 23.53 ± 0.62

Paxos (simplified) 0.89 ± 0.49 0.29 ± 0.06

Paxos bidi (simplified) 1.65 ± 0.01 0.57 ± 0.01

Self-Stabilizing (sanity) 0.34 ± 0.23 1.42 ± 0.23

Self-Stabilizing (safety) 3.31 ± 6.85 13.97 ± 9.42

B&E Termination (line) 0.76 ± 0.47 1.29 ± 0.37

B&E Termination (tree) 0.64 ± 0.49 1.89 ± 0.41

Example

Brute-Force Model-Guided

Time (s) Time (s)

List length 23.24 ± 17.97 -

Doubly-linked list 0.81 ± 0.67 0.60 ± 0.29

Doubly-linked length★ 32.01 ± 8.27 21.84 ± 0.55

Sorted list 0.86 ± 0.48 0.29 ± 0.12

Sorted list length★ 40.46 ± 13.35 -

Sorted list max 0.50 ± 0.34 0.13 ± 0.07

Dijkstra’s Self-Stabilizing System. In Dijkstra’s self-stabilizing system [12], an unbounded number

of threads are arranged on a loop, with a designated “first” thread. Each thread is given a key, with

privilege determined according to the key (for the first thread, if its key is equal to the key of the

last thread, for all other threads, if their key is distinct from the key of their previous thread). Once

privileged, a thread may take a step and modify its key (for the first thread, increment the key, for

others, copy the key of their predecessor). We prove two properties of the algorithm: one, which

we nickname “sanity”, that at any state of the system, at least one thread is privileged; second, that

if the system reaches a safe state, where exactly one thread is privileged, it stays safe.

Broadcast & Echo Termination. These two examples are VC’s for proving a safety property of the

termination of the Broadcast & Echo protocol [51] under the specific topologies of nodes on a line

and in a tree. After the broadcast phase of the protocol, each node in the network has a designated

parent. Before terminating, each node notifies its parent that it received the broadcast. The VC’s

check that the root node cannot terminate before all other nodes have terminated. The encoding

we use is inspired by [42].

Evaluation. We run our tool on these examples using a Macbook Pro with an Apple M1 Pro

CPU and 32GB RAM, with Z3 version 4.12.2. We do not include an empirical comparison with

other tools since we are not aware of existing tools that check satisfiability under well-founded

or finite-domain semantics for this kind of uninterpreted FOL encoding. Table 1 summarizes the

results of the examples our tool manages to solve (in either mode). These include all examples

except for 5 non-simplified Paxos variants from [15]. For each solved example, the table indicates

whether or not the example was verified with each approach, reporting the average run time across

10 runs, and whether or not derived relations were used (denoted by “★”). In the model-guided

mode, the time includes the time for finding an infinite model. 4 of the examples are in OSC (marked

in bold).
Our tool is able to verify 15 out of 20 examples using the brute-force search, and 13 examples

using the model-guided search, which is generally faster. In this prototype we implemented the

model-guided approach as a single iteration, constructing a single symbolic model and generating

axioms from it. We conjecture that using more iterations will bring the model-guided approach on

par with the brute-force search, while staying faster in the common case.

The 5 unsolved examples consist of verification conditions of safety properties for variants of

Paxos (taken from [15]), which lie beyond OSC. These examples are relatively large, with complex
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quantifier alternations. Though finding the correct induction axioms is a necessary condition for

proving these VC’s, it is not sufficient, as finding the correct quantifier instantiations for a proof is

in and of itself hard. In fact, we have checked manually the axiom generated for the main variant

of Paxos, and indeed it proves the safety of the protocol, but existing tools are unable to find

the correct quantifier instantiations, and instead diverge. When we tame the space of quantifier

instantiations by simplifying the VC’s to model only the core proposal mechanism, as described in

Sec. 2, SMT solvers are able to find a proof and verify safety under the intended semantics.

8 Related Work
Automating Induction. In the context of least-fixpoint semantics there has been a lot of work

on automating proofs by induction in different logics, such as separation logic [4, 31] or matching

logic [7]. In this paper we focus on verification conditions encoded in first-order logic. When using

FOL to approximate least-fixpoint semantics, synthesis of inductive lemmas [44] was shown to be

a relatively-complete method of proving validity of formulas. There, lemmas that might or might

not hold are generated from partial finite models, and then validated and used for furthering the

proof. Our method on the other hand produces axioms which are always valid, generated from

semantics-violating infinite models. A lot of previous work on automating induction considered

specific domains or sorts, in particular integer induction [25], algebraic data types [8], recursive

definitions [22, 41], or a combination thereof [21, 50]. In contrast, we consider uninterpreted FOL

with an order abstraction. In the context of higher-order proof assistants [46, 55], tactics have been

developed to automate proofs by induction, and in the context of SMT solvers, Leino [39] proposed

a heuristic for when to use induction to prove the validity of a given property. Similarly, Ho and

Pit-Claudel [23] showed how to use modules in Dafny [38] to encode induction in order to prove

inductive properties. In our case, however, induction is used as part of a larger verification condition,

and the properties proved by induction are not themselves the goal.

Refining First-Order Logic. In [26] first-order theories are abstracted and then refined in a modular

way to adjust the modeling precision and speed up SMT solvers. This is similar to our approach, as

theories can be understood as definable semantics, though in our case the intended semantics are

not definable. Horbach and Sofronie-Stokkermans [24] use a finite representation of a potentially

infinite sets of saturated clauses to find finite, local axiomatizations of theories. This bears some

resemblance to our decidability results that show that in OSC well-founded semantics and finite-

structure semantics can be captured by a finite set of axioms.

Decidability of Well-Founded and Finite-Model Semantics. Several fragments of FOL have a finite-

model property, meaning that every satisfiable formula has a finite model, most relevant to our

work is EPR [48]. Verification of safety properties in such fragments, e.g., [27, 28, 45], is effectively

verification modulo finite-domain semantics. In contrast, we consider formulas outside of such

fragments, where the different semantics do not coincide. Lahiri and Qadeer [34, 35, 36] develop the

concept of well-founded reachability, that uses a known set of program variables, denoted heads,
in order to break cycles and form the foundation for reachability of heap objects. Some of our

examples verify general properties of linked-lists, not tied to a specific program context where such

heads can be provided. Further, the decision procedures given by Lahiri and Qadeer [34, 35, 36] do

not allow the combination of quantification and functions present in our examples (notably the

literal 𝑥 ≺ 𝑓 (𝑥) where 𝑥 is universally quantified, which is allowed in OSC). Many classic results

like [10, 52] show decidability of finite-structure semantics in certain fragments of FOL. Those

fragments are incomparable to OSC, and well-founded semantics was not considered. In [13, 29]

well-founded semantics are shown to be decidable, but under a limited vocabulary containing only
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the well-founded relation symbol. The seminal works on the specific infinite structures of S1S and

S2S [5, 6, 47] can also be viewed as satisfiability modulo the class of those specific structures.

9 Conclusion
We have presented an approach to soundly refine FOL semantics in order to match the intended

semantics of the user, specifically semantics of well-founded relations or finite domains. We have

described axiom schemata for well-founded semantics and finite-domain semantics, under an

abstract order relation, and we have shown how to use spurious, semantic-violating counter-models

to guide the instantiations of these axioms. We have developed a prototype tool, and evaluated

this approach on examples from various domains, where a natural first-order modeling leads to a

semantic gap. In most cases our tool is able to quickly find the necessary axioms and allow the

verification process to successfully complete. Beyond the empirical results we have also proved

decidability results for satisfiability under well-founded semantics and finite-structure semantics in

the OSC fragment of FOL.

We consider this a first step towards better aligning the intentions of the user with the semantics

of the specification language, though there are challenges ahead. One major hurdle we encountered

is that regardless of the induction axioms we add, the formulas we consider can have complicated

quantifier alternations, making it difficult to prove their unsatisfiability. Finding the quantifier

instantiations necessary for this purpose is an orthogonal problem of great interest.

Data-Availability Statement
An extended version of this paper with detailed proofs can be found at [17]. An artifact for

reproducing the results is available at [18], and the latest version of the tool can be obtained at [16].
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