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Network Motifs

Network motifs are defined as ”Recurring patterns of interactions that are significantly over-represented”.
The motivation for analyzing the motif content of the network lies on the basic assumption that the overrepresentation of a certain subnetwork indicates it has some functional importance. Thus, exploring the
abundant motifs in a network may provide with novel insights regarding the functionality of these motifs in
the network. Most of the notions and analyzes described here have been developed in Uri Alon’s laboratory
in the Weizmann Institute.

1.1

Motifs in general networks

Milo et al. [20] analyzed 18 different networks from the following sources (Figure 1):
• Transcription networks from E. coli and S. cerevisiae.
• Synaptic connections between neurons in the nematode C. elegans.
• Food webs of throphic interactions between predator and prey in different ecological systems.
For each network, all the possible motifs of size n = 3 (n denoting the amount of nodes; shown in
Figure 1) and of n = 4 were enumerated and compared to the average count over 1000 random networks. In
this case, the randomized networks were generated while preserving the following properties of the original
network:
• In-degree, out-degree and mutual degree. This is done by the edge-swapping procedure for generating
random graphs, as described in Lecture 2, where swapping of a single edge and a mutual edge is done
separately. A mutual edge between u and v consists of a directed edge (u, v) and of a directed edge
(v, u).
• The number of appearances of all (n − 1)-node subgraphs (for n > 3). This is done to ensure that
a high significance was not assigned to a pattern only because it has a highly significant sub-pattern.
For example, a high number of 4-cliques in a network is less surprising if it has an enrichment of
3-cliques.
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Figure 1: Source [20]. (A) The different types of networks tested by Milo et al. [20]. (B) All the possible
directed motifs for n = 3.
1.1.1

Simulated Annealing

Simulated Annealing is based on an analogy to the cooling of heated metals. In any heated metal sample,
the probability of some cluster of atoms at a position, ri , exhibiting a specific energy state, E(ri ), at some
temperature, T , is defined by the Boltzmann probability factor:
−

P (E(ri )) = e

E(ri )
kB T

where kB is Boltzmann’s constant. A metal is slowly cooled until it approach a ground state, a highly
ordered form in which there is very little probability for the existence of a high energy state throughout
the material. If the Energy function of this physical system is replaced by an objective function, f (x), then
the slow progression forwards an ordered ground state is representative of a progression to a global optimum.
The randomization procedure used to ensure the properties that were priviously mentioned, is based on
the Simulated Annealing algorithm ([11], sections 10.5.1 and 10.5.3):
Start with the system in a known configuration, at a known energy E
T = hot; frozen = false
while (! frozen) {
repeat{
Perturb system slightly (e.g. edge-swapping)
Compute ∆E - the change in energy due to the perturbation
if (∆E < 0)
accept this perturbation, this is the new system configuration
else accept with probability = exp(−∆E/KT )
} until the system is at thermal equilibrium at this T
if (∆E still decreasing over the last few temperatures)
T = 0.9T //cool the temperature; do more perturbations
else frozen=true
}
return final configuration as low energy solution
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The algorithm utilizes the edge-swapping procedure for generating random graphs, as described in Lecture 2. In addition, throughout the procedure, an energy function is used for accepting or rejecting every
edge-swapping move. The energy function used is:
E=

X |Nreal,k − Nrand,k |
k

Nreal,k + Nrand,k

where Nreal,k stands for the count of the kth subgraph of size (n − 1) in the original network and Nrand,k
stands for the same quantity in the random graph. Notice that E = 0 if and only if the current counts of all
the size (n − 1) motifs in the generated random network equal exactly the respective counts in the original
network. In the simulated annealing procedure, a swap move is always accepted if it lowers the energy of
the graph. Otherwise, it is accepted with probability exp(−∆E/KT ) (Boltzmann Distribution), where ∆E
is the difference in energy before and after the switch, T is an effective temperature and K is Boltzmann’s
constant. The temperature is gradually lowered during the course of the algorithm based on some preset
cooling schedule, which is usually set for linear decay after every bulk of swaps. This procedure provides
with a proper mixing of the original graph, while approximately preserving the (n − 1)-motif counts.

Figure 2: Source [20]. Enriched network motifs found in biological networks. For every family of networks, the motifs which received statistically significant score are presented along with the number of their
appearances in real (Nreal ) and random (Nrand ) networks.
The motifs found enriched in the different types of networks are displayed in Figure 2. The motifs were
consistent across different networks from the same family. The motifs enriched in the transcription networks
were shown, by Shen-Orr et al. [26], to bear qualities useful for information processing. In the food webs,
on the other hand, there is an under-representation of the ”Feed Forward Loop” motif (FFL - motif no. 5
in Figure 1), which is common in the transcription networks. The authors suggest that this indicates that
direct interaction between species at the separation of two layers (as in omnivores) are selected against in
the course of evolution.
1.1.2

Criticism of the null model

Following the publication of Milo et al. [20], a critical comment has been published in Science magazine
[2]. The authors have criticized the use of the generalized random graph as a null model for network
motif detection, since it does not preserve the clustering property. For example, in the C. elegans synaptic
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connections network, neurons are spatially aggregated and connections among neurons have a tendency
to form in local clusters. Two nearby neurons have a greater chance of forming a connection than two
distant neurons at opposite ends of the network. In a ’toy network’ (Fig. 3), the nodes are randomly
connected preferentially to nearby neighbors by using Gaussian distribution. Although the toy network is
built devoid of any rule selecting particular motifs for their functions, the authors found the same network
motifs identifed by Milo et al. [20] for C. elegans and the random null hypothesis is rejected. The authors
conclude that the statistically significant motifs found in C. elegans are more likely to be the result of
the inherently localized partitioning of the nematode’s connectivity network than the result of evolutionary
selection for specific motif structures.

Figure 3: Source [2]. (A) Construction of Gaussian toy network using a geometrical model. A 30 by 30
grid of 900 nodes was used and the probability P of two nodes being connected reduces with the distance
d between them. (B) Color-coded probability P (d) of connecting to a node as a function of distance for the
Gaussian toy network. (C) Over-representation of motif patterns in the Gaussian toy network. Three motif
patterns are being focused (feedforward, bi-fan, and bi-parallel) found in Milo et al. [20] to be significantly
over-represented in the C. elegans neural map. The observed number of each motif, as counted in the
Gaussian toy network of (A), was compared with the mean number of motifs counted in 2000 randomized
Observed − M ean
networks (produced by the edge-swapping procedure). For all three cases, the z-scores
Std.
were larger than 2, signifying that the null hypothesis can be rejected and all motifs are significantly overrepresented.

1.2

Network comparison

Comparing network structures can be a difficult task, when dealing with networks of different sizes and
connectivity. An approach for comparing local topologies of different networks was presented in [19]. This
approach utilizes the significance profile measure - a quantitative representation of the motif spectrum. In
directed networks, the statistical significance of motif i is described by its z-score (zi ) in the following
manner:
N reali − avgi
zi =
stdi
where N reali is the number of the motifs observed in the network, and avgi and stdi are the mean and standard deviation of the counts of motif i in an ensemble of random networks with the same degree sequence.
The significance profile (SP) is defined as:
zi
SPi =
|z|
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Figure 4: Source [19]. Triad Significance Profile for directed networks from various disciplines. Networks
with similar characteristics are grouped into superfamilies. Networks used are: (1) E. coli, yeast and B. subtilis transcriptional networks. (2) Signal transduction networks, transcriptional networks, Neuron networks.
(3) WWW and Social networks (N is the number of nodes). (4) Language networks constructed using word
adjacency. Taken from [19]
where |z| is the vector norm. The purpose of the normalization is to discard bias resulting from network
size - motifs in large networks tend to have higher z-scores than motifs in small networks. The resulting
profile can be used to infer Motif-based Superfamilies. Figure 4 shows the results for directed networks. The
motifs numbered 7-13 in Figure 4 represent clusters of size 3. One can see that the z-score of those motives is
mostly positive in Transcription, Signaling and Web networks (Figure 4(1–3)), while in Languages networks
it is negative (Figure 4(4)). In Language networks each vertex represent a word, and an edge (w1 , w2 )
represent that word w2 can be used subsequent to word w1 . It is believed that the cause for the absence of
size 3 clusters in such networks is sentence structure, since adjacent words on the same sentence tend to
belong to different categories.
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PPI Networks: Data Acquiring and Preprocessing

Proteins are involved in physical interactions with each other during two main processes: cellular signaling
and complex assembly. In the first process, an extra-cellular signal or stimulus is transduced into the nucleus
in order to initiate gene transcription. Signal transduction involves ordered sequence of biochemical reactions in which proteins activate other proteins usually by phosphorylation. The second process involving
interactions is protein complex assembly, in which a set of proteins is assembled together to build a larger,
more complex ’machine’. Examples for such complexes are the RNA-polymerase and DNA-polymerase.
In the following section, two protein-interaction discovery methods will be presented: Yeast Two-Hybrid
and Co-Immunoprecipitation. Furthermore, the PPI data existing to date will be presented and discussed.
Methods for validating its quality, issuing specific confidence scores for each dataset will also be reviewed.
Lastly, methods for assigning single interaction reliabilities will be inspected.

2.1

Interaction Discovery Methods

2.1.1

Yeast Two-Hybrid (Y2H)

The Yeast Two-Hybrid technique (Y2H) [28, 16] allows the detection of pair-wise protein interactions. Y2H
exploits a modular property that is typical of many eukaryotic transcription factors. These factors can usually be decomposed into two distinct modules: one directly binds the DNA (BD, DNA-binding domain) and
the other activates the transcription process (AD, transcriptional activating domain). The first component,
BD, is able to bind the DNA even without the presence of the second component, AD. AD will activate
transcription only if it is physically associated to a binding domain (BD). In the two-hybrid experiment, the
two test proteins (also referenced as the bait and the prey) are expressed as two fusion proteins (hybrids)
with a DNA-binding domain (BD and the bait) and a transcriptional activating domain (AD and the prey
respectively). Interaction between the bait and the prey proteins is identified via the expression of a reporter
gene. A reporter gene is usually attached to another gene of interest, and holds a characteristic which can
be easily identified in case it is activated. In the Y2H assay, LacZ is usually used as a reporter gene. Its
expression causes blue color to appear and thus imply on an interaction. (Figure 5).
Y2H Advantages
1. Y2H is an in vivo technique (i.e. takes place inside the living organism, and more specifically, inside
its nucleus). All conditions are natural, there are no artificial lysis or washing steps.
2. This technique detects even transient and unstable interactions, such as ones that occur during signal
transduction.
3. It is independent of endogenous protein expression.
4. It has a fine resolution, enabling interaction mapping within protein complexes (by detecting all binary
intersections).
5. It does not require any previous knowledge of the proteins to be tested and can be performed once the
corresponding genes are known, thus is suitable for large-scale applications.
Y2H Drawbacks
1. It only detects binary interactions and does not identify cooperative binding. We do not know which
of the detected interactions are co-occurring (”static picture”). Y2H predicts all possible pairwise
interactions, but is unrelated to a specific physiological setting (i.e. the interactions that occur at a
specific physiological state cannot be filtered).
6

Figure 5: Source [6]: Illustration of the Y2H technique. The figure shows that the two proteins whose
interaction is under scrutiny, here indicated as bait and prey, are expressed as fusion proteins, respectively,
with a binding domain (BD) and an activation domain (AD). If an interaction between bait and prey takes
place, the complex formed activates the transcription of the reporter gene, allowing, as a consequence, the
detection of the interaction itself.
2. It takes place in the nucleus, so many proteins are not in their native compartment. This could lead
to both false-positives and false-negatives. (i) False positives: Interactions that are falsely identified
in the experiment. The reason is that even if two proteins potentially interact in the nucleus, where
this technique takes place, it could happen that they are never found close to each other because they
could be localized in different cellular compartments or could be expressed at different time points.
(ii) False-negatives: Interactions that were unidentified in the experiment. If two proteins interact
outside the nucleus, they may not do so inside the nucleus and Y2H will not detect their interactions.
3. Some protein types, such as transcription factors, cannot be studied using this technique since their
hybrids could activate the transcription even in absence of any interaction.
4. The extensive use of artificially made hybrids could lead to conformational changes in the bait and
prey proteins thus preventing transcriptional activation. This is one of the possible causes of false
negative interactions.
2.1.2

Co-Immunoprecipitation (coIP)

The development of ultra-sensitive mass spectrometric techniques for protein identification has led to new
interaction detection experimental procedures, other than Y2H. Immunoprecipitation is a technique of precipitating a protein antigen out of solution using an antibody that specifically binds to that particular protein.
Protein complex immunoprecipitation (coIP, Figure 6) works by selecting an antibody that targets a known
protein that is believed to be a member of a larger complex of proteins. By targeting this known member
with an antibody it may become possible to pull the entire protein complex out of solution and thereby
identify unknown members of the complex. Due to the difficulty in generating an antibody that specifically
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targets the known target proteins, the ’tagging’ method has been developed. Tagging proteins involves the
fusion of tags either the 3’ or the 5’ ends of the protein of interest, and by that a single antibody (with this
tag as its antigen) can be used for all target proteins. The coIP technique is comprised of the following main
steps:
1. Isolation of the target protein (bait).
2. Fusion of the bait to an affinity tag, to be targeted by the antibody.
3. Antibody affinity purification of the complex.
4. Identification by mass spectrometry of proteins belonging to the complex.
The two most common protocols for performing the coIP technique are: (i) Tandem affinity purification
(TAP) [28, 22] and (ii) High-throughput mass spectrometric protein complex identification (HMS-PCI) [12].
TAP involves creating a fusion protein with a designed piece, the TAP tag, on the end. The protein of interest with the TAP tag first binds to beads coated with the antibody Immunoglobulin G; the TAP tag is then
broken apart by an enzyme, and finally a different part of the TAP tag binds reversibly to beads of a different
type. After the protein of interest has been washed through two affinity columns, it can be examined for
binding partners using mass spectrometry. In HMS-PCI, first, the bait proteins contain flag epitope tag and
are over-expressed from GAL1 to tet promoters. Afterwards, the protein assemblies are isolated in one-step
immunoaffinity purification followed by resolution on SDS-PAGE (sodium dodecyl sulfate polyacrylamide
gel electrophoresis). SDS-PAGE allows one to separate the proteins according to their mobility along the
gel (a function of the polypeptide chain length or of the molecular weight as well as higher order protein
folding, post-translational modifications and other factors). The last step is digestion of the complexes and
mass spectrometry analysis.
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Figure 6: The coIP process. Process stages: a) Specific protein baits are prepared. b) The expressed bait
proteins carry an affinity tag that allows the purification of the bait protein and the associated proteins.
c) Purified protein complexes are resolved, and discrete protein bands are excited and digested into small
peptide fragments. d) Peptides are identified using mass spectrometry methods. The identity of the protein
associated with a given bait is determined by comparing its peptide fingerprint against databases.
coIP Advantages:

1. Since coIP detects whole complexes of protein interactions (in contrast to Y2H that detects only pairwise protein interactions) it is capable of detecting interactions that depend on higher order complexes.
2. coIP detects real complexes in physiological conditions, since interactions take place in their native
environment.
3. coIP is an in vitro technique that employs only one artificially made protein (the bait fused with a
tag), instead of two as in two-hybrid procedure, thus minimizing possible changes in conformational
properties that could lead to steric interference.
4. In order to test the validity of a complex identification, several components of the same complex can
be used as tagged baits.

coIP Drawbacks:

1. coIP might miss some complexes that are not present under the given conditions.
2. Low-abundance proteins might be missed.
3. Over expression of bait proteins might lead to the detection of false-positive interactions (HMS-PCI).
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4. Tagging may disturb complex formation; and loosely associated components may be washed off during purification.
Unfortunately, comparison of results obtained through complex purification with yeast two-hybrid data
shows a very small overlap. A possible explanation could rely on the fact that cooperative binding embodied by complexes is not only the result of a sum of pair-wise interactions. Indeed, the main difference
between complex purification methods and two-hybrid system relies in the identification of whole complexes
isolated in a single step, thus detecting cooperative interactions between proteins which cannot result from
two-hybrid screens, where the strategy adopted is based on the bi-modular properties of transcription factors.
Spoke vs Matrix Models:
There are two models for translating complexes obtained using coIP methods into binary interactions:
(i) The spoke model assumes that all proteins interact with the tagged protein used for the purification, and
do not interact with any other proteins. The latter may lead to false negative results. (ii) The matrix model
assumes that any two proteins within a complex have a pairwise interaction. The matrix model contains all
possible true interactions within the data, but may also includes false positives.

2.2

Available PPI Data

The first studies revealing large-scale protein interaction data included Uetz et al. (2000) [28] and Ito et al.
(2001) [16]. They used the Y2H method for discovering interaction between proteins in S. cerevisiae and
generated datasets of ∼ 1000 and ∼ 4000 interactions respectively. The coIP technique made its break in
2002 with Gavin et al. [12] (using TAP and the Matrix model) with ∼ 18, 000 interactions, and Ho et al.
[14] (using HMS-PCI and the Matrix model) with ∼ 33, 000 interactions. Until those studies the existing
data sets (MIPS [31], YPD [32]) that contained manually annotated complexes, had ∼ 11, 000 interactions;
data was also obtained from small-scale experiments.
2.2.1

Reproducibility

Previous studies tested the reproducibility of different methods such as coIP and Y2H. As an example
consider the Septin complex depicted in figure 7: Interaction data from high throughput experiments comes
in the binary interactions format (Y2H) or groups of interacting partners format (coIP). We can measure
this data in different ways: counting proteins or counting binary interactions. The method we choose may
effect the accuracy of the results. Figure 7 illustrates an example in which Y2H will have a false positive
rate of 1/5 when counting proteins, but 1/4 when counting interactions. When binary interactions are known
it seems more appropriate to work at the interaction level. On cases when only complexes are known (as in
coIP) it seems more appropriate to work at the protein level.
2.2.2

Data Overlap

As can be seen from Figure 8 there is a very small overlap between the datasets from the different experiments. The maximal overlap is demonstrated between Ito and Uetz, and reaches 14% of the size of the
smaller dataset. In some cases there is no overlap at all. There is also a very small overlap between any of
these datasets and the sets derived from small scale experiments (which varies from 0% to 17%). Figure 9
demonstrates the small overlap between the Gavin spoke dataset and (i) the Ho spoke dataset and (ii) the Ho
matrix dataset. Moreover, the second overlap (Gavin spoke-Ho matrix) was the smallest of all. There are
several reasons for the lack of overlap such as: the use of different yeast strains, the use of non-physiological
(artificial) conditions in the experiment, the different methods used in the experiments.
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Figure 7: Source [30]: The Septin complex and its mapping by the different methods . Gray areas are the
true members of a septin complex. As can be seen HMS-PCI revealed 5 out of 7 members of the complex,
while TAP in addition to stating those same 5 proteins also included 2 false positives. Y2H indicates 4
interactions, 3 out of which involve the true members of the complex.

Figure 8: Source [9]: A Venn diagram illustrating the overlap between the PPI datasets in YEAST-DIP [27]
(Database of Y2H Interacting Proteins) database. Each Oval in the figure represents a high throughput Y2H
study, and the overlaps between the studies are given by the intersections. The numbers in parentheses
represent the interactions that have been determined by small scale methods .

2.3

Validation Methods

In order to validate interaction data a comparison to a reference set can be made. One method is to compare
the results to existing databases (such as MIPS) - the data is considered to be accurate, but is not exhaustive
enough. Another method is comparing the results to small scale experiments - data is also accurate, but
scarce and expensive to get. Taking interactions that are supported by two or more experimental techniques
is a third method. If an interaction is supported by several methods it is more likely to be true. It will
however result in ignoring those true interactions that are only supported by one technique (for example more
rare interactions). As another validation method, one can examine the tendency of interacting proteins to
have similar biological annotations. Example annotations include biological process, cellular compartment,
expression pattern and more.
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Figure 9: Source [3]: A comparison among different PPI datasets (Proteins / Interactions / Homodimers
(self interactions)).
2.3.1

Reliability Assessment by Comparison to Reference

When assessing the quality of interaction data, the coverage and the accuracy are needed to be considered
together. A data set of high coverage is not very useful if its accuracy is low, i.e. if it contains a large number
of false positives. Similarly, a data set of high accuracy is not very useful if its coverage is low. Commonly,
one estimates accuracy and coverage by comparing to a reference set of known interactions. [30].
Figure 10 shows results from different high throughput experiments such as Y2H, HMS-PCI and TAP,
as well as the overlap between 2 and 3 different methods. Each experiment was repeated several times
with different parameter choices (for example, matrix model/spoke model; see [30] for a complete list).
The various data sets are benchmarked against a reference set of 11,000 known interactions, which are
derived from manually annotated protein complexes (such as MIPS). Each point in the graph represents an
entire interaction data set and its position specifies coverage and accuracy (on a log-log scale). Notably,
the comparison is incomplete since the reference set is still partial, and may suffer from biases. However,
we can see that there are large differences between the various methods and even within a method when
certain parameters are changed. For example, if we consider the spoke model compared to the matrix model
(Figure 11) we get better accuracy when using the first (6.8% instead of 2% in HMS-PCI, and 37.8% instead
of 12.55% in TAP). The coverage however decreases greatly (from 21% to 8.5% in TAP, and from 6.1% to
2.3% in HMS-PCI). These results are not surprising since the spoke model assumes less interactions than
the matrix model. If we consider results obtained by 3 methods, we get best accuracy but relatively low
coverage. Results obtained by 3 methods are more likely to be true positives, but not all true interactions
will be revealed by all three methods.
2.3.2

Correlation with Cellular Localization

Figure 12 suggests a positive correlation between interaction and similarity in localization. Interactions revealed in small scale experiments consist of proteins pairs, all of which share the same spatial localization.
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Figure 10: Source [30]: Quantitative comparison of interaction data sets. The various data sets are benchmarked against a reference set of 10,907 trusted interactions, which are derived from protein complexes
annotated manually at MIPS and YPD. Coverage and accuracy are lower limits owing to incompleteness of
the reference set. Each dot in the graph represents an entire interaction data set, and its position specifies
coverage and accuracy (on a loglog scale). For the combined evidence, only interactions supported by an
agreement of two (or three) of any of the methods shown were considered. For most data sets, raw and
filtered data are shown, demonstrating the trade-off between coverage and accuracy achieved by filtering.

Figure 11: Source [30]: Accuracy and coverage rates for various high scale methods (corresponds to the
data in Figure 10).
In large scale experiments the results for identical spatial localization for the two interacting proteins vary
from 40% to 80%. When considering overlapping datasets from high throughput experiments, the localization level is a little higher. These results indicate that a large percentage of the interactions obtained are false
positives.
2.3.3

Correlation with Functional Similarity

An independent measure to assess the ’quality of experiment’ is the functional correlation between the
interacting proteins. This measure of assessment can be visualized using a functional correlation matrix.
Each axis of the matrix represents 13 functional categories. Each of the yeast genes has been categorized
into a single functional category using MIPS. The color in each box represents the amount of interactions
that occur between proteins from the appropriate functional categories. Proteins with related functions
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Figure 12: Source [30]: Fraction of interactions in which both partners have the same protein localization
preferentially interact with each other, and therefore it is expected to see a large number of interactions
along the diagonal. Interactions outside the diagonal are likely to be false positives.
Figure 13 shows an analysis of large scale protein interaction data sets (HMS-PCI and TAP) represented
by matrix model, as well as analysis of the overlap between high throughput methods and reference data of
known complexes (such as MIPS). The results show that the reference set is dense along the diagonal, and so
is the overlap from high throughput data experiments. HMS-PCI and TAP are dense along the diagonal, but
also demonstrate strong density in areas other than the diagonal suggesting a large number of false positives.

Figure 13: Source [30]: Large scale interaction data and the distribution of interactions according to functional categories. Each data set is represented by a functional annotation matrix showing the distribution of
interactions by color. White color represents a small number of interactions, while red color represents a
large number of interactions. Different shades of blue represent middle ranges. Proteins with related functions preferentially interact with each other, and therefore it is expected to see a large number of interactions
along the diagonal. Interactions outside the diagonal are likely to be false positives.
Figure 14 shows an analysis of large scale protein interaction data sets [3]. The research used both a
matrix model and a spoke model to represent HMS-PCI and TAP data sets, and measure their accuracy. As
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can be seen in Figure 14, spoke models fit functional data better. The functional distribution of interactions
for the spoke modeled HMS-PCI and TAP data sets resembles more closely the literature data and Y2H
interactions data than the matrix modeled data. Therefore, in spite of the fact that information is discarded
in the spoke model, it is probably a better model than the matrix model, since it bears closer resemblance to
the literature.

Figure 14: Source [3]: Functional annotation matrices. Distribution of 6 interaction data sets.

2.3.4

Correlation with Expression Data

The study of Deng et al. [10] tried to assess the reliability of protein-protein interaction data. Different data
sets were compared to known interactions in MIPS. Deng et al. computed the expression correlation coefficient for every interaction protein pair using cell cycle gene expression data [10]. Figure 15 demonstrates
the interactions frequency using a division to bins. The division into the different bins is done according to
the expression correlation coefficient. True interactions are more likely to occur within pairs with similar
expression. Therefore it is expected that true interactions will have a relatively high correlation coefficient.
As evident from Figure 15, the MIPS graph is shifted more to the right than all the other graphs, indicating
higher correlation coefficient values. This result is expected since MIPS data contains only true interactions.
HMS-PCI and TAP have lower correlation coefficient values, which indicates those data sets contain false
positive interactions. Figure 16 displays results from two groups:
1. MIPS, DIP, Uets, Ito interaction data: Data sets that contain pairwise physical interactions
2. MIPS Complex, TAP, HMS-PCI: Data sets that contain protein complexes
Among the second group, the MIPS complex has the largest mean expression correlation coefficient
which is significantly higher than the results obtained from random pairs (mean of 0.03). In the first group,
MIPS also has the largest mean, while Ito’s data has the smallest mean.
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Figure 15: Source [10]: Distribution of the pairwise correlation coefficients of gene expression

Figure 16: Source [10]: Statistics of distribution of gene expression correlation coefficients for different PPI
data sets. ItoXIST are results obtained by X Ito experiments

2.4

Confidence Assignment Schemes

2.4.1

Noise Estimation

We would like to assign confidence score for each PPI dataset. Noise estimation allows one to estimate the
amount of noise in the data. Two expression based noise estimation approaches will be discussed below.
Noise Estimation: Deane et al. - EPR Index
The EPR (Expression Profile Reliability) index [9] estimates the fraction of biologically relevant protein
interactions detected in a high throughput screen. It does so by comparing the RNA expression profiles for
the proteins whose interactions are found in the screen with expression profiles for known interacting and
non interacting pairs of proteins. The reference data used by Deane et al. is taken from DIP and includes
2000 interactions that were obtained from small scale experiments. All the pairs of proteins that are not in
DIP were used as negative data.
The idea behind this method is to express the overall distribution of expression distances (see below)
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obtained for an experimental set as a superposition of distribution for interacting proteins with probability
αEP R and the distribution for non-interacting proteins with probability (1 − αEP R ).
We denote d2AB as the square of the Euclidian distance between two expression patterns A and B (based
on 12 conditions from Gasch et al.[1]) and ρi and ρn as the expression distance probability distribution for
interacting and non-interacting protein pairs, respectively. The index αEP R is defined as the percentage
of true positives. We also denote ρexp as the overall distribution of expression distances obtained for an
experimental set, and describe it by:
ρexp (d2AB ) = αEP R · ρi (d2AB ) + (1 − αEP R ) · ρn (d2AB )
αEP R can be found by linear least-square fit method. Figures 17,18 show the EPR index as calculated
for several DIP subsets. As can be seen, the CORE data set is found to be the most accurate, with an EPR
index of 0.92.

Figure 17: Source [9]: evaluation of genome wide Y2H interaction data in DIP using the EPR index:
distribution of the expression distances for the INT (open circles), RND1 (closed circles), and GY2H (Y2H
with ITO1 results excluded, closed triangles) datasets. The curve fitted to the GY2H distribution using the
above equation is marked with open triangles (αEP R = 0.315). The INT distribution represents interacting
proteins, and RND1 represents non-interacting proteins. Notice that all the curves are normalized to a unit
area.
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Figure 18: Source [9]: EPR index: αEP R calculated for several subsets of DIP. DIP - Database of Y2H
interacting proteins, ECX - Results obtained from X (or more) different experiments, GY2H - Y2H with
ITO1 results excluded, PVM - interacting paralogs, CORE: PVM + INT + EC2, ITOX: Results obtained by
X ito experiments
Noise Estimation: Deng et al.
Deng et al. [10] wished to estimate noise via gene expression. We denote O() as the distribution of
the correlation coefficients of the gene expression profiles for the given set’s alleged interactions. T () is the
distribution for the true interacting pairs (true positives) and R() is the distribution for the non interacting
pairs (false positives). The correlation coefficient values between expression profiles were split into k bins.
Let nk be the number of observed interaction pairs in the kth bin. Let pk and qk be the fraction of real
interacting pairs and false pairs in the kth bin, respectively. That is, we examine each pair of proteins with
clustering coefficient that is in the kth bin, and determine whether it interacts (according to reference data
set) or it is part of the random (false) set. Let α be the reliability of a data set of putative interactions. We
define the likelihood function as follows:
L(α) =

Y
(αpk + (1 − α)qk )nk
k

L is a convex function, therefore, α can be estimated by maximizing L(α) using classical gradient
algorithms. The results in Figure 19 describe two dataset interactions groups: among the first group (physical
interactions), Ito5IST is the most reliable. Among the second group (protein complexes), TAP is more
reliable than HMS-PCI. These experiments were conducted in 2003, and that is probably one of the reasons
why DIP is more reliable according to Deng et al.’s estimation as opposed to Dean et al.’s work.
2.4.2

Reference Estimation

In a recent work, Cusick et al.[7] wished to estimate how much one can trust the positive interaction reference data. In other words, how good are the literature curated protein-interaction collections? Cusick et
al. recurated in detail 100 randomly selected pairs from the yeast dataset of singly supported interactions.
After evaluating several relevant criteria, each interaction was assigned with a score of 0 (no confidence),
1 (low confidence or unsubstantiated) or 2 (substantiated or of high confidence). The results of this recuration showed that 25% of the sampled interactions could be substantiated whereas 75% were not. Of the
interacting pairs in the sample, 35% were incorrectly curated (Figure 20). These observations explain the
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Figure 19: Source [10]: Statistics of distributions of gene expression correlation coefficients for different
protein-protein interactions data sets.
poor reliability, relative to high-throughput datasets, of the singly supported literature-curated dataset in both
computational and experimental comparative analyses.
When trying to track down the source of errors, it seems that occasionally the curation errors occur due
to a curator error. Some examples of such errors can be in: (i) the designation of the species of origin of
the protein interactors, (ii) the usage of wrong protein or gene name synonyms and (iii) equally score all
interactions in a specific publication although some of the interactions are of high confidence and some are
of lower confidence. However, Cusick et al. also suggested that the errors are mainly due the simple reality
that extracting accurate information from a long free-text document can be extremely difficult with gene
name confusion being particularly thorny. Furthermore, one should also consider the fact that interactions
curated from small-scale experiments are usually hypothesis-driven which set up an inevitable study bias.

Figure 20: Source [7]: Confidence scores of 100 interacting pairs randomly drawn from the yeast literature
curated dataset supported by only a single publication. Score 0: erroneous, not reported in the associated
publication; score 1: reported in the associated publication but not verified; score 2: reported and verified

2.4.3

Assessment via Experimentation

The most trust worthy method of assessing the quality of the different PPI datasets is validating the interactions experimentally. Yu et al.[35] compared the quality of existing S. cerevisiae high throughput binary
and co-complex data sets to information obtained from curating low-throughput experiments described in
the literature.
For binary interactions, they examined (i) the subset found by Uetz et al.[28] in a proteome-scale all-byall screen (”Uetz-screen”), excluding the pairs found in a focused, potentially biased experiment involving
only 193 baits (”Uetz-array”). and (ii) the Ito et al.[16] interactions found three times or more (”Ito-core”),
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independently from those found one or two times (”Ito-noncore”). For co-complex associations, two highthroughput sets were investigated: Gavin et al. (”Gavin”) [12] and Krogan et al. (”Krogan”) [17]. For
literature-curated interactions, only those curated from two or more publications (”LC-multiple”) were considered (Figure 21A).
To experimentally compare the quality of these data sets, a representative sample of ∼ 200 protein interaction pairs were selected from each one and were tested by means of two independent interaction assays:
Y2H and a yellow fluorescent protein complementation assay (PCA) [15]. In PCA, bait and prey proteins
are fused to non-fluorescent fragments of yellow fluorescent protein that, when brought in close proximity
by interacting proteins, reconstitute a fluorescent protein in mammalian cells. In contrast, reconstitution of a
transcription factor in Y2H experiments takes place in the nucleus of yeast cells. In terms of assay designs,
Y2H and PCA can be considered as orthogonal assays and can be used to validate each others results.
No single assay is expected to detect 100% of genuine interactions, and the actual fraction of positives
detected is inherently linked to the stringency at which the assay is implemented. To identify the optimal
scoring condition of each assay, a set of 100 well-documented yeast protein-protein interaction pairs was
selected [”positive reference set” (PRS)] and a set of 100 random pairs was also selected [”random reference
set” (RRS)] (Figure 21B). Because RRS pairs were picked uniformly from the 14 · 106 possible pairings
of proteins within the yeast ORFome collection (excluding those reported as interacting), these pairs are
extremely unlikely to be interacting.

Figure 21: Source [35]: Evaluation of S. cerevisiae protein-protein interaction data sets. (A) Number of
interactions reported in various large-scale S. cerevisiae protein-protein interaction data sets. (B) Schema of
pipeline used to assemble binary positive and random reference sets.
Sampled pairs from binary Uetz-screen and Ito-core data sets tested positive at levels as high as those
of the positive-control PRS, demonstrating their high quality (Figure 22). A sample of literature curated
LC-multiple interactions tested slightly lower with Y2H, while being indistinguishable by PCA (Figure
22), demonstrating that high-throughput Y2H data sets can be comparable in quality to literature-curated
information. In marked contrast, sampled pairs from Ito-noncore tested positive at levels similar to those of
the negative-control RRS, confirming the low quality of this particular data set (Figure 22).
To computationally reexamine the quality of existing yeast interactome data sets, Yu et al. assembled
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Figure 22: Source [35]: Fraction of a random sample of interactions from each data set confirmed by Y2H
and PCA.
a binary gold standard set (”Binary-GS”) of 1318 high-confidence physical binary interactions. Binary-GS
includes direct physical interactions within well-established complexes, as well as conditional interactions
(e.g., dependent on post translational modifications), and thus represents well-documented direct physical
interactions in the yeast interactome. Yu et al. also built a corresponding set (”MIPS-GS”) in which all of
the MIPS complexes were considered, with all proteins constituting a given complex modeled as interacting
with each other (Figure 23). When measured against Binary-GS, the quality of high-throughput Y2H data
sets (with the exception of Ito-noncore) was substantially better than that of high throughput AP/MS data
sets (Figure 23). These results demonstrate the distinct nature of binary and co-complex data. Generally,
Y2H data sets contain high-quality direct binary interactions, whereas AP/MS co-complex data sets are
composed of direct interactions mixed with preponderant indirect associations.

Figure 23: Source [35]: Fraction of positive interactions in each data set calculated with MIPS and BinaryGS. Error bars indicate SE.

2.5
2.5.1

Assigning Reliabilities to Single Interactions
Assignment Procedure

Each interaction has a set of attributes associated with it, such as experiment type (small scale, Y2H, coIP,
other large scale experiment), amount of times the interaction has been observed, protein expression, GO
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annotation (functional categorization, see section 3.1) etc. We wish to predict according to this set of attributes if the interaction occurs or not. We need to select the set of attributes that will be used to predict
the interaction (classification features). Out of all the interactions we will take a subset, along with its sets
of attributes and the prediction, as training data. Finally we will need a classification algorithm which will
allow us to predict whether or not the interaction occurs.
2.5.2

Training Data: Y2H vs. coIP

A crucial step in analyzing interaction data is separating the subset of credible interactions from the background noise. Bader at el. [4] selected interactions for positive and negative sets by comparing protein
networks constructed from published Y2H and copIP data (in matrix model). Instead of considering only
interactions found in both data sets, Bader examined a contingency table in which pairs of proteins were
binned according to the distances between the paired proteins in each of the two networks.
The color of the graph in Figure 24 is determined by the number of observed interactions divided by the
number of expected interactions (in random). Significant result is indicated by a red square. The distance in a
graph is defined as the number of edges in the shortest path from one node to another. The positive training
set was selected as interactions between proteins that were 1-2 edges apart in the Y2H network (marked
in Figure 21 as True Positives). The negative training set was selected as interactions in one training set
between proteins whose distance in the other training set was larger than the median separation for random
pairs of proteins (marked as True Negatives). Note that sets located in the lower right corner and upper left
corner are probably false positives - sets that are supported by one experiment only.

Figure 24: Source [4]: Network cross-comparison: pairs of proteins binned according to their shortest path
in networks generated from Y2H and coIP data.

2.5.3

Model Variables

Different schemes will consider different input attributes in order to predict interactions. In their work, Sharan et al. [25] used binary variables denoting whether or not interaction was predicted under each technique
of the following: Y2H, coIP, small scale, large scale (other than Y2H, coIP). Bader [4] considered indicators
for high quality data as clustering related measures (how big the cluster is, how close the proteins are), number of complexes in which the interaction does not involve the bait (in coIP/Matrix model). Another scheme
by Bader [4] considers also GO annotations, expression correlations and existence of genetic interactions as
input attributes.
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2.5.4

The logistic function

The logistic function, 1/(1 + e−x ), is widely used in classification problems. It attains values between 0 and
1. Its first derivative is especially high around 0, thus the change in that area will be rapid. The further we
move from the 0 point (either in the positive or in the negative directions), the smaller the derivative gets,
and hence the local change.

Figure 25: The logistic function.

The logistic function and binary classification [21]
Consider the problem of assigning a binary label Y to a vector X with n attributes. By applying Bayes
rule, we get:

P (Y = 1|X) =

1
P (X|Y = 1)P (Y = 1)
=
(X|Y =1)
P (Y =1)
P (X|Y = 1)P (Y = 1) + P (X|Y = 0)P (Y = 0)
1 + exp{− log PP (X|Y
=0) − log P (Y =0) }

For data sets with multivariate Gaussians with identical covariance matrix (i.e., for every i = 1, .., n and
j = 0, 1, P (Xi |Y = j) is a Gaussian), there exist a vector w and a constant b, such that:
P (Y = 1|X) = logit(wt X + b)
which is a linear expression inside the logistic function, whose behavior is described in Figure 25.
Logistic regression [21]
Discriminative model: we want to estimate the vector w, in the logistic function:
P (Y = 1|x) = logit(wt x + b) =

1
1 + exp(−wt x − b)

This can be achieved by choosing a vector w that maximizes the conditional data likelihood. The conditional data likelihood is the probability of the observed Y values in the training data, conditioned on the
corresponding X values. In other words,
w ← max
w

Xl

Y
P (Y l |X l , w)
l

l

where
and Y are the observed values of X and Y in the lth training example, respectively. Equivalently, the following likelihood function can be maximized:
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L=

X

log[logit(wt x + b)] +

x∈1

X

log[1 − logit(wt x + b)]

x∈0

L can be shown to be concave, hence it can be maximized using a gradient ascent process. In each
interaction we move in the direction of the gradient until we reach the global maximum. The gradient is
given by:
µ(x) = logit(wt x + b)
∆w (L) =

X

[1 − µ(x)]x +

x∈1

2.5.5

X

µ(x)x

x∈0

Experimentally Derived Confidence Scores

As recent state of the art method for reliability assignments to single interactions, Braun et al.[5] evaluated
candidate interactions using an interaction assay toolkit consisting of four complementary, high-throughput
protein interaction assays. The assays are based on complementary principles and expression systems: Y2H,
mammalian protein-protein interaction trap (MAPPIT), luminescence-based mammalian interactome (LUMIER), yellow fluorescent protein (YFP), protein complementation assay (PCA) and a modified version of
the nucleic acid programmable protein array (wNAPPA). To develop a confidence score, assay performance
was characterized using a positive reference set (PRS) and a random reference set (RRS) for protein interactions. Normalized raw data scores of the four assays were used to train a logistic regression model that
computes a probabilistic confidence score for each potential interaction (Figure 26).

Figure 26: Source [5]: Strategy for deriving a confidence score for individual protein protein interactions
after high-throughput screening using data from several complementary follow-up interaction assays. After
initial screening using a high-throughput method, for example, Y2H, all positives are evaluated using secondary tool kit assays that have been benchmarked by the positive reference set (PRS) and random reference
set (RRS). The resulting raw data are integrated using a model trained on the PRS and RRS calibration data
to derive a confidence based on the experimental support for each interaction.
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3

Functional Annotation

Functional annotation of proteins is a fundamental problem in the post-genomic era. Protein interaction networks have become available recently for many model species, a fact which had stimulated the development
of computational methods for interpreting such data in order to elucidate protein functions.

3.1

Gene Ontology

The Gene ontology (GO) project provides a controlled vocabulary to describe gene and gene product attributes in any organism [33]. It is a collaborative effort to address the need for consistent descriptions of
gene products in different databases. The project began as a collaboration between three model organism
databases: FlyBase (Drosophila), the Saccharomyces Genome Database (SGD) and the Mouse Genome
Database (MGD), in 1998. Since then, the GO Consortium has grown to include many databases, including several of the world’s major repositories for plant, animal and microbial genomes. The GO project
has developed three structured controlled vocabularies (ontologies) that describe gene products in terms of
their associated biological processes, cellular components and molecular functions in a species-independent
manner.
• Cellular compartments: locations at the levels of subcellular structures and macromolecular complexes. Generally, a gene product is located in or is a subcomponent of a particular cellular component. The cellular component ontology includes multi-subunit enzymes and other protein complexes.
Example of a cellular component is the nucleus.
• Biological processes: series of events accomplished by one or more ordered assemblies of molecular
functions. It can be difficult to distinguish between a biological process and a molecular function,
but the general rule is that a process must have more than one distinct step. A biological process is
not equivalent to a pathway, although some GO terms do describe pathways. Examples of biological
processes are signal transduction, metabolism.
• Molecular functions: activities, such as catalytic or binding activities, that occur at the molecular
level. Molecular functions generally correspond to activities that can be performed by individual gene
products, but some activities are performed by assembled complexes of gene products. Examples of
broad functional terms are catalytic activity, transporter activity, or binding; examples of narrower
functional terms are adenylate cyclase activity or Toll receptor binding.
A gene product might be associated with or located in one or more cellular components and can be active
in one or more biological processes, during which it performs one or more molecular functions. Therefore,
a single gene may be associated with more than one function. The functional annotations are hierarchial,
organized as a directed acyclic graph (DAG) from general to more specific terms (Figure 27). GO-slim
is a high level view of each ontology, namely a coarse categorization. It is a simplified version of GO,
containing less subcategories. It is useful for summarizing genome functional annotations, and essential for
visualization purposes.is

3.2

Local Methods

The common principle underlying all local methods for functional annotation is that proteins that lie closer
to one another in the PPI network are more likely to have similar function (Figure 29). As can be seen in
Figure 28, there is an evident correlation between network distance and functional distance, that is, the closer
the two proteins are in the network the more similar are their functional annotations. Distance between two
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Figure 27: Source: [34]. Example of a Gene Onthology categorization.
proteins in the PPI network is measured as the length of the shortest path between them. GO (functional)
similarity between two proteins c1 and c2 is often defined as follows:
sim(c1 , c2 ) = − ln pms (c1 , c2 )
we define the fractional size of a node in the GO DAG as the number of times the GO term in the
common ancestor, or any of its child GO terms, occur in the entire GO DAG, out of the total number of
GO terms in the GO DAG. pms (c1 , c2 ) is the fractional size of the last common ancestor of c1 and c2 in the
GO DAG. In case there is more than one common ancestor, the minimal fractional size is obtained. This
similarity measure is also known as ’Semantic Similarity’ and is described in details in [18].

Figure 28: Source:[23]. Correlation between protein functional distance and network distance. X-axis: distance in the network. Y-axis: average functional similarity of protein pairs that lie at the specified distance.
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3.2.1

Neighborhood Counting

Neighborhood Counting is a method published by Schwikowski et al. [24] which predicts the function of
a protein based on the functions of its neighbors. The annotated functions of all the protein’s neighbors are
ordered in a list, from the most frequent to the least frequent. The first three or fewer functions are stated as
predictors of the protein function. This method can be generalized to the k − neighborhood of the predicted
protein (i.e. the proteins of up to k edges from the source) rather than for its immediate neighbors. This
method is simple but has several disadvantages:
1. No significance value is associated with a prediction.
2. This method gives an equal weight for distant neighbors and immediate ones, while in practice immediate neighbors are more likely to share the same function with the predicted protein.
3. The method ignores the size of functional classes, tending to assign the more general functions to
nodes.
3.2.2

Chi Square

The Chi Square method attempts to eliminate the third problem (assigned classes are usually too general)
from the neighborhood counting method, by taking into account the expected appearance of each class (we
expect to see more of the larger classes). Furthermore, Chi Square also addresses the first problem by
assigning p-value for each prediction. In this method, suggested by Hishigaki et al. [13], the function of
each protein in the protein-protein interaction graph (black circle in Figure 29C) is predicted based on the
functions of n−neighbors. For each functional category j, a χ2 -like score is calculated as follows: for each
node i and its neighbors N (i), define ni (j) as the number of neighboring proteins that have the function j.
Let us define the background frequency, i.e. the frequency of j among all proteins as f (j). We also define
the expected number of proteins neighboring i with function j as ei (j) = |N (i)|f (j). We can now calculate
Si (j) (the χ2 score):
Si (j) =

(ni (j) − ei (j))2
ei (j)

The protein of interest is assigned the function with the highest score among the functions of the nneighborhood. The Si (j) statistic can then be used to calculate a p-value by comparing the value of the
statistic to a χ2 distribution. The method can also be extended to assigning more the one function by taking
the k highest scoring functions.
Next, a self consistency test is performed. This test’s goal is to find the optimal n value , meaning the best
maximal distance the algorithm should scan nodes for their function. The predicted functions of all proteins
in the map are compared with their annotated functions for each distance n. In Figure 30, the prediction
accuracy of cellular role (one of the three functional categories used in the Yeast Proteome Database - YPD)
with various n values is shown. The optimal n value is determined by a self-consistency test. Results of
random predictions using the randomized function assignments are also shown for reference. Randomized
function assignments results are the average of 100 trials in which for each protein, the assignment of
function was changed to another, conserving the size distribution of functional categories. The maximum
value was 63.6% with 1-neighboring proteins. Figure 31 shows both the distribution of the number of
interaction partners (the degree of the protein) and the dependence of the prediction accuracy on this number
for three kinds of functional categories. The accuracy slightly improves with the increase of the binding
number, but for larger numbers this tendency is hard to detect, probably because of the small number of
available interaction data. Since the function of proteins with three or more partners can be more accurately
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Figure 29: Source: [13]. Overview of the local prediction methods. White circles represent proteins and
the black circle represents a query protein for which function is predicted. (A) Physical interaction data
deposited in the public databases. (B) Construction of the protein interaction map by integrating all physical
interaction data. (C) Assignment of function to a query protein. This is done based on the functions of
neighboring proteins on the map.
predicted than the function of those with one or two partners, we conclude that prediction becomes more
reliable with the increasing numbers of binding partners.

Figure 30: Source: [13]. Results of self-consistency test: prediction of cellular role. The horizontal axis
represents the distance from a query protein (the n value) and the vertical axis represents the percentage prediction accuracy (data shown in filled diamonds). For reference, prediction results with randomly-assigned
functions conserving the size distribution are also shown (in filled circles).
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Figure 31: Source: [13]. Frequency of the number of binding partners and the dependency of prediction
accuracy on that number. The horizontal axis represents the number of binding partners. The bar chart shows
the distribution of the number of binding partners, with the right vertical axis showing their frequency. The
line graphs show the prediction accuracy (%) with the left vertical axis.
Disadvantages of the χ2 method:
1. As in Neighbor-Counting, the method does not take under consideration the topology of the network.
(i.e. a neighbor farther away has the same weight as a closer one).
2. Only one measure for annotation quality was used - the specificity (what part of the assignments we
found were true). However, sensitivity should be taken under consideration as well (i.e. what part of
the true assignments were found).
3. This method is not effective for predicting very small or very large categories: For small categories,
the chance of a node to have a neighbor is small, and for very large categories, due to the very high
random score, the random graph gets very high scores (close to 80%).

3.3

Global Methods

Similarly to local methods, global methods are based on the assumption that proteins involved in similar
functions are more likely to interact. However, global methods use different strategies for the purpose of
protein function prediction. These methods take into consideration the global graph structure and not merely
the local surroundings of the query proteins.
3.3.1

Minimizing Inter-class Interactions

Vazquez et al. [29] aim at finding the assignment of functional annotation classes to unclassified proteins
(one per protein) which minimizes the number of protein interactions across different annotation categories.
Annotation assignment is proteome-wide and is determined by the global connectivity pattern of the protein
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network. An annotation fi is chosen among all possible MIPS annotations (including 424 categories) is
assigned to each unclassified protein i = 1, 2, ..., n to globally minimize the following energy function:
E=−

X

Jij δ(fi , fj ) −

ij

X

hi (fi )

i

Where Ji,j is the adjacency matrix of the interaction network for the unclassified proteins (Ji,j is equal
to 1 if proteins i and j interact and are unclassified, 0 otherwise); δ(i, j) is the discrete δ function and hi (fi )
is the number of classified partners of protein i with annotation fi . Minimizing the second term on the right
hand side of the above equation describes a majority rule which assigns an annotation to an unclassified
protein based on the most common annotation present among the classified interacting proteins. This can
be achieved using local methods. Here, the contribution to the total score of assigning a protein i to a
functional annotation class fi depends also on the assignment made for all other unclassified proteins (the
left term on the right hand side of the equation), resulting in a more complicated computational task in which
the energy function has to be globally minimized.
Vazquez et al. [29] chose to use simulated annealing to minimize the energy function. Starting with an
initial random configuration fi , at each step, a random protein is selected and its state is changed from fi to
fi0 , where fi0 is selected at random among the possible states of protein i. The energy difference (the change
in energy) is ∆E = E 0 − E between the two configurations. If ∆E ≤ 0, the new configuration is accepted.
If ∆E > 0, the new configuration is accepted with a probability r = exp(−∆E/T ).
Vazquez et al. applied the Min. Inter-class Interactions functional annotation prediction method to the
analysis of the yeast S. cerevisiae protein-protein interaction network consisting of 1826 proteins and 2238
interactions. The functional annotation classification was obtained from the MIPS database containing 424
annotation categories. Figure 32 shows the rate of successful predictions as a function of the degree of
the proteins for different values of fn , using the most detailed functional annotation classification scheme
available (424 functional annotation classes). The success rate is estimated by hiding 40% or 70% (fn =0.4
or 0.7) of the protein annotations and predicting their functions. The prediction quality of poorly connected
nodes (degree 1 and 2) decreases to 30%. When only a single protein is hidden, very high rate of successful
predictions (up to 80% success) is observed.

Figure 32: Source:[29]. Self-connectivity test. Each point represents the probability that the functional
annotation classification of proteins with k interacting partners. The success rate is reported here for the
values of fn =0.4 and fn =0.7 in the upper and lower curve, respectively. In the inset the fn → 0 is reported,
that is, when only a single protein is set unclassified.
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Figure 33 describes a comparison of the success rate of the global optimization (GO) method proposed
here and the Neighborhood Counting method. The success rate is shown as a function of the number of
interacting partners k. nk is the number of proteins having k interacting partners. The columns GO1 and
GO2 are two different levels of functional annotation classification that have been used. In GO1, containing
the most stringent classifications, 424 functional categories were taken into account. In GO2, containing the
less detailed classifications, only 20 annotation categories were used. One can see that GO2 has a higher
prediction accuracy percentage. The comparison of the values in Figure 33 clearly indicates that the global
optimization method is more effective, with a higher percentage of correct predictions.

Figure 33: Source:[29]. Success rates for global optimization (GO) versus Neighborhood counting (MR).
See text for explanations about each column.
Min. Multiway k-Cut
The minimal functional difference problem bears similarity to the Min. Multiway k-Cut [8], defined in
the following manner: given a weighted graph (i.e. where each edge (u, v) is assigned with a specific weightw(u, v)) and a set of k terminal vertices, find a set of minimal weight edges whose removal disconnects all
terminals from one another. This is a polynomially solvable problem when k = 2 (max-flow-min-cut) and
is NP-hard for k ≥ 3. This problem has a trivial 2-approximation by the ”isolation” algorithm: for a given
terminal si , an isolating cut is any set of edges that cuts all paths between si and all the other terminals.
Finding such a cut (Êi ), whose weight is minimal is done by merging all the terminals other than si into a
special vertex s0 , and then finding the minimum si − s0 cut in the resulting graph by a standard max-flowmin-cut.
Let W (E) be the sum of weights of an edge set E. Let E ∗ be the optimal set of edges disconnecting all
terminals and let Vi be the set of vertices left connected to i by E ∗ . Let Ei∗ be the set of edges out of E ∗
having exactly one endpoint in Vi (The importance of Ei∗ is that it isolates i). Hence, W (Êi ) ≤ W (Ei∗ ).
On the other hand, each edge in E ∗ connecting vi , vj is found exactly in two different subsets of E ∗ (i.e. in
Ei∗ and in Ej∗ ), thus the sum of weights of Ei∗ is exactly twice the optimal weight:
X

W (Ei∗ ) = 2W (E ∗ )

Thus:
W(Ê) ≤

X

W(Êi ) ≤

X
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W(Ei∗ ) = 2W (E ∗ )

The k-cut approach can be solved optimally using integer linear programming (ILP) via the following
formulation: Let xu,a be a node variable, indicating if u is assigned function a. If a protein u has known
functional annotation, the variable xu,a is fixed as 1, and 0 otherwise. xu,v,a is an edge variable, indicating if
both u, v are annotated with a. Minimizing the weighted number of neighboring proteins with different annotations is equivalent to maximizing the number of proteins with the same annotations. Note that we must
allow only one annotation per protein, with some of the proteins have their annotations known beforehand.
The corresponding ILP is shown here:
P
Maximize (u,v)∈E,a∈F U N C xu,v,a wu,v
Subject
to
P
x
if annot(u) = ∅
a u,a = 1
xu,a = 1
if a ∈ annot(u)
xu,a = 0
if a ∈
/ annot(u), annot(u) 6= ∅
xu,v,a ≤ xu,a
for (u, v) ∈ E and a ∈ F U N C
xu,v,a ≤ xv,a
for (u, v) ∈ E and a ∈ F U N C
xu,v,a , xu,a ∈ {0, 1}
for all u,v and a.

S
In this ILP solution, annot(u) is the set of known annotations for protein u , and FUNC= u annot(u)
is the set of all functional annotations. The first constraints specifies that exactly one functional annotation
is made for any protein. The second and third constraints ensure that if protein u is annotated with function
a, xu,a is set as a constant to 1, and if protein u is annotated but not with function a, xu,a is set as a constant
to 0. The third and fourth constraints ensure that a particular function is picked for an edge only if it is also
chosen for the corresponding proteins.
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