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Introduction

In the scenario of functional protein networks reconstruction, we are given:
• An interaction network - such as a Protein Protein Interaction (PPI) network or a Protein DNA interaction (PDI) network. As always, we assume the network is weighted, i.e every edge e is assigned
with a confidence level w(e) such that the sum of weights for any subnetwork represents its reliability.
(technically, the weights are in a −log respresentation, so the most reliable network is the one with
the minimal sum of weights).
• A set of proteins, called terminal nodes, which were screened in some assay - for example, their
expression changed under some condition.
The objective is to try and understand the mechanism underlining the common phenotype presented by
these proteins. Such a mechanism is described by a connected sub-network (or a few sub-networks) that
link these terminal nodes to each other. There are several subtypes of works of this kind:
1. Start from a well establish core of proteins as a basis for sub-network expansion, and expand around
it to get the final sub-network (for example Lim et al. [10], see section 3).
2. Identify sub-networks that are enriched with the terminal nodes, i.e. find sub-networks that contain a
large amount of terminal nodes (for example Ideker et al. [7], see section 2).
3. Identify a sub-network which is predictive of the phenotype (for example Chuang et al. [3], see scribe
of lecture 5).
In another type of network reconstruction, called anchored network reconstruction, we have a ”cause and
effect” scenario, where in addition to the set of terminal nodes we are also given another node (the anchor
node) that either caused the terminal nodes to appear in the screen, or is known to be affected by them. As an
example, in a knock-out experiment the anchor node was deleted and an expression changed was seen in the
terminal nodes. In this case, we want to find a reliable sub-network that explains the relationship between
the anchor node and terminal nodes. This scenario will be explored in section 4.
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Discovering regulatory and signaling circuits in molecular interaction networks

The first work in this field was done by Ideker et al. [7]. Here, the input is the PPI network, with information
on the magnitude of the change in gene expression under some condition of interest. The objective is to
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explain the mechanism behind the observed expression changes. This is done by finding connected subnetworks of the given network whose genes are significantly differentially expressed.
Formally, each gene i in the network is labeled with a p-value pi measuring how significant is its change
in gene expression (a low pi corresponds to significant differentiable expression, either under-expression or
over expression). Each p-value is then converted to a Z-score zi , such that P (Z > zi ) = pi , Z being the
standard normal random variable. This means that a high zi corresponds to a low pi . The overall amount of
gene expression change in a sub-network A is quantified by:
1 X
zA = √
zi
k i∈A
Where k is the number of nodes in the sub-network and we assume independence between the different
proteins in the network. Notice that this is very similar to the gene set activity in the work done by the same
group, explained in the scribe for lecture 5, section 5.2 (except there the z-scores are defined differently so
that very negative z-scores correspond to significantly down-regulated genes).
For each putative sub-network, the significant of this score is measured, by comparing it with the distribution of scores created according to the null hypothesis that the structure of the network is not important.
This distribution is generated by taking random sets of proteins of the same size as A (without taking the
network into account), and calculating the Z-score for these sets. The score for network A is then normalized
using:
sA =

zA − µ k
σk

Where µk and σk are the mean and standard deviation (respectively) of the null distribution. Intuitively,
after this normalization a high sA would mean that the gene expression changes in the network A are
probably a result of the network structures, and would not usually be achieved by random sets of the same
size.
The problem is now to find the sub-network A with a maximum sA score. However, this problem is
NP-hard (by reduction from minimum cover, as shown in the supplementary material of [7]). Therefore, a
sub-network with a high sA is required, and the only strict requirement is that it will be locally maximal
(that removing or adding a single gene would not improve the score). The strategy used in this work to solve
the problem is simulated annealing [9], which is a very straightforward heuristic (for a general introduction
to this method, see the scribe for lecture 3).
In the annealing process here, every node (protein) is associated with a binary variable, which is a status
variable which can be either active or inactive. For every iteration we define a sub-graph Gw called the
active network which is the sub-graph induced on the original PPI network by the set of active nodes (in
other words, we leave in the network only active nodes, and connect them the same way they were connected
in the original graph). In order to evaluate how good a selection of active nodes is, we compute the score of
Gw as the significance sA of the largest connected component in Gw .
Before the annealing process starts, we choose a random selection of active nodes, that is - every node
is given an active status with probability 21 . Then, in each iteration a new Gw is built by selecting a random
node v and toggling its state. The change is then accepted or rejected according to the Metropolis Criterion
(e.g it is accepted if the score is improved, otherwise it is accepted with probability e∆sA /Ti ). The temperature Ti is decreased geometrically during the process from Tstart to Tend (so that as the process advances
it is less likely to accept changes that hurt the score). At the end there is a quenching stage where the temperature is set to zero to ensure that the algorithm converges to a local maxima. The output is the largest
component of Gw , a sub-network which is locally optimal and has a high sA score. Pseudo-code for this
process is given in figure 1.
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Figure 1: Pseudo-code for the simulated annealing process. (Source [7])
The problem could be generalized to finding M (vertex disjoint) maximal connected sub-graphs, by
simply maintaining the M largest components, instead of just the single largest one. Here, the score of Gw
would be a vector S = (S1 , S2 , ..., SM ) (where Si is the normalized score of the connected component of
the i-th size). In step i, the decision if a new state should be accepted or rejected is done recursively, starting
with comparing S1 , the score of the largest component:
• If Si is larger for the new state, accept the change and continue to the next annealing iteration .
• If Si has not changed for the new state, recursively examine the next score Si+1 .
• if Si is lower for the new state, check the metropolis criterion for ∆Si . If it passes, recursively examine
the next score Si+1 . Otherwise, reject the change and continue to the next annealing iteration.
Notice that in the above process, the fact that the decision is done recursively with priority to S 1 means
that while we try to improve the M scores simultaneously, we still maximize S 1 , as lower ranking scores
are only examined if S 1 is not affected. An example of the simulation process and how it optimizes the
sub-networks scores is given in figure 2.
In the paper, they applied the method to the Galactose utilization network in yeast, containing both PPI
and PDI interactions. In their experiment, they knocked-out the GAL80 gene, a transcriptional regulator
involved in the repression of the galactose utilization genes, and measured (as Z scores) gene expression
differences for all other genes in the system. They then applied the algorithm to find five sub-networks
whose expression significantly changed in response to the deletion (see figure 3). From this network, it is
possible to identify new transcription factors which are important in mediating the gene expression changes.
One example is GAL4, which is found to be a major mediator between GAL80 and a substantial part of the
genes it controls. This means that the effect knocking-out GAL80 has on a large set of genes is achieved
through its effect on the transcription factor GAL4. As is typical for regulatory networks, this transcription
factor shows only modest expression change compared to the genes it regulates, and so it would be very
hard to find using a naive screening. Similar behaviour is shown by many other transcription factors, for
example RAP1.
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Figure 2: Description of the simulated annealing process. The scores and temperature are given versus the
number of iterations. The blue line indicates the temperature. The green line marks the score of the largest
component. The red line shows the sum of scores for the M largest components. (Source [7])

Figure 3: The Galactose utilization network. Expression differences when knocking-out the GAL80 gene
are color-coded in shades of blue. The sub-networks returned by the algorithm are shown by the coloring of
the edges. Several transcription factors mentioned in the text are labeled. (Source [7])
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A PPI network for human inherited ataxias and disorders of Purkinje cell
degeneration

Ataxia is a symptom common to many different neurodegenrative diseases, where there is loss of control
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of bodily movements. In the work of Lim et al. [10], the goal was to study the mechanism causing ataxia
by neurodegeneration of the Purkinje cells. To accomplish this, they took a different approach to functional network reconstruction, starting with a small core of hand-picked genes, and using different strategies
(computational as well as experimental) to expand this core.
To collect these core genes, 23 diseases of inherited ataxia were selected where the gene whose mutation
causes the disease is known. To this list of 23 ataxia-causing proteins, 31 additional proteins were added,
who are either paralogs of the ataxia-causing proteins, or are known to interact with them. This final list of 54
genes (the ”ataxia-associated proteins”) is the core set. However, there were very little known interactions
between these proteins, so except for their known association with ataxia, they are seemingly unrelated.
Also, their normal function is poorly understood. This study had three main objectives:
1. Map the interactions between the 54 ataxia proteins and reveal common processes and pathways
involved in this class of neurodegenerative diseases.
2. Gain insight into the normal functions of each individual ataxia protein
3. Discover novel candidates for genes involved with the Ataxia disorder.
The strategy was to construct a network around the core set by a Yeast-2-Hybrid (Y2H) experiment and
then expand this network by incorporating previously known interactions. The Y2H experiment was performed for these 54 proteins against the entire human genome. This revealed 770 mostly novel interactions,
involving 42 of the ataxia-associated baits and 561 preys (the network is shown in figure 4). However, Y2H
experiments are known to has a large false negative rate (meaning that a large number of interactions are
missed). This may be the reason why 10 of the ataxia-associated proteins seem to be isolated from the rest
(these proteins can be seen in figure 4). To account for this problem, the network was expanded by searching public PPI repositories, including interologs (conserved PPI interactions from different species that are
between homologous genes) for interactions involving the bait and prey proteins. This expanded network is
called the Ataxia network.
As a validation of their results, they wanted to check the Ataxia network for unusual topological properties (that would not happen for a network built using a similar protocol around a random set of disease-related
genes). To determine empirically the significance of such properties, they built 1000 ”control networks” by
selecting random sets of disease-related genes (genes that cause some disorder, but not the same disorder).
These sets were used as seeds and expanded in the same method as for the Ataxia genes (except that instead
of performing a Y2H experiment, they used direct experimentally-based interactions that were previously
known). The topological property they then measured is the mean path length between two ataxia-related
genes (or between two genes in the random core set for the control networks). The shortest path was much
shorter for the ataxia network (see figure 5).
The findings that could be deduced from the reconstructed Ataxia network are the following:
• Before this study, there were very little known relations between the Ataxia-causing genes. However,
as mentioned before, the network found here shows that the mean shortest path between them is
shorter than expected on random. This means that although the family of diseases is very general
and only share the symptom of Ataxia by neurodegeneration of Purkinje cells, they seem to share a
common mechanism, as their genes are apparently related.
• New disease related genes can be discovered from the network. To indicate this, the genes in the
network were searched in the OMIM disease database (a database of genes related to human inherited
diseases). It was found that more than 15% of the new proteins in the network are associated with
some disease. One of the proteins (Puratrophin-1) was even associated with Purkinje cell atrophy, an
association that was discovered independently while this research was taking place (see figure 6).
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Figure 4: Network graph of the Y2H interactions. Blue nodes depict proteins corresponding to genes
mutated in ataxias, red noes depict proteins that are paralogs or interact with ataxia causing proteins and
yellow nodes depict Y2H interactors from this screen. Purple and green edges show protein interactions
from the hORFeome and brain cDNA library screens, respectively.(Source [10])

Figure 5: Mean path length. Any two ataxia-causing proteins are connected by a path of 3.11 edges on
average (red line) which is significantly shorter than the mean average for 1000 generated control networks
(3.65, black). (Source [10])
• Finding common genetic modifiers: Genetic modifiers are genes whose mutation can modify the risk
for the disease in carriers of a mutation in disease-causing gene. The PPI interactions of previously
known genetic modifiers can reveal their role in different diseases. For example, RBPMS, a genetic
modifier of the gene ATXN1, is found to be a major hub in the network, interacting for example
with the two ataxia-causing proteins Atrophin-1 (ATN1) and Quaking (QKI), each associated with a
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different disease (see figure 6). This suggests that ATXN1 might be a genetic modifier for these genes
as well, and demonstrates that many mechanisms might be shared by many disorders.
• GO analysis: New genetic modifiers for known Ataxia-causing genes can be identified from the network. This is indicated by the fact that GO enrichment analysis performed for the Ataxia network,
either with or without the seed genes, discovered enrichment in categories associated with previously
known genetic modifiers, like protein degradation, RNA metabolism and transcription.

Figure 6: Graphic representation of an ATXN1 subnetwork; Nodes depict interacting proteins in yellow,
ataxia-causing proteins in blue, and genetic modifiers of SCA1 pathology in orange. Genes mentioned in
the text are circled in red. (Source [10])
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Reconstructing anchored networks

In the anchored variation of the functional reconstruction problem, we are given, along with the interactions
network and the terminal nodes, a node called the anchor node which mediates the effect of the terminal
nodes. Here are some examples:
• A gene expression analysis of a normal strain compared with a knock-out strain. The anchor here can
be the deleted gene and the terminal nodes the differentiably expressed genes. Our objective in this
case would be to find a network that explains how the knocked-out gene regulates the expression level
of the terminal nodes.
• Some functional screening identifies numerous genes that affect a certain phenotype. However, that
phenotypic effect is previously known to be mediated by one enzyme (or a small number of enzymes).
In this case, the genes identified in the screening process are the terminal nodes and the enzyme is the
anchor. The objective is to find a network that explains how the identified genes communicate with
the enzyme to cause the final effect (For a concrete example of this sort, see section 4.6).
To formally describe the problem, an optimization criterion should be defined. A local optimization
criterion would seek the most reliable (minimum weight) path to the anchor independently for each terminal.
On the other hand, a global optimization criterion would find the most reliable sub-network containing both
the terminal nodes and the anchor. In sections 4.1 and 4.2 we will formally define the local and global
criterions respectively, and describe algorithms that find the optimal solution for each (or try to approximate
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it). In section 4.3, we will see that there is an inherent trade-off between these two criterions (there are
instances where optimizing one can be very bad for the other). In section 4.4 we will see an intermediate
approach that tries to approximately optimize both criterions to a certain degree, and in the last sections we
will see some examples for applications of this approach, as well as the local and global approaches. All the
sections that follow are based on the work by Yosef et al. [15].

4.1

Local strategy

In the local strategy, we try to find an a network that gives the most reliable explanation for each terminal
node independently. A path from the anchor to the terminal node explains it with reliability measured as the
product of interaction probabilities along the path. Since the weights on the edges are −log(probabilities),
this is equivalent to the sum of edge weights along that path. Formally, we would like to find a tree H ⊆ G
with root r (the anchor node) containing the terminal nodes X, which minimizes
FL (H) =

X

X

w(e)

x∈X e∈PH (x,r)

Where PH (x, r) is the (single) path in H leading from r to x.
This optimization problem has a simple polynomial solution - compute the shortest path independently
leading from r to each x ∈ X (for example, using the Dijkstra algorithm [4]), and return the tree formed by
uniting these paths.

4.2

Global strategy

In the global strategy, among all the possible connected sub-networks that contain all of the terminal nodes
and the anchor node, we search for the one that is most reliable (maximizes the product of interaction
probabilities, or equivalently minimizes the sum of edge weights). As in the local strategy, such a network
would obviously have to be a tree (because if the sub-network contains a cycle, we can achieve a better subnetwork by removing an arbitrary edge on that cycle). Formally then, we would like to find a tree H ⊆ G
rooted at r (the anchor point), and containing the terminal nodes X, which minimizes:
X

FG (H) =

w(e)

e∈E(H)

This is equivalent to the Steiner tree problem. In this problem we are given a weighted graph G = (V, E)
and a set R ∈ V of Steiner nodes, and the objective is to find a subtree of G that contains all nodes in R,
whose total weight is minimal. The decision version of this problem (in which we are also given a number
k and have to decide whether there exists such a subtree of weight < k) is known to be NP-complete [8].
However, in case the input graph G is undirected, there are constant factor approximation algorithms
for this problem. As an example, we will show how to get a simple 2-approximation [6]. First, construct
the transitive closure of G (a complete weighted graph, where the weight w(v, u) equals to the weight of
the shortest path from v to u in the original G). Let GL be the subgraph of this closure induced by the
Steiner nodes R. Then, compute the Minimum Spanning Tree (MST) TL of GL (for example, using the
Kruskal algorithm [4]). The tree TL can be transformed into a tree T in the original graph without gaining
any weight (by taking the union of the shortest paths corresponding to the edges composing TL ), and so to
show that T is a 2-approximation of the steiner tree S, it is enough to show that w(TL ) ≤ 2w(S).
To show this, we first double each edge of S to get a sub-graph whose degrees are even, and so it contains
a eulerian cycle [4]. Let X be that cycle, and then obviously
w(X) = 2w(S)
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(1)

Let HAM be the minimum hamiltonian cycle in the transitive closure GL . We can get a hamiltonian
cycle in GL by following the nodes in the same order as they appear in the euler cycle X but without repeting
nodes. This cycle would obviously be at least as heavy as HAM (HAM being the minimum cycle), but it
also can’t be heavier than X (Since it goes through the same nodes as X but uses only one edge in GL to
get from one node to the next, which is equivalent to the shortest path in G). This gives us:
w(X) ≥ w(HAM )

(2)

Finally, HAM is at least as heavy as TL (the minimum spanning tree), since removing any edge in
HAM will turn it into a spanning tree. So,
w(HAM ) ≥ w(TL )

(3)

Taking together (1), (2) and (3), we get w(TL ) ≤ 2w(S) as required. As the functional network reconstruction problem with the global optimization criterion is simply the minimal steiner tree problem with the
Steiner nodes being X ∪ {r} (the terminal nodes together with the anchor node), the above also gives us a
2-approximation solution to that problem.
For the variant where the input graph G is directed, there are no known constant factor approximations. A recent algorithm by Charikar ([2], the basis for the algorithm presented in section 4.4) gives an
approximation bound of O(k 1/i ) in time O(ni k 2i ) for any fixed i > 1.

4.3

Trade-off between local and global optimization

As the local and global criterions are both desirable qualities of the functional sub-network, we would
optimally want to optimize them both simultaneously. However, in this section we will show that they
can contradict, i.e the optimal local solution can perform badly when judged by the global criterion and
vice-versa.
First, notice that for any tree T , FG (T ) ≤ FL (T ) ≤ k · FG (T ) (where k is the number of terminal
nodes), since summing over all shortest path obviously sums over each edge in the graph at least once, and
not more than k times. This means that when optimizing for one of the criterions, there is a limit for how
bad we can do for the other one, or in other words the approximation bound is O(k).
To see that this is tight, see the examples in figure 7. Example A shows that the approximation bound for
the global solution where judged by the local criterion is Ω(k), and example B shows that the approximation
bound for the local solution where judged by the global criterion is Ω(k).

4.4

An intermediate approach

As both the criterions discussed above are desirable, but optimizing one can give very bad results for the
other, there is a need for an algorithm that does not give an optimal solution, but does not do very bad for
both. Such an algoithm is Charikar-α, developed by Yosef et al. [15], based on the directed Steiner tree
approximation algorithm by Charikar et al. [2]. The algorithm directly controls the tradeoff with a parameter
α that takes values in the range [0, 0.5]. The algorithm gives an approximation ratio of O(k 0.5+α ) for the
local functional network problem, and of O(k 1−α ) for the global functional network problem. This way, the
trade-off can be explicitly controlled using this parameter.
The algorithm is described for a directed network. This can be a desirable property in itself, in case the
network is actually directed (for example, in a PDI network the edge can be directed from a transcription
factor to the gene it regulates). In the directed variant, the 2-approximation for the global criterion that was
shown in section 4.2 is not possible, and the approximation algorithm given by Charikar for i = 2 ([2],
see section 4.2) identifies in this case with Charikar-α for α = 0.5. In this work, the input network was
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Figure 7: Examples proving the lower bounds for the approximation ratios. In both examples, the local
solution (shortest paths) is shown with continous edges, while the global solution (Steiner tree) is shown
with dashed edges. (A) An example proving the lower bound for the approximation ratio achieved by
the global solution when judged by the local criterion. (B) An example proving the lower bound for the
approximation ratio achieved by the local solution when judged by the global criterion. (Source [15])
undirected and the algorithm as described below works by first doubling each edge to get an equivalent
directed graph.
Like the 2-approximation algorithm for the minimal Steiner tree, this algorithm works on the transitive
closure GL of the original graph G. As a subroutine of the algorithm we will build 2-level trees in this graph,
rooted at the anchor r. These are trees where the distance from the root to any leaf is at most 2. We will
specifically focus on trees whose first level contains only one node v. For the clarity of the explanation, we
will call such trees 2-level simple trees. The density of each such tree will be measured by
d(T ) =

w(T )
k(T )0.5+α

Where w(T ) is the sum of weights of the tree’s edges, and k(T ) is the number of terminal nodes covered
by the tree. Intuitively, trees with low density are required, as minimizing the numerator corresponds to
the local criterion (searching for trees with low total weight, which means short paths leading from r to
v and then to each terminal), and maximizing the denominator corresponds to the global criterion (many
terminals sharing the same inner node v on their paths from the root, instead of each terminal getting a new
independent path).
In each iteration, the algorithm finds in GL the 2-level simple tree with the minimal density. Then the
set of terminal nodes covered by this tree is removed from X. At the end, the algorithm returns the union of
all the 2-level simple trees found.
Theorem 1. Charikar-α approximates FL to within a factor of O(k 0.5+α ).
Proof. Let Tv be the simple 2-level tree whose first level contains the node v. Let r be the anchor node, and
let Xv the set of terminal nodes in Tv . For any t ∈ Xv , the tree Tv was chosen by the algorithm in some
iteration over the tree containing just r and t. This means that Tv is less dense then this tree, or:
∀t ∈ Xv

w(Tv )
≤ w(r, t)
|Xv |0.5+α
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Since w(r, t) in the closure graph GL is simply the shortest path from r to t in the original G, the
above simple means that the density of Tv is less than the minimal shortest path from the root to any of its
terminals. Therefore, it is obviously less than the average shortest path from the root to any of the terminals,
or:
w(Tv )
w(r, Xv )
≤
0.5+α
|Xv |
|Xv |
where w(r, Xv ) is the sum of weights in GL (or shortest paths in G) from r to the terminals Xv . This
allows us to bound Wv , the sum of all path weights from r to Xv in Tv :
Wv ≤ |Xv |w(Tv ) ≤ |Xv |0.5+α w(r, Xv )
Finally, we can now bound the measure FL on our tree Tv (the sum of paths from r to X in the tree):
FL =

X
v

Wv ≤

X

|Xv |0.5+α w(r, Xv ) ≤ |X|0.5+α

v

X

w(r, Xv ) = k 0.5+α OP TL

v

Where OP TL is the sum of shortest paths from r to X in the original G.
Theorem 2. Charikar-α approximates FG to within a factor of O(k 1−α ).
This proof uses the following lemma due to Zelikovsky [16]:
Lemma 1. In a directed transitively closed graph, there exists a 2-level tree that provides a 2k 0.5 approximation to the directed Steiner tree problem.
The full proof is provided in [15]. Intuitively, Zelikovsky’s lemma is used to bound the density of
each partial 2-level tree found by the algorithm. What’s left is to show how this bound translates to the
approximation ratio when taking the union of such trees.

4.5

Application: Apoptosis

Apoptosis is the process of programmed cell death which occurs in multicellular organisms. It plays a
major role in several processes, including for example morphogenesis (the development of an organism’s
shape) and tissue homeostasis (replacement of cells when they become malfunctioned or diseased) [13].
This process can be executed in response to an external stimulus, via the activation of specific receptors
(termed Death Receptors), or in response to an internal stimulus (for example DNA damage). The signal
transduction leads from these stimuli to the activation of caspases (cystine-aspartic acid-proteases), who
then cleave their substrate, leading to cell death.
Apoptosis is a well-studied system, and so it was possible to manually assemble a comprehensive list of
77 proteins that act as the core apoptotic machinery. This list served as the terminal nodes for the algorithm.
The anchor nodes were the six caspase substrates (technically, since the algorithm only accepts one anchor
node, a new node was created downstream to all the substrates with incoming edges of confidence 1, and
this node was used as the anchor). Since this is an example of a system where the data is supposed to be
comprehensive, we do not expect many non-terminal nodes to appear in the network, and so we expect the
global approach to show the best performance. This is in fact the case, as demonstrated in figures 8 and 9.
Figure 8 shows the functional network, reconstructed by each of the three strategies:
1. The local strategy - using the optimal shortest paths solution (section 4.1)
2. The global strategy - using the 2-approximation for the minimal steiner tree (section 4.2)
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3. The intermediate startegy - using Charikar-0.25 (section 4.4).
Notice, that since for all three strategies, multiple optimal solutions are possible, to avoid arbitrarily choosing
only one solultion, many optional solutions were found and unified (by doing 100 random shuffling on the
order by which the algorithms iterate the nodes). This explains why these networks contain cycles.
On the top of figure 8, a specific sub-network is shown as a case study demonstrating the errors introduced using the local strategy in this case. This is the example of the adaptor protein FADD which is
recruited to the death receptors upon activation and recruits the initiator caspase. The network shows the
three main death ligands (ligands activating the death receptors) - FASL, TNF and TNFSF10, and the paths
linking them to the anchor node. As can be seen, in the global network (figure 8C) all three ligands are
channeled through FADD (which seems biologically plausible), but in the local network (figure 8A) the
path from these ligands to the anchor do not pass through FADD. The entire global network is shown in
figure 8F, and it can easily be seen from the color coding that the different functions are nicely clustered to
different parts of the network. The functional clustering is not very good in the local network (figure 8D)
and the intermediate approach gives, as expected, an intermediate result (figure 8E).

Figure 8: The reconstructed functional networks. The nodes are color-coded by the functional classification
given in the figure. (A)(B)(C) The FADD network. (D)(E)(F) The complete reconstructed functional network. (A) and (D) Using the shortest paths optimal solution. (B) and (E) Using Charikar-0.25. (C) and (F)
Using the Steiner tree 2-approximation. (Source [15])
A more quantative analysis of the results is given in figure 9. There, the performance is assessed by two
measures:
1. Functional coherence - the fraction of functionally coherent pathways. This is measured by computing the functional enrichment of the pathway connecting each terminal node to the anchor. The
12

significance of this enrichment is measured empirically by checking the functional enrichment of 100
randomly selected components of the same size. The final functional coherence measure is the fraction of terminals whose pathways is significantly enriched (counting only terminals whose pathway
contains at least 3 inner nodes). As can be seen, this measure is worst for the local approach, and
gradually improves as the strategy becomes more global.
2. Predictive score - the ability to recover unannotated proteins. This is measured by doing 2-fold cross
validation based on random partitioning of the set of terminal proteins, and repeating this process
100 times. To measure the success of each cross validation, the set of APT proteins is compared to
the predicted set of APT proteins (proteins that appear in the network) using the Jaccard similarity
coefficient [14] (which gives a value in the range [0, 1] where 0 means the sets are disjoint and 1 means
they are the same). It can be seen that the local approach does significantly better in this aspect, which
shows its advantage when there is missing data.
While each extreme strategy does best in one of the above aspects, the intermediate approach (the
Charikar-α algorithm) does consistently well on both aspects.

Figure 9: Performance of the different strategies on the apoptosis data, measured by the functional coherence
and the predictive score. (Source [15])

4.6

Application: Telomerase

All eukaryotic cells have linear chromosomes. To prevent the end of these chromosomes from being recognized as DNA breaks (by DNA reparing mechanisms), these ends contain special conserved protein-DNA
structures called Telomeres. Due to an inherent problem in the DNA replication mechanism (the end replication problem), the end of the chromosomes are not replicated. This means that the telomere is shortened
in each cell division. This of course puts a limit on the number of possible cell divisions. The shortening
of the telomere is thought to be related to the phenomena of aging, as there is a clear correlation between
telomere length and age.
To prevent the cell division limit to be passed on to the next generation, the enzyme Telomerase adds
telomeric repeats to the chromosomal ends. This enzyme is suppressed in most cells, and is expressed only
at the early stages of development. However, in cancer cells the telomerase is active, thus enabling them to
divide indefinitely. This makes the telomerase an attractive target for cancer therapy.
In yeast, the telomerase is active and the telomere length is constant, but the regulatory pathway maintaining its length is mostly unknown. Recently, two genome surveys were done where different knock-out
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strains were screened for their telomere length, and classified to one of three categories - unchanged, short,
or long [1] [5]. These screens found 250 non-essential genes whose deletion affected the telomere length
(i.e were classified as ”short” or ”long”). These genes, together with 23 other genes that were reported in
the literature, compose the set of the Telomere Length Maintenance (or TLM) genes. In this case, the TLM
genes served as the terminal nodes for the algorithm. The anchor nodes were the ’telomerase machinery’
composed of 10 telomere-binding proteins.
There are probably a large number of genes missing from the TLM list (false negatives). This can be
inferred from the fact that the overlap between the two genome surveys was moderate. Therefore, in this
case (as opposed to the apoptosis case presented in section 4.5), there is a clear drawback for using the
global strategy. There are two main objectives in reconstructing the functional network in this case:
1. Identify new unknown genes that help regulate the telomere length. This could include essential genes
which obviously can not be identified in a knock-out screening.
2. Discover the regulatory pathway by which the deleted genes cause the change in telomere length.
First, the performance of each method was tested in regards to optimizing each optimization criterion
- the local criterion (FL ), the global criterion (FG ) and a combined criterion (FCOM B ) which consists of a
weighted average of the first two. The results are shown in figure 10. As expected, the Charikar-α algorithm
performs best regarding the combined criterion. However, it can also be seen that for the two other criterions,
the empirical approximation bounds in this case are much better than the theoretical ones.

Figure 10: Empirical approximation ratios of the different approaches on the apoptosis data. The best result
in each column is marked with a red circle. (Source [15])
Finally, the following tests were made to determine whether the resulting pathway is good in answering
the two objectives set above:
1. To test whether the algorithm is good in determining new genes, cross validation is done, as in the
apoptosis case (section 4.5). As before, this is measured by the predictive score (P-S in figure 11).
2. To test whether the constructed network provides valid hypotheses of key pathways that control the
telomere lengths, they measured:
(a) The funtional coherence (F-C), as for the apoptotic data.
(b) The monochromaticity (M-C) - the consistency of the phenotype observed within each pathway.
This means that we expect that each pathway leading from a terminal node to the anchor node
would consist mostly of genes whose deletion causes long telomeres, or short telomers, but not
both kinds.
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(c) The phenotype vs. location measure (PvL) - measuring whether the centraility of the node in the
network is correlated with the magnitude of its effect on the telomere length.
As can be seen in figure 11, most of these measures (except for F-C) are worst for the global criterion.
The Charikar-α algorithm always gives reasonable results, and for the PvL measure it is the only strategy to
give significant results.

Figure 11: The performance of the different strategies. Performance measures are monochromaticity (M-C),
functional coherence (F-C), predictives score (P-S) and the phenotype vs. location measure (PvL). For PvL,
both a hypergeometric score and partial correlation index are shown (see details in [15]). Significance is
decided by a cutoff of 0.05 on the P-value, and non-significant results are marked NS. The best result in
each column appears in bold. (Source [15])
As a final validation, a new experiment was performed to detect the effect of essential genes on telomere
length [12]. Such genes can not be detected in knock-out experiments. This new experiment, together with
other new experimental data [11], gave 99 new genes with a measured effect on telomere length, who were
not included in the reconstruction processs. The performance of the different strategies with respect to these
new genes was measured in two ways:
1. Success rate (Suc) - measures how well the models were in predicting whether a gene has an effect on
telomere length (whether it is included in the network if it has an effect, or not included if it doesn’t
have an effect). This is simply the mean of the true positive rate and false positive rate.
2. Phenotype Prediction Accuracy (PPA) - measures how well the models were in predicting the observed phenotype (short or long) for the genes that show an effect. Every path from a TLM node to
the anchor node is classified as long if most genes on it show the long telomere effect, short in the
opposite case, or undecided if there is an equal number of genes showing either effect. Then, every
non-terminal gene is classified as long if all the decided pathways to which it belongs are classified
as long, short in the opposite case and undecided otherwise. For example, the two essential proteins
shown in figure 12 are classified as short based on the data shown, and they were indeed shown to have
a short phenotype in the new experimental data set. The PPA measure is the percentage of correcly
predicted phenotypes for the new proteins whose phenotype was determined in the new experiment.
These two measures are shown for all the strategies in figure 13. As can be seen, the global strategy is,
again, the worst. The local and intermediate models show more similar results, but with Charikar-0.25 being
clearly better (success rate 33% and prediction accuracy 86%).
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Figure 12: Part of the reconstructed functional network (all paths leading from GON7 to the anchor node).
The red nodes are essential genes (and so their phenotype was unknown before the new experiment). Blue
nodes are terminal nodes whose mutants have a short telomere. White nodes are genes whose phenotype is
unknown. The unknown genes (red and white) in this example will are predicted to show a short phenotype.
(Source: lecture presentation)

Figure 13: The performance of the different strategies on the new data. Performance measures are success
rate (Suc) and phenotype prediction accuracy (PPA). For the PPA, the numerator and denominator are given
in parentheses. The best result in each column appears in bold. (Source [15])
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