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In this lecture we complete the discussion of Global Methods of Functional Annotation and present Network Modules Identication methods: Protein Complexes Identication (MCODE, NetworkBLAST, Modularity and Community Structure in Networks) and Biclustering(SAMBA) and CoIP data analysis(CODEC).

1 Functional Annotation - Global Methods
In the previous lecture we saw several local methods of nding functions. Similar to local methods, global
methods are based on the assumption that proteins involved in similar functions are more likely to interact.
However, global methods use dierent strategies for the prediction of protein function and some of them will
be described here.

1.1 Functional ow
The local methods that we saw in the previous lecture [15, 10] do not consider the global topology of the
protein interaction graphs. Therefore, considering the 2 instances shown in Figure 1, all local methods will
produce the same result for protein

a

of independent paths between protein

in both instances. These methods ignore information on the number

a

and the annotated proteins, in addition, these methods treat all

distances equally. The method described in Nabieva

et al.

[13] is a network ow, where every protein with

known function is a source of ow to the other proteins, and the edges are weighted according to their
reliability.

The functional ow algorithm generalized the principle of guilt by association to groups of

proteins that may or may not interact with each other physically. A general outline of this algorithm is as
follows:

•

Each protein with known function is treated as a source of ow for that function.

•

For each function, ow spread is simulated by an iterative algorithm using discrete time steps.

•

The

capacity

•

The

reservoir

of an edge is dened to be its weight and will represent its reliability.
of a node is the amount of ow the node can pass to its neighbors. Source nodes have

innite reservoir; for all others it is initially zero.

•

The algorithm is run for several iterations.

•

Each iteration a node pushes ow residing in its reservoir such that:





Flow is proportional to edge capacities of the node.
Capacity constraints are satised.
Flow only spreads from more lled to less lled reservoirs.

• Functional score:
∗ Based

amount of ow that entered the protein's reservoir throughout the algorithm.

on a previous scribes by Udi Ben Porat, Ophir Blieberg, Shaul Karni And Aharon Sharim.
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Figure 1: Source [13].Two protein interaction graphs that are treated identically by Neighborhood-Counting
with radius 2 when annotating protein

a.

Dark colored nodes correspond to proteins that are known to take

part in the same process.

1.1.1 The formal algorithm
• R(u)

reservoir of

• g(u, v)

ow from

u.
u

Innite for sources; otherwise it is initiated as zero .
to

v.

Initially, on time

0,

there is no ow on all edges. At each subsequent time

step, the reservoir of each protein is recomputed by considering the amount of ow that has entered
the node and the amount that has left:

X

a
Rta (u) = Rt−1
(u) +

(gta (v, u) − gta (u, v))

(1)

v:(u,v)∈E
At each subsequent time step, the ow proceeding downhill and satisfying the capacity constraints:

gta (v, u)

(
0
=
min(wu,v , P

if

wu,v

(u,y)∈E

d=6

wu,y )

a
a
Rt−1
(u) < Rt−1
(v),

(2)

otherwise

•

The algorithm is run for

•

The nal functional score for u is the sum of all ows which entered into the vertex during the whole

iterations (enough to propagate ow from the source to all recipients).

algorithm run:

fa (u) =

d
X

X

gta (v, u)

(3)

t=1 v:(u,v)∈E

1.1.2 Comparison to previous approaches
There are several methods for performance evaluation. One of the methods uses Receiver Operator Characteristic (ROC) curves to compare the number of correctly predicted proteins vs number of proteins predicted
incorrectly. A protein is considered to be predicted correctly if at least half of the predicted functions are
correct.

An example of such comparison we can see at Figure 2 (Nabieva

et al.[13]).

It shows that the

Functional Flow algorithm identies more true-positives (TPs) over the entire range of false positives (FPs)
than either GenMultiCut or Chi-square, using radius 1,2 and 3.
Another method for performance comparison is to show a relation between
predictions of the algorithm that are really correct, and
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recall :

precision :

percentage of

percentage of real functions that the algorithm

Figure 2: Source [13].

ROC Analysis of Neighborhood Counting (Majority), Chi-square (Neighborhood),

GenMultiCut(ILP) and FunctionalFlow on the yeast UNWEIGHTED physical interaction map

Figure 3: Source [2]. Precision versus Recall curves for Neighbor Counting, Chi-square, Functional Flow,
MRF
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Figure 4: Illustration of the basic idea of probabilistic methods. The function of the red node is independent
of all the nodes in the graph except its direct neighbors (yellow)

succeeded to predict, like in Figure 3 (Chua

et. al.

[2]). From this gure one can assume that the complicated

methods using global network data (Chi-square, Functional Flow) have lower performance than simple
methods like Neighborhood Counting, whereas the MRF method (which is not explained here) has the best
performance in comparison to Neighbor Counting, Chi-square and Functional Flow.

1.2 Probabilistic methods
Another approach for predicting functional annotations is using probabilistic modeling.
The basic idea of the probabilistic methods is that a node's function is independent of the function of nondirect neighbors given the function of its direct neighbors. A protein's function depends on its neighbors'
function, the neighbors' functions depend on their neighbors and so on.

This means that if we label a

node in a particular function - it is conditionally independent of all other nodes given its neighbors (See
illustration in Figure 4). Conditional independence of all other nodes given a vertex's neighbors is called

Markovian property.

In a simpler model a

Markov chain

which the conditional probability distribution of
is a function of

xn

xn+1

is a sequence

x1 , x2 , x3 , ...

of random variables in

on past states (values of previous variables,

x1 , ..., xn )

alone, i.e:

P (xn+1 = an+1 |x1 = a1 , x2 = a2 , ..., xn = an ) = P (xn+1 = an+1 |xn = an )

(4)

In other words, the chain satises the Markovian property, in any state it remembers only the previous
state. Similarly we can dene

Markov Random Field

(MRF) as an undirected graph in which the vertices

represent the random variables and the edges reect the relation between these random variables. The graph
will also maintain the short memory property (Markovian property). The state of a given vertex

xt

given

its immediate neighbors states is independent of all the other vertices states, i.e:

P (xt = at |xs = as , s 6= t) = P (xt = at |xs = as , s ∈ N ei(t))
as

Nei(t)

is the group of indexes of the

(5)

t 'th vertex neighbors.

In order to nd protein function we can dene a random variables in such a way that each random variable
corresponds to a protein, and its states correspond to certain functional annotations. The joint distribution
of the random variables can be shown to factorize over the cliques of the network [1]. Gibbs sampling can be
used to infer the unknown functional annotations. Gibbs Sampling is an algorithm for generating a sequence
of samples from the joint distribution of multiple random variables when the distribution is unknown but
the conditional distribution of each variable is known.

1.3 Module based methods
A trivial usage of modules in order to predict gene function will be guilt by association. In other words,
given a module that some of its proteins are known to have a certain function we can predict that the
other proteins of the module also have this function. In the following sections we will describe a number of
algorithms for automatic module detection.
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2 Network Modules Identication - Clustering
2.1 Introduction
The main topic of this lecture is the discovery of gene/protein modules in a given network.

A

module

is

a set of genes/proteins performing a distinct biological function in an autonomous manner. The genes in
a module are characterized by coherent behavior with respect to certain biological property. Examples of
modules:

• Transcriptional module :
• Protein complex :

a set of co-regulated genes sharing a common function.

assembly of proteins that build up some cellular machinery; commonly spans a dense

sub-network of proteins in a protein interaction network.

• Signaling pathway :

a chain of interacting proteins propagating a signal in the cell.

The following discussion focuses on nding protein complexes.

2.2 Clustering
2.2.1 Introduction
The goal of clustering algorithms is to partition the elements (genes) into sets, or

clusters, while attempting

to optimize:

• Homogeneity
• Separation

- Elements inside a cluster are highly similar (connected) to each other.

- Elements from dierent clusters have low similarity (are sparsely connected) to each other.

In real biology, however, clusters may overlap and need not cover the entire proteome.

Figure 5: On the left is the input similarity matrix. Green and red indicate low and high similarity values
respectively. On the right is the result of a clustering algorithm, where the rows and columns are ordered
according to the clustering.

2.2.2 Clustering approaches
• Hierarchical -

A hierarchical clustering method produces a classication tree where the elements of

the input set are at the leaves.

Each node represents a cluster which is dened by the elements in

its subtree and contained in the bigger cluster dened its ancestor, but its elements are more related.
Therefore, every tree level represents a ner clustering than its predecessor.
specic partitioning is obtained.
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In this approach, no

• Non-hierarchical -

A non hierarchical method generates a partition of the elements into (generally)

non-overlapping groups.

2.2.3 Selected methods
•

MCODE: Molecular Complex Detection [3].

•

NetworkBLAST[12]

•

Modularity and Community Structure in Networks[11].

2.3 MCODE
The MCODE clustering algorithm is a greedy algorithm which detects densely connected regions in large
protein-protein interaction networks that may represent molecular complexes. The method is based on vertex
weighting by local neighborhood density and outward traversal from a locally dense seed protein to isolate
the dense regions according to given parameters[3]. The MCODE algorithm operates in three stages: vertex
weighting, complex prediction and postprocessing.

2.3.1 Vertex weighting
For a given graph

•

The

G(V, E) (|V |

open neighborhood

vertices adjacent to

v.

number of vetrices and

of a vertex

The

• Density

The

weight

k:

corresponds to highest

k

of a vertex

NG (v) = {u ∈ V (G)|uv ∈ E}, the set of all
v ∈ V (G) is dened as NG [v] = {v}∪NG (v),

v.

graph

G(V, E)

s.t. for all

v ∈ V (G), deg(v) ≥ k .

which yields a non-empty graph.

DG =

of a graph with no loop is fraction of edges out of all possible vertex pairs:

v

and

n

2|E|
|V |(|V |−1) .

2n
kv (kv −1) where kv is the vertex size of the neighborhood of
is the number of edges in the neighborhood.

The density of the
vertex

including

is a graph of minimal degree

• Highest k-core

•

v

number of edges) we dene several terms:

is dened as

closed neighborhood

the set of all vertices adjacent to

• k−core

v ∈ V (G)

|E|

of a vertex

k -core

of vertex

v ∈ V (G)

v

is

is dened as the density of the highest

(the immediate neighborhood density of

v

including

v ),

k -core

of its closed neighborhood

multiplied by the corresponding

k.

This weighting

scheme further boosts the weight of densely connected vertices.

2.3.2 Molecular Complex Prediction
The second stage, molecular complex prediction:

•

Takes as input the vertex weighted graph

•

Seeds a complex with the highest weighted vertex

•

Recursively moves outward from the seed vertex, including vertices in the complex whose weight is
above a given threshold

 w

w

is a given percentage away from the weight of the seed vertex

v

or vertex weight percentage

parameter.



if a vertex is included, its neighbors are recursively checked in the same manner to see if they are
part of the complex. A vertex is not checked more than once.

•

The process stops once no more vertices can be added to the complex based on the given threshold

•

The process is repeated for the next highest unseen weighted vertex in the network.

w.

In this way, the densest regions of the network are identied. The vertex weight threshold parameter denes
the density of the resulting complex. A threshold that is closer to the weight of the seed vertex identies a
smaller, denser network region around the seed vertex.
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2.3.3 Postprocessing
The goal of this stage is to lter or to add proteins in the resulting complexes by certain connectivity criteria.
Complexes are ltered if they do not contain at least a 2-core(graph of minimum degree 2). If the algorithm
is run using the 'haircut' option, the resulting complexes are 2-cored, thereby removing the vertices that are
singly connected to the core complex. The algorithm may be run with the 'u ' option, which increases the
size of the complex according to a given 'u ' parameter between 0.0 and 1.0. For every vertex

v

in the

complex, its neighbors are added to the complex if they have not yet been seen and if the density of the
neighborhood that they create with

v

is higher than the given 'u ' parameter. Vertices that are added by

the 'u ' parameter are not marked as seen, so there can be overlap among predicted complexes with the
'u ' parameter set.
Resulting complexes from the algorithm are scored and ranked.

The complex score is dened as the

product of the density of the complex subgraph and the number of vertices in the complex subgraph. This
ranks larger more dense complexes higher in the results.
MCODE may also be run in a directed mode where a seed vertex is specied as a parameter. In this
mode, MCODE only runs once to predict the single complex that the specied seed is a part of.

When

analyzing complexes in a given network, one would nd all complexes present (undirected mode) and then
switch to the directed mode for the complexes of interest. The directed mode allows one to experiment with
MCODE parameters to ne tune the size of the resulting complex according to existing biological knowledge
of the system. In directed mode, MCODE will rst pre-process the input network to ignore all vertices with
higher vertex weight than the seed vertex. A seed vertex for directed mode should always be the highest
density vertex among the suspected complex.

2.3.4 MCODE Limitations
There are several limitations in MCODE: the algorithm is heuristic and do not based on a probabilistic
model. Without using the 'u ' parameter the resulting complexes cannot overlap. Another problem is how
to determine the threshold parameters in order to receive good results.

2.4 NetworkBLAST[12]
Opposite to MCODE 2.3 that is completely heuristic approach, the NetworkBLAST method is based on
probability analysis, nevertheless, it still uses some greedy heuristic steps (as the problem is NP-hard).

2.4.1 A world of likelihood
Firstly, we are going to dene term of

Likelihood.

For some experimental data, determination of its proba-

bilistic model means estimation of the data values distribution, e.g. data D is estimated by distribution that
is dened by probabilistic model
to observe our data

M (Θ).

So, for probabilistic model

M (Θ) we dene likelihood

as probability

D.
L (M (Θ)) = P (D|M (Θ))

So, one of the acceptable approaches to dene the parameter

Θ,

(6)
i.e. data distribution, is to maximize

the likelihood of our data, given the probabilistic model

M (Θ).

slightly dierent parameter that is called

and is dened by

likelihood ratio
Λ=

where

M0 (Θ)

is a default random (

null )

Nevertheless, we are going to deal with a

Neyman-Pearson

L (M1 (Θ))
L (M0 (Θ))

model and

as

(7)

M1 (Θ)

is called

alternative model

and it is more

structured to our data.
So, our purpose is to compare the two models and to conclude which one is more preferential for our data
set. We use this likelihood ratio as a scoring function to assign a score to protein complexes we inferred,
i.e. we compare probability of the inferred complexes in the
complex in the random model.
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alternative

model vs probability of the same

2.4.2 Scoring, take I
Now assume that we found proteins complexes (we will show very simple algorithm that nds such complexes), i.e. we found some set of proteins that we expect it to be complex, and we want to give it score.
When assigning a score to a complex, in the alternative model, every possible interaction in the subnetwork
exists with some high probability

p,

independently of other protein pairs. This approach to assign probabili-

ties is correct due to our assumption that in the complex each node is connected to all other ones. In the null
model, every two proteins

u, v

are connected with probability

p (u.v)

that depends on their degrees.

p (u.v)

can be estimated by generating a collection of random networks preserving the degree of every protein and
calculating the fraction of networks in which an interaction between
the two alternatives for a set of proteins

Λ (C) =

C

with a set of interactions

p
p(u, v)

Y
(u,v)∈E 0

Y
(u,v)∈E
/ 0

u and v exists.
E 0 is thus

The likelihood ratio of

1−p
1 − p(u, v)

(8)

Pay attention, that if we apply logarithmic function on both sides and set the weight of each edge

p
p(u,v) > 0 and the weight of each non-edge
a subgraph is the sum of weights of its vertex pairs.

to be

log

(u, v)

to be

log

1−p
1−p(u,v)

<0

(u, v)

, we have that the score of

This approach is simplied as model assumes that both edges and not-edged are the same, but we saw
that this is not correct and in previous sections we showed dierent edge probabilities.

Now we want to

incorporate edge reliabilities also into our model.

2.4.3 Scoring, take II
Let's treat interactions between vertices in our model not as real, but rather as noisy observations, and dene

Ou,v

as set of such observations on interactions between

Λ (C) =

Y
(u,v)∈V 0 ×V 0

where
tein pair

u, v .

Now likelihood ratio will be represented as

P r (Ou,v | MC )
P r (Ou,v | MN )

MC is alternative model of complexes and MN is null model.
u, v interacts with probability P r (Ou,v | Tu,v , M ) and does not

(9)

Given that in model M the prointeract with

P r (Ou,v | Fu,v , M ),

likelihood ratio is dened as

Λ (C) =

Y
(u,v)∈V 0 ×V 0

p · P r (Ou,v | Tu,v , MC ) + (1 − p) · P r (Ou,v | Fu,v , MC )
p (u, v) · P r (Ou,v | Tu,v , MN ) + (1 − p (u, v)) · P r (Ou,v | Fu,v , MN )

(10)

r(O)
P r (O | T, M ) = P r (T, M | O) PPr(T,M
) where P r (T, M | O) can be calculated
from observations on model M and P r (Tu,v , M ) is an apriori knowledge if edge between u, v exists in model
20000
20000
M. For example if we have 20000 true PPI, so P r (Tu,v ) = 6000 ≈
. The only unknown parameter is
( 2 ) 60002
P r (O), but as we use fraction, it is dropped.
According to Bayes rule,

2.4.4 Search algorithm
In order to calculate the score of the complex, we still need to nd it before, and here we use some greedy
algorithm. Starting from all the heaviest pairs or triangles in graph as seed, try in greedy manner to add
a new vertex, such that it increases complex score, or remove a vertex, such that removal also increases the
complex score. We continue these steps until some local maximum is reached, i.e. found a local complex
that is quite good and cannot be improved through local changes (adding/removing of a single protein).
The main catch is that the algorithm starts from many similar seeds, so it may nally get similar complexes.
To avoid this, the nal stage of the algorithm comprises ltering of the overlapping complexes: calculates
intersection between complexes and drops the one with smaller score. In fact, we leave complexes with not too
large intersections, e.g. no more than half of complex size. Such an approach for complexes ltering exposes
one of the algorithm's drawbacks: in real world we can, obviously, nd complexes pairs with overlapping
over 90% between them, but the algorithm lters such complexes and keeps only one of them.
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Figure 6: The vertices in many networks fall naturally into groups or communities, sets of vertices (shaded)
within which there are many edges, with only a smaller number of edges between vertices of dierent groups.

2.5 Modularity and Community Structure in Networks[11]
The previous approach NetworkBLAST (2.4) overcomes most of MCODE(2.3) drawbacks, but this algorithm
still works locally.
Now consider another way that denitely has its own advantages, like global view on the system, but it
has greater complexity and also prevents from clusters to be overlapped, that, usually, does not happen in
nature.

2.5.1 Modularity of a division
Many real-world networks including social networks, computer networks, and metabolic and regulatory
networks, are found to divide naturally into communities or modules. The problem of detecting and characterizing this community structure is one of the outstanding issues in the study of networked systems. We will
discuss an approach that optimizes the quality function known as ``modularity'' over the possible divisions
of a network.

We will also show that the modularity can be expressed in terms of the eigenvectors of a

characteristic matrix for the network, which is called modularity matrix, and that this expression leads to
community detection algorithm.

2.5.2 Division into two groups
Suppose then that we are given, or discover, the structure of some network and that we want to determine
whether there exists any natural division of its vertices into non overlapping groups or communities, where
these communities may be of any size.
Let us approach this question in stages and focus initially on the problem of whether any good division of
the network exists into just two communities. The problem is that simply counting edges is not a good way
to quantify the intuitive concept of community structure. A good division of a network into communities is
not merely one in which there are few edges between communities; it is one in which there are fewer than
expected edges between communities.

So we are looking not for cases that the number of edges between

two groups is expected on basis of random chance, but rather for ones that the number of edges within the
groups is signicantly more than we expect by chance.
This idea, that true community structure in a network corresponds to a statistically surprising arrangement of edges, can be quantied by using the measure known as modularity [14].

The modularity is, up

to a multiplicative constant, the number of edges falling within groups minus the expected number in an
equivalent network with edges placed at random.

If community sizes are unconstrained then we are, for

instance, at liberty to select the trivial division of the network that puts all of the vertices in one of our
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two groups and none in the other, which guarantees we will have zero intergroup edges and our modularity
parameter will be zero too. Clearly, this division does not tell us anything of any worth.
Suppose our network contains

i
between vertices i

si = 1

if vertex

n

vertices. For a particular division of the network into two groups let

si = −1 if it belongs to group 2. And let the number of edges
Aij , which will normally be 0 or 1, although larger values are possible in networks
allowed. (The quantities Aij are the elements of the so-called adjacency matrix.)

belongs to group 1 and
and

j

be

where multiple edges are

At the same time, the expected number of edges between vertices

i

j

P and if edges are placed at random is
ki kj
, where ki and kj are the degrees of the vertices and M =
ki = 2|E| is the total number of edges
M
degrees in the network. Thus the modularity
is given by the sum of Aij − ki ∗ kj /M over all pairs of

Q

i j

vertices ,

that fall in the same group.

Observing that the quantity

1
2

(si sj + 1)

is 1 if

i

j

and

are in the same group and 0 otherwise, we can

then express the modularity as

Q=
=

1
2

X

(Aij − ki ∗ kj /M | i, j in the same group) =

P 
ij Aij −

ki kj
M



(si sj + 1) =

1
2

P 
ij

Ai,j −

ki ∗kj
M



P

ki =

P

M=

where the second equality follows from the observation that

(11)

i

si sj
ij

Aij .

Eq. 11 can conveniently be written in matrix form as

Q=
where

1 T
s Bs
2

(12)

s is the column vector whose elements are the si and we have dened a real symmetric matrix

B

with elements

Bij = Aij −

ki kj
M

(13)

which we call the modularity matrix. Observing this matrix properties, it is easy to note that the elements
of each of its rows and columns sum to zero, so that it always has an eigenvector (1,1,1, . . .) with eigenvalue
zero. Matrix

B is also symmetric, so it is diagnosable, i.e.

Given Eq. 12, we proceed by writing
that

s=

Q=

Pn

i=1

a i ui

with

ai = uTi  s.

it has real eigenvalues.

s as a linear combination of the normalized eigenvectors

ui

of

 X
X
X
1 T
1X
1X
1X
s Bs =
ai uTi B
(aj uj ) =
ai uTi
aj (Buj ) =
ai uTi
aj (βj uj ) =
2
2 i
2 i
2 i
j
j
j
=

where

βi

is the eigenvalue of

orthonormal basis of

B.

B

B so

Then we nd

1
2

P P
i

j

ai uTi aj βj uj =

1
2

P

corresponding to eigenvector

Assume that the eigenvalues are labeled in decreasing order,

i

(14)

a2i βi

ui .

Note that

∀i 6= j : uTi uj = 0

β1 ≥ β2 ≥ . . . ≥ βn .

as

ui

are

We want to maximize

the modularity by choosing an appropriate division of the network, or equivalently by choosing the value of
the index vector

s . This means choosing s so as to concentrate as much weight as possible in terms of the

sum in Eq. 14 involving the largest (most positive) eigenvalues. If there were no other constraints on our
choice of

s (apart from normalization), this would be an easy task: we would simply chose s proportional

to the eigenvector

u1 .

This places all of the weight in the term involving the largest eigenvalue

β1 ,

the other

terms being automatically zero, because the eigenvectors are orthogonal.
Unfortunately, there is another constraint on the problem imposed by the restriction of the elements of

s to the values

±1,

which means

s cannot normally be chosen parallel to

u1 .

Let us do our best, however,

and make it as close to parallel as possible, which is equivalent to maximizing the dot product
straightforward to see that the maximum is achieved by setting
positive and

si = −1

si = 1

uT1  s.

if the corresponding element of

It is

ui

is

otherwise. In other words, all vertices whose corresponding elements are positive go

in one group and all of the rest in the other. This then gives us the algorithm for dividing the network: we
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compute the leading eigenvector of the modularity matrix and divide the vertices into two groups according
to the signs of the elements in this vector.
We immediately notice some satisfying features of this method. First, as has been made clear, it works
even though the sizes of the communities are not specied. Unlike conventional partitioning methods that
minimize the number of betweengroup edges, there is no need to constrain the group sizes or articially forbid
the trivial solution with all vertices in a single group. There is an eigenvector (1,1,1, . . .) corresponding
to such a trivial solution, but its eigenvalue is zero. All other eigenvectors are orthogonal to this one and
hence must possess both positive and negative elements. Thus, as long as there is any positive eigenvalue
this method will not put all vertices in the same group.
It is, however, possible for there to be no positive eigenvalues of the modularity matrix. In this case the
leading eigenvector is the vector (1,1,1, . . .) corresponding to all vertices in a single group together. But
this is precisely the correct result: the algorithm is in this case telling us that there is no division of the
network that results in positive modularity, as can immediately be seen from Eq. 14, because all terms in
the sum will be zero or negative. The modularity of the undivided network is zero, which is the best that
can be achieved. This is an important feature of the algorithm. The algorithm has the ability not only to
divide networks eectively, but also to refuse to divide them when no good division exists. The networks in
this latter case will be called indivisible. That is, a network is indivisible if the modularity matrix has no
positive eigenvalues.

Algorithm
Input:

1:

A module

g

in a network

Compute the leading eigenpair

if β1

is positive

u1

and

β1

s = (s1 , s2 , ..., sng )
s = −1 otherwise.

Compute the vector

u1

of the modularity matrix

B̂[g].

then

is positive and

with

si = +1

if the corresponding element in

if sT B̂[g]s is positive then
Let

g1 be the
g1

set of positive indices in

s.

return

end if
end if
return

g

2.5.3 Division into more than 2 groups
In the preceding section a simple matrix-based method for nding a good division of a network into two
parts is described. Many networks, however, contain more than two communities, so we would like to extend
the method to nd good divisions of networks into larger numbers of parts. The standard approach to this
problem, and the one adopted here, is repeated division into two: we use the algorithm of the previous
section rst to divide the network into two parts, then divide those parts, and so forth.
In doing this it is crucial to note that it is not correct, after rst dividing a network in two, to simply
delete the edges falling between the two parts and then apply the algorithm again to each subgraph. This is
because the degrees appearing in the denition, Eq. 11, of the modularity will change if edges are deleted,
and any subsequent maximization of modularity would thus maximize the wrong quantity.
correct approach is to write the additional contribution

g

of size

ng

Instead, the

4Q to the modularity upon further dividing a group

in two as

4Q = [elem. of g are split into 2 subgroups (corresponding to s)] − [all the elem. of g are within 1 group g]


X
X
1
1 X
1 X
Bij (si sj + 1) −
Bij =
Bij − δij
Bik  si sj = sT Bˆg s
(15)
=
2 i,j∈g
2 i,j∈g
2
i,j∈g
k∈g
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where

δij is

1 for

i=j

and 0 otherwise, we have made use the fact that

matrix with elements indexed by the labels

i,j

of vertices within group

B̂(g)ij = B(g)ij − δij

X

g

s2i = 1,

and

Bˆg

is the

ng × ng

and having values

(g)

Bik = B(g)ij − δij fi

(16)

k∈g
Because Eq. 15 has the same form as Eq. 12 we can now apply the approach to this generalized modularity
matrix, just as before, to maximize

4Q

is correctly zero if group

g

4Q.

Note that the rows and columns of

Bg

still sum to zero and that

is undivided. Note also that for a complete network Eq. 16 reduces to the

previous denition of the modularity matrix, Eq. 13, because

P

k

Bik

is zero in that case.

In repeatedly subdividing the network, an important question we need to address is at what point to halt
the subdivision process. A nice feature of this method is that it provides a clear answer to this question: if
there exists no division of a subgraph that will increase the modularity of the network, or equivalently that
gives a positive value for

4Q,

then there is nothing to be gained by dividing the subgraph and it should

be left alone; it is indivisible in the sense of the previous section. This happens when there are no positive
eigenvalues to the matrix

Bg ,

and thus the leading eigenvalue provides a simple check for the termination

of the subdivision process: if the leading eigenvalue is zero, which is the smallest value it can take, then the
subgraph is indivisible.
Thus the algorithm is as follows. We construct the modularity matrix, (Eq. 13), for the network and nd
its leading (most positive) eigenvalue and the corresponding eigenvector. We divide the network into two
parts according to the signs of the elements of this vector, and then repeat the process for each of the parts,
using the generalized modularity matrix, (Eq. 16). If at any stage we nd that a proposed split makes a zero
or negative contribution to the total modularity, we leave the corresponding subgraph undivided. When the
entire network has been decomposed into indivisible subgraphs in this way, the algorithm ends.

Algorithm
Input:

2:

A network with

n

vertices,

n>1

P ← {{1, 2, .., n}}
Mark the single group in

P

as divisible

while there are divisible group in P do
g ←a divisible group in P
g1 ←the return value of Algorithm
if |g1 | = 0 or |g1 | = |g| then
Mark

gi

1 on the module

as indivisible

else
g2 ← g \g1
P = P \{g} ∪ {g1 , g2 }
for i = 1 to 2 do
if |gi | = 1 then
Mark gi as indivisible

else
Mark

gi

as divisible

end if
end for
end if
end while
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g

3 Network Modules Identication - Biclustering

Figure 7: The two leftmost diagrams illustrate gene and condition clustering while the rightmost diagram
illustrates biclustering.

3.1 Introduction
The clustering problem deals with gene similarities as reected by their activity across

all conditions is

that all genes in the cluster share the exact same functions, and are therefore all eected by the same
conditions. In reality, however, many gene products are known to have more than one function. This
means that a group of genes displays similar expression behavior across

some

of the conditions (those

related to the shared function), while displaying dierent properties when looking at conditions relating to
functions not shared among all the genes in the group. The standard clustering approach is oversimplied
to detect such cases, creating the need for the more rened,

local, approach of biclustering.

It should be noted that while the clustering problem always creates disjoint clusters that cover all the input
set, biclusters may overlap, and they usually cover only a part of the matrix. This overlap is expected
when assuming that each bicluster represents a function, and that genes have more than one function.
Biclustering takes as an input the same conditions activity matrix, and tries to nd statistically signicant
sub-matrices in it, also called

biclusters.

These structures imply a joint behavior of some genes under some

conditions. While clustering methods can be applied to either rows or columns of a data matrix separately,
biclustering methods perform clustering in the two dimensions simultaneously.

3.2 Statistical-Algorithmic Method for Biclustering Analysis (SAMBA)
The SAMBA algorithm[17] shifts the problem domain from nding sub-matrices with coherent behavior to
the well researched domain of graph theory.

The algorithm rst converts the input genes vs.

conditions

G = (U, V, E) where U is the set of conditions, V is the set of genes
condition u, that is, if the expression level of v changes signicantly in

expression data into a bipartite graph
and

u

(u, v) ∈ E

i gene

v

responds in

with respect to its normal level. This reduces the problem of discovering the most signicant biclusters in

the data to nding the densest subgraphs in a bipartite graph

3.2.1 Statistical model
Because dierent genes/conditions have a typical noise characteristics, not all dense subgraphs are
statistically signicant (the more noisy genes/conditions have high probability of appearing in dense
subgraphs at random). To distinguish between real dense sub-graphs and statistically insignicant ones
we will compare the graph to a random graph with similar characteristics. The result will be a weight
function on the pairs

ratio score.

(u, v).

In order to do that a random graph model will be used to produce a
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likelihood

Figure 8: Illustration of biclustering approach: nding high similarity submatrices and dense subgraphs

Random graph model.
pair

(u, v)

The null hypothesis model, or random graph mode, assumes that each vertex

p(u, v), independently of all other edges. p(u, v) is dened to be
(u, v) in a random degree-preserving bipartite graph. p(u, v) is well

forms an edge with probability

the probability of observing an edge
approximated by

du dv ,
m

where

du

is the degree of

U , dv

is the degree of

V,

and

m

is the total number of

edges.

Bicluster model.

The alternative hypothesis model, or bicluster model, assumes that each edge of a

bicluster appears with a constant high probability

Likelihood ratio score.

pc .

The likelihood ratio score

Y

L(B) =

(u,v)∈E 0

logL(B) =

X

log

(u,v)∈E 0

L

of a sub-graph

is

Y
1 − pc
pc
p(u, v)
1 − p(u, v)
0

(17)

u,v ∈E
/

Pc
+
p(u, v)

X

log

(u,v)∈E
/ 0

pc
p(u,v) and the non edges to
B being simply the sum of weights of its edges and non-edges.
Setting the weights of the edges to

B = (U 0 , V 0 , E 0 )

log

1 − Pc
1 − p(u, v)
log

(18)

1−pc
1−p(u,v) will result in the score of

3.2.2 Finding the heaviest biclique in a bipartite graph
Theorem 1 Finding the heaviest biclique in a bipartite graph is NP-hard
Proof:

G = (V, E) transform it to G0 = (V, V, V ×
(u, v) and w(u, v) = −|V |2 for each non-edge, and
original graph there is a biclique of weight k in the

This is shown by reduction from CLIQUE. Given a graph

V, w) such that w(u, v) = 0 for
w(v, v) = 1. If the larges clique

each original edge
is of size

k

in the

bipartite graph. There is no heavier biclique because this will result in a larger click in the original graph as
will be shown next.
If the heaviest biclique in the bipartite graph is

k

for some

k>0

there is a clique of size

k

in the original

graph, this is because there is clearly no edge that was not in the original graph in the biclique because this
will produce

k < 0,

hence, the same group of vertices is a clique in the original graph.
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3.2.3 Finding maximum bounded biclique
To cope with the NP-hardness of the problem we examine a restriction of it, where one side of the bipartite
graph is assumed to have a bounded degree.

This is motivated by the observation that most genes have

bounded degree and that high degree genes are less informative (will appear in biclusters at random with a
high probability). Under this assumption a maximal bounded bipartite subgraph can be found in
time, where

d

is the upper bound for the degree, and

n

O(n2d )

is the number of genes. As we shall later see, this

assumption is not used in practice.
The

Maximum Bounded Biclique

problem calls for identifying a maximum weight complete subgraph of a

d. Given
0
0
0
w and a bi-graph
G
=
(U,
V,
E)
a maximal bounded biclique is a biclique B = (U , V , E )
P
0
0
u∈U ,v∈V w(u, v) is maximal. Naturally, the amount of conditions in the
such that the weight W (B) =
biclique is bounded by d. We dene N (v) as the neighborhood of v . Formally, N (v) = {u ∈ U | (v, u) ∈ E}.
d
The following algorithm can then be used to nd the maximum biclique in O(n2 ):
given weighted bipartite graph G, such that the vertices on one side of G have degrees bounded by
the weight function

Algorithm MaxBoundedBiClique [18]:
M axBoundBiClique(U, V, E, d) :
Initialize a hash table

weight; weightbest ← 0

for all v ∈ V do
for all S ⊆ N (v) do
weights[S] ← weights[S] + max{0, w(S, {v})}

if (weight[S] > weightbest ) then
Ubest ← S
weightbest ← weight[S]

end if
end for
Compute
Output

Vbest =

T

u∈Ubest

N (u)

(Ubest , Vbest )

The iterative stage of this algorithm, attempts to nd the best scoring condition group.
scanning, for each vertex

v ∈V,

all

O(2d )

This is done by

subsets of its neighbors (Note that this means we do not scan all

possible condition groups). We then update the score for the optimal biclique for this condition group by
adding

v

to the biclique (if this improves the score). When the iterative stage is done, each tested condition

group has the best biclique score associated with it, and we know the best overall biclique score. Finally, we

Vbest participating in the biclique with Ubest by taking only vertices neighboring
Ubest . Note that the iteration over subsets of N (v) is done by repeatedly
subset S by adding or removing a single element, updating w(S, {v}) in constant time.

compute the group of genes

to all conditions in the group
changing the current

3.2.4 Finding maximum bounded bipartite subgraph
Given a bipartite graph

w(B) will be maximal.

G = (U, V, E)

and a weight function

A weight function that assigned

w,

nd a sub-graph

B = (U 0 , V 0 , E 0 )

such that

+1 for edges and −1 for non-edges will be used here,

but, the same reasoning can be expanded for a general weight function. Formally, given a bipartite graph

G = (U, V, E)

assume that the weights are +1 for an edge

(u, v) ∈ E

and -1 for an edge

(u, v) ∈
/ E.

Lemma 2 For an optimal bicluster B = (U 0 , V 0 , E 0 ) each condition u ∈ U 0 is adjacent to at least |V 0 |/2
genes
Proof:

If there is such condition

u

that is adjacent to less than half the genes, then it contributes more

edges of weight -1 than +1 and therefore has a total negative contribution to the score. It can therefore be
removed and heavier sub-graph will be formed, contradicting B's optimality.
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Lemma 3 For an optimal bicluster B = (U 0 , V 0 , E 0 ) each gene v ∈ V 0 is adjacent to at least |U 0 |/2 conditions.
Proof:

The same argument as the proof of the previous Lemma.

Lemma 4 For an optimal bicluster B = (U 0 , V 0 , E 0 ), |U 0 | ≤ 2d
Proof:

This is an immediate result of the previous Lemma: If each gene is adjacent to at least

conditions and each gene has a bounded neighborhood of d conditions then

|U 0 |/2

|U 0 | ≤ 2d.

Lemma 5 For any subset X ⊆ U 0 there exist a gene v ∈ V 0 such that v is adjacent to at least |X|/2 members
of X .
Proof:

X such that each gene v ∈ V 0 is connected only to < |X|/2 members of X . This leads to
0
0
the conclusion that U \X induces a heavier bicluster than U because each gene contributes a negative score
to X .
Assume

Corollary 1 For an optimal bicluster B = (U 0 , V 0 , E 0 ), U 0 can be covered with at most log(2d) sets each
contained in the neighborhood of some v ∈ V 0 . This allows an O((n2d )log(2d) ) algorithm that can be generalized to produce k heaviest biclusters by storing the k heaviest in a heap (and adding a multiplicative factor
of log(k)).
3.2.5 The SAMBA Algorithm
Although the algorithm described above is polynomial in
power, due to the fact that

d

n,

it is still infeasible with today's computational

is too large. The SAMBA algorithm attempts to address this problem.

SAMBA proceeds in three phases. First, the model bipartite graph is formed and the weights of vertex
pairs are computed. Second, several heavy subgraphs are sought around each vertex of the graph. This is
done by starting with good seeds around the vertex and expanding them using local search. The seeds are
found using the hashing technique of the

MaxBoundedBiClique

algorithm, for all subsets of neighbors

of size 4-6 (eectively restricting the algorithm complexity). The local improvement procedure iteratively
applies the best modication to the current bicluster (addition or deletion of a single vertex) until no score
improvement is possible.
To avoid similar biclusters whose vertex sets dier only slightly, a nal step greedily lters similar biclusters with more than some threshold overlap (usually 20%). The following summarizes the second phase:
1. Find heavy bicliques using algorithm 3.2.3, while restricting to 4-6 neighbors of each gene.
2. Greedy expansion of heaviest bicliques to contain each gene/condition.
3. lter overlapping biclusters, this is done to avoid similar biclusters whose vertex set dier only slightly.

3.3 Results obtained with SAMBA
3.3.1 Quality Evaluation when a classication of the genes or conditions is known
The quality of a bicluster solution is determined using a given classication of the conditions or genes as
follows: suppose prior knowledge partitions the
with b conditions, out of which
is

Ci ,

bj

m conditions into k classes, C1 , ...., Ck . Let B be a bicluster
Cj . The p-value of B , assuming its most signicant class

belong to class

is calculated as


P (B) =

X

|Ci |
k

bi ≤k≤b
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m − |Ci |
b−k


m
b


(19)

Hence, the p-value measures the probability of obtaining at least
set of size

b

bi

elements from the class in a random

(This is also known as a hypergeometric score).

The main tool in evaluating biclustering results using prior biological knowledge is a

plot.

The plot depicts the distribution of

p-values

correspondence

of the produced biclusters, using for evaluation a known

classication of conditions or a given gene annotation. The plot is generated as follows: For each value of
the plot presents the fraction of biclusters whose

p-value

is at most

p

p

out of the top biclusters. One should

note that high quality biclusters can also identify phenomena that are not covered by the given classication.
This, theoretically, can result in a biologically true bicluster which seems to have a random overlap with
known annotations. Nevertheless, it is expected that a large fraction of the biclusters will conform to the
known classication.

3.3.2 Comparative Analysis
Tanay

et al.

applied SAMBA to a dataset that contained the expression levels of 4,026 genes over 96 human

tissue samples, which are classied into 9 classes of lymphoma and normal ones [17]. The authors compared
their performance to:
1. Cheng and Church's algorithm on the lymphoma dataset [20].
2. Random annotation of the 96 samples (preserving class sizes).
Correspondence plots for the biclusters are shown in the next gure. The plots demonstrate that the biclusters
generated by SAMBA are much more statistically signicant than those obtained with the Cheng-Church
algorithm.

Figure 9: Source: [17]. Correspondence plots for SAMBA, the algorithm of Cheng and Church (2000), and
random biclusters.

3.3.3 Combined Yeast Dataset
Modern experimental techniques in biology collect massive amounts of information on the behavior and
interaction of thousands of genes and proteins across diverse conditions.

These techniques are used to

interrogate complex biological systems. It is impossible to fully characterize such complex cellular systems
by focusing completely on a single control mechanism, as measured by a single experimental technique. To
gain deeper understanding of the systems, it is appropriate to analyze heterogeneous data sources in a truly
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integrated fashion and shape the analysis results into one body of knowledge.

Tanay

et al.

[16] applied

SAMBA to a diverse sources of biological information from yeast:

•

1,000 expression proles, representing 70 sets of conditions from 27 dierent publications.

•

110 transcription factor binding location proles [6].

•

30 growth proles [4].

•

1,031 protein interactions [8].

•

4,177 complex interactions and [5].

•

1,175 known interactions from the MIPS (Munich Information center for Protein Sequences) database
[7].

An extensive collection of identied modules can improve our understanding of specic biological processes.
The authors used transcription factor binding proles and their correspondence to modules to create a
detailed representation of the yeast transcriptional program. They have also automatically generated more
than 800 function predictions for uncharacterized yeast genes and veried some of them experimentally.

3.3.4 Quality Evaluation when the classication is unknown
The statistical signicance of the modules was validated by performing a randomized control test (see Figure
[18]). SAMBA was applied to real and shued data sets and the distributions of the module were compared:
Randomly shued graphs were used to test the statistical signicance of the module: Random shues of the
original graph
edges

(g1, p1)

in the graph.

G

were obtained by repeatedly selecting two random edges and crossing them (i.e., replacing

and

(g2, p2)

by

(g1, p2)

and

(g2, p1)),

provided that the latter two edges were not already

This process preserves all of the degrees in the graph.

Because the graph includes edges

with dierent probabilities, only pairs of edges with nearly identical probabilities were crossed the expected
number of crosses for each edge was 10. For each module size (size is dened as the size of its gene set) the
distribution of the scores was computed. The 90%, 80%, and 50% percentiles for true modules and the 95%,
90% and 50% percentiles for modules in randomized data were plotted. The score distribution was computed
on the largest 300 modules not exceeding the given size. It is evident that the scores of a large fraction of
the modules detected in the original data exceed the maximal random score. For each module size the value
of the random 95 percentile was used as a threshold for true module acceptance. The graph also shows that
modules with 40-70 genes carry a particularly high information content. Indeed, many biological processes
in yeast consist of several dozens of interacting proteins or co-regulated genes.
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Figure 10: Source: [16]. Likelihood of true and random modules as a function of module size: Modules were
obtained by applying SAMBA to real and random (shued) data sets.

3.3.5 A Sample SAMBA Biclustering result
A bicluster is graphically represented as matrix of genes by properties. Dierent types of properties are colorcoded dierently to indicate the strength of property assignment (weak-strong binding, low-high phenotype
sensitivity, down-up expression regulation). The genes in the bicluster exhibit a uniform behavior.

Figure 11: Source: [16]. An example of a SAMBA bicluster.
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3.3.6 A Global Map of the Yeast Transcription Network based on SAMBA results.
SAMBA enables the simultaneous analysis of the entire network and the exploration of the relations among
transcription factor binding proles, biological processes and DNA regulatory motifs in a single map (see next
gure). The transcription network map contains as nodes all processes that are signicantly overrepresented
in at least one module (oval with the process name) and all of the transcription factors that are signicantly
associated with at least one of those modules (gray circles).

The authors associate a transcription factor

with a process (edge) whenever there exists a module annotated with that process

(P < 0.01)

that has the

transcription factor binding prole as one of its properties.

Figure 12: Source: [16]. Functional modules and their transcription factors in the yeast system.

3.3.7 Function Prediction
Tanay

et al.

also used SAMBA to derive functional annotation of uncharacterized yeast genes. The method

employed is often referred to as

guilt by association :

uncharacterized genes in modules showing a high

correlation to groups annotated for a biological process are likely to participate in the same process [16].

functional enrichment. The specicity of
cross validation : repeatedly applying SAMBA to data

This is also known as

this approach was tested by performing a

ve-way

sets in which one-fth of the known gene

annotations were hidden and testing the specicity of predicting the function of these genes. Overall, the
authors obtained 60%−80% specicity for a variety of functional classes (see next gure) including mating,
amino acid metabolism , sporulation , glucose metabolism and lipid metabolism. Average specicity ranged
between 58% and 78%, depending on the strictness threshold used for the annotation.
Apparent errors in classication may be a result of ambiguous annotation terms or from non-specic
categories and may represent missing experimental information rather than misclassication. For example,
the stress response and cell cycle categories are very general and intersect many other processes. Stress
annotated genes are often also related to carbohydrate metabolism and transport. The resulting classication
for such genes may therefore reect an additional function rather than an error.
The scheme was used to generate putative functional annotations for 874 uncharacterized Yeast genes.
Tanay

et al.

proceeded to experimentally analyze ve yeast strains deleted for ORFs predicted by SAMBA

to be involved in mating. Quantitative mating experiments showed that four of the strains exhibited reduced
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mating ability, conrming the involvement of these genes in the mating process.

Figure 13:

Source:

[16].

Each subgure plots the distribution of true functions in genes annotated by

SAMBA with a specic function. Subgures that show partition into several sizeable functions are often a
result of overlapping biological processes.

3.4 CODEC: Complex detection from CoIP data[9]
The discovery of protein complexes based on yeast two hybrid data is a challenging task, since a protein
complex may share common members with other complexes, and not all members of a certain protein complex
directly interact with one another. CoIP data, however, can be used for nding complexes by itself since
co-immunoprecipitation experiments directly test complex co-membership: a

prey

purication of its complex co-members (

bait

protein is tagged and a

proteins) is made followed by mass spectrometry.

CODEC is based on reformulating the protein complex identication problem as that of nding significantly dense subgraphs in a bipartite graph.

We construct a bipartite graph whose vertices on one side

represent prey proteins, and vertices on the other side represent bait proteins. Edges connect a bait protein to its associated preys obtained by tagging it, into binary interactions using the spoke model, where a
purication is translated into a set of pairwise interactions between the bait and each of the precipitated
preys.
In addition, we impose a consistency requirement: some proteins occur in the data both as baits and
as preys. For such proteins we require that if a certain prey (bait) vertex is included in the subgraph, so
must be the corresponding bait (prey). These denitions are exemplied in Figure14. The example data
set contains 10 proteins marked as P1-P10 (Figure 14a). The proteins used as baits are P3, P4, P5 and P7.
There are two sets of preys that are supported by more than one bait: {P2,P3,P4,P5} and {P5, P6, P7,
P8}. It can be hypothesized that these sets correspond to two protein complexes, shown in Figure 1b. In
both cases the consistency requirement is satised.
We use a variant SAMBA algorithm to nd complexes where unlike SAMBA, the search procedure
also ensures that the consistency requirement is met by coupling together the prey and bait instances of a
protein. The signicance of the identied clusters is evaluated by comparing their scores to those obtained
on randomized instances where the edges of the bipartite graph are shued while maintaining node degrees.
Finally, only signicant clusters will be kept and all redundant clusters with high overlap among them will
be eliminated similarly to the original SAMBA algorithm.
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Figure 14: Source [9]. An example data set. (a) An input bait-prey graph. Baits are colored in blue and
preys are colored in red. (b) Two possible protein complexes and their corresponding subgraphs.

3.4.1 Graph construction and algorithm details
G = (U, V, E),

Let us represent the CoIP data as a bipartite graph

purications with specic baits, and vertices on the other side
detected in all the purications and the set of baits.
addition, every purication with a bait

u

where vertices on one side

U

represent

represent the union of the set of preys

Edges connect baits to their associated preys.

is connected to

to evaluate a candidate protein complex.

V

u

In

on the prey side. We use a likelihood ratio score

The score measures the t of a subgraph to a protein complex

model versus the chance that the subgraph arises at random, as in original SAMBA algorithm.

We use

(v, v) is
(ii) A protein that was used as a bait but was never detected as a prey gets an articial

weighting that is identical to SAMBA, with only two following exceptions : (i) An edge of the form
assigned zero weight.

prey vertex. For such a vertex, consider two weighting schemes. The rst, that is called

w0 ,

sets all weights

involving articial vertices to 0, based on the assumption that these cases represent proteins that cannot be
detected as preys due to experimental limitations. The second scheme, that is called

w1 ,

treats such vertices

the same as all other vertices, resulting in all the weights involving articial vertices being non-positive.
The searching in this algorithm is quite similar to SAMBA with additional

consistency requirement :

a

protein represented by a vertex on the bait side must be also represented by a vertex on the prey side. This
is reected in two steps: seeds denition and greedy expansion. During the seeds denition the seeds are
dened as bicluiqes augmented by additional vertices so that the consistency requirement is satised. During
the greedy expansion, at each iteration, all possible vertex additions to the seed and vertex deletions from
the seed are considered, where baits are coupled to their corresponding preys to maintain consistency.

3.4.2 Quality assessment
Consider quality of the produced complexes by measuring their specicity and sensitivity with respect to
a set of gold standard (known) complexes. To this end, for each output cluster we nd a known complex
with which its intersection is the most signicant according to a hypergeometric score. The hypergeometric
score is compared with those obtained for 10,000 random sets of proteins of the same size, and an empirical

p -value

is derived. These empirical

p -values

are further corrected for multiple hypothesis testing using the

false discovery rate procedure (Benjamini and Hochberg, 1995[19]).
complex if it has a corrected
Let

C

p -value lower than 0.05.

A cluster is a signicant match to a

be the group of clusters from the examined result set, excluding clusters that do not overlap any

of the true complexes. Let

C∗ ⊆ C

be the subset of clusters that signicantly overlap a known complex. The

specicity of the result set is dened as

| C ∗ | / | C |.

Let

T

be the set of true complexes, excluding complexes

whose overlap with the examined data set is less than 3 proteins and ensuring a maximum inter-complex
overlap of 80%. Let

T∗ ⊆ T

be the subset of true complexes with a signicant match by a cluster. The

sensitivity of the result set is dened as

| T ∗ | / | T ||.

The
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F-measure

is a measure combining the specicity

Figure 15: CoIP datasets

and sensitivity measures. It is dened as the harmonic average of these two measures:

2∗
In addition, let's dene also

accuracy

specif icity ∗ sensitivity
specif icity + sensitivity
measure.

(20)

This measure also evaluates the quality of complex

predictions against a gold standard set. The accuracy measure is the geometric mean of two other measures:

positive predictive value (PPV)
Ti,j

matching complex. Let

and

sensitivity.

PPV measures how well a given cluster predicts its best

be the size of the intersection between the

ith

annotated complex and the

j th

complex prediction. Denote

Ti,j
Ti,j
=
P P Vi,j = Pn
Tj
i=1 Ti,j
where

n

is the number of annotated complexes, and

sizes. The PPV of a single cluster

j

Tj is the sum of the sizes of all of cluster j

(21)
intersection

is dened as

n

P P Vj = max P P Vi,j
i=1

(22)

The general PPV of the complex prediction set is dened by

Pm
PPV =

j=1 Tj P P Vj
Pm
j=1 Tj

m is the number of complex predictions.
accuracy measure can be inuenced by small

(23)

where
The

and insignicant intersections of a predicted complex

and an annotated one. For example, if a predicted complex intersects only one annotated complex, and the
size of the intersection is 1, the PPV of that predicted complex will be 1.0. Thus, we could dene a threshold
to limit the eect of such small intersections, and evaluate the dierent solutions under varying thresholds.

3.4.3 Datasets used
•

Gold standard complexes



•

229 complexes from the MIPS database
193 Gene Ontology complexes from the Saccharomyces Genome Database

CoIP datasets (Figure 15)

3.4.4 Results comparison
Now, let's show results of comparison of protein complex identication approaches with CODEC algorithm.
For each method we show the sensitivity of the output solution as a function of one minus its specicity. For
CODEC we show two receiver operating characteristic (ROC) curves, corresponding to dierent weighting
strategies (w0 and

w1 ).

The evaluation is based on a comparison to known protein complexes. The CODEC

plots are smoothed using a cubic spline.
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Figure 16: Comparison to binary approaches: MCODE, MCL on Krogan et al., 2006

Figure 17: Comparison to supervised methods: various approached on Gavin
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