SPASS

Class notes for lecture given in Automated Theorem Proving course by Mooly Sagiv
by Uri Juhasz

1. Introduction:
SPASS is a theorem prover for first order logic with equality (FOL).
First order logic is undecidable but its valid theorems are RE — there are
algorithms to enumerate all valid formulae.
SPASS tries to prove a formula’s validity by trying to refute its negation — it

tries to find a proof for L from — — as it uses a complete proof system, a

refutation, if exists, will be found given enough time and space — hence
SPASS is theoretically complete.
The proof system SPASS uses is a variant of resolution.

2. First Order Logic with equality
SPASS operates over standard FOL with equality and uses the standard
definitions of:
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All terms for X T

Atomic Formula
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Satisfiability

Validity

Equisatisfiability of formulae
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3. Representation
We want to prove a formula is valid by proving its negation is unsatisfiable.
The language of FOL as defined is not convenient for automatic proofs hence

SPASS converts the negation of a given formula —¢ to an equisatisfiable

normal form:
1. By Skolemization we get an equisatisfiable universal formula.
2. We convert the quantifier free part of 1 into CNF — this gives us a
formula equivalent to 1.
3. We remove all universal quantifiers from 2 — this gives us a quantifier
free formula that is equisatisfiable with 2.

After these processes we have a CNF formula that is equisatisfiable with the
negation of the original formula.

A literal in a CNF formula is an atomic formula or its negation.

A clause in a CNF formula is a disjunction of literals.



A CNF formula is a conjunction of clauses.

A CNF clause is represented as a multi-set of literals.
A CNF formula is represented as a multi-set of clauses.
We write a clause as:

I'->A where I',A are multi-sets of atomic formulae, I" are the ones
appearing negatively and A are the ones appearing positively.

The empty clause @—@ is written as [] and is equivalent to -

A refutation of a formula is a proof of - from the formula by a sound proof
system.
The basis of the system SPASS uses is resolution.

Unification
In order to define SPASS’s proof system we give some auxiliary definitions:

(Finite)Substitution:

A total function 6:V-T (application written as xo), s.t. |{X: X6#V}|<N
Substitution is naturally extended to terms, literals and formulae.

Matcher:
A substitution o is a matcher for the terms s and t iff:
so=t
Renaming:

A substitution ¢ is a renaming if its domain is in V

Unifier:
A substitution o is a unifier for the terms s and t iff:
So=tc

Most General Unifier (mgu):
A unifier ¢ for the terms s,t is a most general unifier iff:
1. oisaunifier for s and t.
2. For every unifier 1 for s and t there is a substitution A s.t.
Ao=T.

For a pair of terms, if a unifier exists then an mgu exists and can be
found efficiently (linear in the term sizes).

Unification examples:

Term1 | Term 2 mgu Unified term A unifier substitution
X c (xc) ¢ (x~c)
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5. Resolution
Resolution is presented as a deduction system for our representation of FOL.
The deduction system works on the multi-set representation of FOL formulae
and is sound and complete:
Soundness means only consequences of the given formula are deduced
(consequences as defined for FOL).
Completeness means that EVERY consequence of the given formula
can be deduced (has a finite deduction).

Completeness specifically means that [] is deducible iff it is a consequence
(iff the formula is unsatisfiable).

SPASS’s version of resolution is presented as a calculus operating on multi-
sets of clauses — a rule either adds clauses (an introduction rule — marked by
an I) or replaces some clauses by some other clauses (a reduction rule —
marked by an R) (there are also splitting rules in SPASS — won’t be
discussed).

Propositional resolution:
Resolution for the propositional calculus is defined by the rule:

[LLASA T5ALA
T.T, >ALA,

For example
a,b—>c d—oeb

a,d —>c,e

Which in traditional notation is:
—av—-bvec —dvevb

—av—-dvcve

Here resolution is sound and complete and always terminates — as we
have a finite number of literals that can appear in any derivation (all
propositional variables and their negations).

Clausal form FOL resolution:
For FOL, a general form of resolution is:

Irl —>A,P T,,N—>A,
Ia,I,p—=>A0,AB

Where FV(I',,A,P)NFV(I,,N,A,))=0, o, are
substitutions and Po = N ={A}
That is - a,f collapse P and N to {A} — a singleton.



For example:
x=y->fx)=f(y) x=y,P(x)—>P(y)
x =y, P(f(x)) = P(f(y))

Where
P={f(x)=1(y)}
N={x=y}
o=()

B=xrHf(x),yf(y)
Which in traditional notation is:

x=y—>f(x)=1f(y) x=yaPx)—>P(y)
(x=yAP(f(x)) = P(f(y))

It is easy to see that this application does not in general terminate if the
signature contains function symbols.

Applying this rule requires choosing P,N,a, — and it is refutationaly

complete in the sense that there is a derivation of [] iff the original
formula is unsatisfiable.

A sound and complete refinement of this rule, using the mgu, is:

IF1 —ALP T,,N—>A,
I'e,I'no > A0,Ac

Where c=mgu(P,N).
Now we only have to choose P,N - calculating ¢ is done in linear time.

6. Improvements
The completeness of the resolution system means that if a formula is
refutable then by enumerating all resolvents we will eventually get a
refutation.
The brute force way of doing that is starting with the clausal form of
the formula and at each iteration applying resolution for each pair of
clauses with every possible choice for P,N — adding the new resolvents
to the clausal form — this is a sort of BFS on the resolvents.
With this method usually many resolvents will be added again and
again, many clause pairs will be considered potential for resolution
again and again while they are not, and many resolvents will be added
that will not take part in the refutation.

To tackle the first 2 problems we will keep track of which pairs have
been fully resolved — this has no logic implication ad will be detailed
later in the algorithm.



For the third problem several heuristics are developed:
1. Prevent certain clauses from being considered for resolution.
2. Prevent certain literals in a clause from being considered for
resolution.
3. Force an order when choosing the next pair to resolve.

Factoring:
For a given pair of clauses, we may have many options for choosing P
and N because they are sets of literals, if we want only to choose a
single literal from each clause (have P and N singletons) then we have
to unify the unifiable literals within the same clause outside of the
resolution rule — hence factoring:

I I'>AAB I I A,B—>A
I'c > Ao, Ac I'c,Ac > Ac

Where A B are literals.
And then we can use the simpler resolution:

IF1 —->ALA T,,B>A,
I'oe,I';~o > Ac,Ac

Where 6=mgu(A,B) — now an mgu of literals.

Factoring allows us to recognize the unifiable literals within each
clause once and for all and then have less options for resolution at each
resolution step while maintaining refutational completeness.

A factoring example:
P(f(x)), P(f(y)) > Q(x,y) P(z) > P(f(2))
P(z) > Q(z,2)

In one general resolution step with:
N={P(f(x)),P(f(y))}
P =P(f(2))
c:=mgu(P,N)=(x 27,y z)

But we would have 3 possibilities for choosing N.

With factoring we can derive:
P(f(x)),P(f(y)) = Qx,y)
P(f(x)) = Q(x,x)

With:
A =P(f(x))

B:=P(f(y))



o :=mgu(A,B)=(yH x)

And then simple resolution:
P(f(x)) > Q(x,x) P(z) > P(f(2)
P(2) - Q(z,2)

We could use resolution on either the original pair of clauses (2
options) or the new clause and the second clause (1 option) —
the search should be less expensive and if we prefer short
clauses for resolution we would get at the desired result earlier.

Subsumption:
SPASS uses (among others) a method of preventing provably
unnecessary clauses from being considered for resolution.

Subsumption eliminates from the set of active clauses all clauses that
are logically subsumed by another active clause — i.e. the subsumed
clause is logically weaker than the subsuming clause.

Formally:
I, > A, subsumes I') = A, iff

there is a matcher 6 s.t. I'occI', and AccC A,

Logically this means that anything that can be inferred from I, — A,
can be inferred from I', - A, and so the second is redundant and can
be removed.

The inference rule for subsumption is:
R I'—>A TI,-A,
I > A

Where I') = A, subsumes I', > A,

We should apply this rule as eagerly as possible — it does not lose us
proofs but reduces the number of active clauses.

Subsumption does not hurt soundness or completeness.

Subsumption is usually divided into 3 parts:
1. Subsumption on the input set.
2. Forward Subsumption: Subsumption of new resolvents by
older clauses.
3. Backward subsumption: Subsumption of older clauses by
newer ones.

A subsumption example:



P(x) > Q(x) P(a)—>Q(a)
P(x) = Q(x)

For the matcher ¢ :=(y > x)

Tautology Deletion:
Another simple optimization is Tautology deletion — removing all
clauses that are tautologies.
It can be shown for several resolution systems including this one that
tautologies cannot be part of a refutation.

The tautology deletion rule is:

RF,A—)A,A

7. A simple theorem prover
Armed with resolution and its improvements, we build a simple theorem
prover.
We use the following five rules:

Resolution:
Il“1 —->ALA T,,B>A,
I'e,I'no > Ac,Ac

o :=mgu(A,B)

Left and Right Factoring:

I I'—>AAB
I'c > Ao, Ac
IRAB%A
I'c,Ac > Ac

o :=mgu(A,B)

o :=mgu(A,B)

Subsumption:
R I'=>A TI,->A,
I > A

I, > A, subsumes I') > A,

Tautology Deletion:
R IA—>AA

We define some functions on clauses and sets of clauses:
a,b are clauses and N,M are sets of clauses.

fac(a) is the set of all conclusions of factoring from a.
res(a,b) is the set of all resolution conclusions from a,b.
taut(N) is the set N after saturation of tautology deletion.



sub(N,M)
strictsub(N, M)

choose(N)

Algorithm:

is the set of all clauses from N that are not
subsumed by a clause in M.

is the set of all clauses from N that are not strictly
subsumed by a clause in M.

fairly chooses a member of N and returns it,
removing it from N.

The algorithm works by maintaining 2 sets of clauses:
Wo are the worked out clauses — they are saturated w.r.t

resolution between themselves.

Us are the usable clauses — at each iteration one of them

1s chosen to be added to Wo.

N,Wo,Us,New are sets of clauses.
Given is a clause.

provel(N)

1. Wo=0O

2. Us := taut(strictsub(N,N))
3. while (Us#Z and [J¢Us)

4. (Given,Us)  :=choose(Us)

5. Wo :=Wo U {Given}

6. New :=res(Given,Wo) U {Given}
7. New := taut(strictsub(New,New))
8. New := sub(sub(New,Wo),Us)

9. Wo := sub(Wo,New)

10. Us :=sub(Us,New) U New

11. if ((J€Us) return refuted
12. else return proven

Line 2 is cleanup of the input.
Line 3 checks for the 2 termination conditions — saturation and

refutation.

Line 4 chooses the next clause to process.
Line 5 adds it to the worked-out clauses.
Line 6 does the actual resolution

Line 7 cleans up the new resolvents

Line 8 does forward subsumption

Lines 9,10 do backward subsumption



Invariants:
e Any conclusion from Wo is subsumed in either Wo or Us (or a
tautology).
e Wo and Us are reduces with respect to themselves and each other —
there is no pair in their union where one subsumes the other.

Partial Correctness:

By the invariants, upon termination, if N is refutable then [JeUs.

If Us=¢ then N is satisfiable (actually Wo will encode a Herbrand

model).
However — termination is not guaranteed — the encoding of the model
may be infinite.

An example run:
Each clause (original or resolvent) is numbered.
The literals are numbered in the clause left to right.

Input:
N:=
1. — P(f(a))
2. P(f(x)) = P(x)
3. P(f(a)),P(f(x)) >
Step Wo Us Given New
1 % {1,2,3} 1: > P(f(a)) %)

2 {1} {2,3} 2:P(f(x)) > P(x) 4:res(1.1,2.1): > P(a)
S:res(2.1,2.2): P(f(f(x))) —» P(x)

3| 12y | 345} 4: > P(a) >

4 {1,2,4} | {3,5} 3: P(f(a)),P(f(x)) > | 6:res(1.1,3.1): P(f(x)) —>
7:res(1.1,3.2): P(f(a)) >
8:res(2.2,3.1): P(f(f(a))),P(f(x)) —
9:res(2.2,3.2): P(f(a)),P(f(f(x))) —>
10:fac(3.1,3.2): P(f(a)) >

5 {14} {6} 6: P(f(x)) > 11:res(1.1,6.1): O

The reduction at step 4 is attained by subsumption — 2,7,8,9,10 are all
subsumed by 6.




Variations:
The implementation of choose has only to be fair — so there may be
several heuristics.
A simple heuristic used by SPASS is always choosing the smallest
clause — this is fair and each step costs less and it sometimes gives
faster convergence.

If a subset S of N is known to be satisfiable, then we can start Wo with
S and Us with N\S — this is called a set of supports (SOS) and used in
several theorem provers such as Otter.

The idea is that if we have sound axioms and we are trying to prove a
theorem, refutation must come from a combination of the theorem and
the axioms, and cannot come from the axioms alone.

Performance:
On large examples, it is observed that Us gets much larger than Wo
and that subsumption takes up most of the time.

A variant:
This variant does not do subsumption checks on Us and so saves most
of the time spent in the first one.
The price is a weakened invariant.

prove2(N)
I. Wo:=0
. Us := taut(strictsub(N,N))
. while (Us#J and []¢Us)
(Given,Us) = choose(Us)
if ( sub({Given},Wo) # &)

2
3
4
5
6. Wo  :=sub(Wo,{Given}) U {Given}
7
8
9

New :=res(Given,Wo) U fac(Given)

New := taut(strictsub(New,New))
New :=sub(New,Wo)

10. Us :=Us U New

11. if ((J€Us) return refuted
12. else return proven

Invariants:
e Any conclusion from Wo is subsumed in Wo or contained in Us (or a
tautology).

e Wo is completely reduced w.r.t. subsumption and tautologies.

These invariants are sufficient for partial correctness.



8. Ordering
Ordering (on literals) is used to reduce the number of possible resolutions
between 2 given clauses — hence reducing the number of inferences at each
resolution step.

Ordering as implemented in SPASS imposes an order on literals and tries to
resolve only maximal literals between any pair of clauses.

This greatly reduces the number of possible resolutions between each pair of
clauses and the number of pairs clauses considered for resolution.

This reduction may come at the price of completeness — but for certain
decidable logics it is still complete.

Ordered resolution:

o :=mgu(A,B)
Aismaximalin {I",,A,A}

Bis maximalin {I",,A,,B}

IF1 —->ALA T,,B>A,
I'oe,I'n~o > Ac,Ac

Propositional ordering example:

The order on literals is:
a<b<—a<—b

1: {a,b}

2: {a,—b}
3: {—a,b}
4: {—a,—b}

We can only resolve the following pairs:
(1.2,2.2),(1.2,4.2)
Rather than the 8 options that we have without ordering.

taut(fact(res(1.2,2.2))) = {5:{a} }
taut(fact(res(1.2,4.2))) = <&

So we only have one real option to advance:
taut(fact(res(5.1,3.1))) = {6:{b} }

And then

taut(fact(res(6.1,2.2))) gives nothing new
and

taut(fact(res(6.1,4.2))) = {7: {—a} }

Which immediately gives [] when resolved with 5.



It has been shown (De Nivelle) that for the propositional case any ordering
gives a complete calculus.

For predicate logic this is not always the case, however a certain class of
orders do give a complete procedure:

A liftable order < over literals is an order where for any substitution ¢, and for
any pair of literals A,B, A<B implies Ac < Bo.

A descending order is an order where:
. For any pair of literals A,B, and for any 2 renamings o, 62, A<B
implies Ac<Bo;
. Forany literal A, for any non-renaming substitution 6, Ac<A

Completeness for predicate logic has been proven for descending orders and
for liftable orders (de Nivelle).

Order in SPASS:
SPASS implements 2 orders:
Knuth Benedix KBO [Knuth & Benedix 1970]
useful for equalities
Recursive Path Ordering with Status RPOS [Dershowitz 1982]
useful for distributivity

9. Other features of SPASS
SPASS implements several other techniques:
e Sort constraint resolution
0 Using sorts as unary predicates to restrict resolution options.
e Hyperresolution
0 Sasd
e Paramodulation
0 Used for handling equality
e Splitting
0 Simulates case analysis by splitting a clause into 2 stringer
clauses

10. Conclusions
e Resolution can be used as a sound and complete semi-decision procedure
for FOL.
e Pure resolution is not efficient enough, several refinements are needed.
e Resolution does not immediately give a human readable proof and does
not immediately give a counter-example when it fails.
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