Algorithms for Molecular Biology Fall Semester, 2001

Lecture 11: January 17, 2002
Lecturer: Roded Sharan and Amos Tanay Scribe: Amos Tanay and Eyal Zach!

The following lecture briefly overviews selected topics from the general domain of ”func-
tional genomics” (with one deviation to SBH - sequencing by hybridization). Functional
Genomics is at the front line of todays computational biology, dealing with the understand-
ing of biological systems when the DNA sequence is already known.

Computational biology (or bioinformatics) emerged as a critical component in the scien-
tific machinery assembled to reconstruct large genomes DNA sequences. In the post-genomic
era, when the complete DNA sequence of many organisms is available, we begin using com-
putational techniques to answer the most fundamental questions of biology : what is the
function of each and any gene and gene product in the cell, how does these factors react to
different conditions and how do they interact to process information and create a biological
system.

In what follows we shall overview some techniques and describe some of the important
problems we study today. We begin by an introduction to DNA chips which are part of the
technological revolution enabling post-genomic high throughput biology. We then turn to one
of the basic problems in analyzing DNA chips experiments, clustering gene expression data,
provide some terminology and notion and describe CLICK, a clustering algorithm developed
for gene expression analysis. Following are some examples on applications of clustering to
study concrete biological questions.

In the last part of this lecture we introduce gene networks and overview the difficulties
and possibilities in the computational study of biological systems as a whole. We primarily
outline the problems and present the more promising directions in contemporary research.

11.1 Introduction

11.1.1 Functional Genomics

Having (almost) reached the end of Human Genome Project, the question that needs to be
asked is: “What’s next?”. The complete sequencing of the Human Genome is an immense
task, which is now declared as being completed (and is actually nearing completion). While
much work remains to be done even there, the existence of the full DNA sequence of an
organism represents only the beginning of a long journey toward the understanding of living
organisms. “functional genomics” is the study of the functionality of specific genes, their
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relations to diseases, their associated proteins and their participation in biological processes.
Our current knowledge on gene function is extremely limited, with most of the genes com-
pletely uncharacterized and only very few with exact known function. Most of the knowledge
gained so far in this area is the result of painstaking research of specific genes and proteins,
based on complex biological experiments and homologies to known genes in other species.
This “Reductionist” approach to functional genomics is hypothesis driven - we proceed by
suggesting a hypothesis and designing an experiment to check its correctness. However,
the complexity of living organisms make the challenge of fully understand complex biology
unachievable using these methods, and a new paradigm, holistic and high throughput is
emerging instead.

High throughput biology is based on our ability to collect large amount of information
on the cell such that we can use the information to generate hypotheses and not only to test
them. The technological revolution making this possible is combining robotics, computing
and material sciences. We can, today, use DNA chips to measure the mRNA levels of
an entire genome at a single experiment, or apply protein chips to do similar studies with
proteins. We can perform assays to capture thousands of interactions among proteins recre-
ating, in a single experiment, the work for which a whole laboratory would work for only
five years ago. Having the ability to collect much information still does not imply we can
actually use it, and the methodology of biological data analysis, hypothesis generation and
testing is at the core of the computational functional genomics domain.

11.1.2 Gene Expression

The first successful high-throughput biological experimentation method is enabling the mea-
surement of gene expression. Using one of several methods we can measure the mRNA level
of each gene present in a cell in a given condition. This information is very valuable since
we know that one of the most important regulatory mechanisms in the cell is transcription
control, which modifies the expression (transcription) rate of each gene to perform complex
coordinated tasks and adapt protein concentrations to a changing environment.

Biologically speaking, we can identify a large group of genes involved in a specific process
(e.g., heat shock) by performing a high throughput experiment in which a cell line (or cell
colony) is transformed into this condition (e.g., changed temperature) and we measure the
mRNA levels of all genes in the following few hours. Having measured transcription in the
entire genome, we should now have the complete list of genes whose transcription level is
being regulated by our specific condition.

Being the first successful high throughput method (apart from sequencing) we should note
that gene expression is biologically important but by no means tells the whole story, since
many other mechanisms regulate biological activity and are not visible in the transcription
level (post translational regulation is an important class of such mechanisms). However,
using transcription profiling, biologists have already expanded greatly our understanding
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of important biological processes (including cell cycle [19], cancer [3], metabolism [10] and
more).

11.2 DNA Chips/Microarrays

11.2.1 What is Hybridization?

As we have already seen, under normal conditions, the DNA molecule is composed of two
strands. These two strands are connected by hydrogen bonds, and together form the well-
known double helix structure.

When a solution containing DNA is heated, these hydrogen bonds disappear, and the two
strands drift apart. This single-stranded DNA is called denatured DNA (or single-stranded
DNA). When the solution is cooled, hydrogen bonds form between matching bases in the
strands. These bonds are formed in places where a match (or at least a partial match)
exists. If these bonds begin to form in corresponding parts of two strands, they will quickly
completely join and the double-helix will reappear. However, this is not guaranteed to
happen. Bonds can form even between strands of different DNA molecules or strands of
different length.

Consider a heated solution of some target DNA molecule. Let us take short single-
stranded chains of nucleotides, called oligonucleotides (or oligos for short), that we have
synthesized and add them to the solution. Each oligo is a known nucleotide sequence be-
tween 10 and 12 bases long. Now, when the solution is cooled, the oligos will stick to parts
of the target that contain a DNA sequence complementary to that of the oligo. The re-
sulting composition is called hybrid DNA. Each oligo thus probes for the presence of its
complementary sequence, and indeed oligos are called probes

Many biological techniques are based on hybridization. For instance, consider the follow-
ing situation: Given human DNA and oligos obtained from coding regions of mouse DNA
(each one several hundred bases long). We can now create a hybrid of the two. Since homol-
ogy between these DNAs exists mostly in the coding regions, we can use the hybridization
to infer where human coding regions are. If the oligos are tagged, either with fluorescent
dye or radioactive label, one can detect where the oligos hybridized with the DNA, and thus
infer what the coding regions are (or at least, which regions deserve further study).

11.2.2 DNA Chips

Hybridization experiments were traditionally performed using page-sized filters, with each
filter having about 10 bands displaying whether hybridization occurred or not. With the
development of miniaturization, small chips, containing an array of 100 micron dots are able
to perform simultaneously thousands of hybridization experiments. This can be done using



4 Algorithms for Molecular Biology (©)Tel Aviv Univ.

Biotinylated RNA
X target fram esperi-

\ /' mentalsample
~ NS S

-~ - YOAN
Eachprobe cell contains N '

millions of copies of a specific

CGenedip wgression oligonucleotide probe LY

analysis probe array

Streptravidin-
phycoerythrin
conjugate

Im age o f hiybridized probe array

Figure 11.1: Source: [1]. A typical experiment with an oligonucleotide chip. Labeled RNA
molecules are applied to the probes on the chip, creating a fluorescent spot where hybridiza-
tion has occurred.

several methods.

Oligonucleotide Arrays

The basic idea in these chips, developed (and patented) by a company named Affymetrix,
is to generate probes that would capture each coding region as specifically as possible. The
length of the oligos used depends on the application, but they are usually no longer than 25
bases. Since the oligos are short, the density of these chips is very high, for instance, a chip
that of 1cm by lem can easily contain 100,000 oligos.

The chip is designed as a matrix of hybridization sites, each composed of a selection of
coding oligos and control oligos. Coding oligos corresponds to perfect matches of known
targets, controls probes are almost perfect matches, with one perturbed base. When read-
ing the chip, hybridization levels at controls is subtracted from the level of match probes
providing means to overcome false positives. Actual chip designs uses 10 matches and 10
mismatches probes for each target (gene). This method is very successful, and Affymetrix
manufactures today chips for the entire human or yeast genomes.

Figure 11.1 shows a schematic description of an hybridization experiment using oligo
chips.
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Figure 11.2: Source: [1]. Creating DNA chips. 1 and 2: The light removes the terminator
from the chains not covered by the mask, creating hydrogen bonds instead. 3: Bonds are
formed with a nucleotide base. 4 through 6: The process is repeated with a different base.

Manufacturing Oligonucleotide Arrays

Oligonucleotide arrays are produced in a way that is similar to the way computer chips are.
We start with a matrix created over a glass substrate. Each cell in the matrix contains
a “chain” with appropriate chemical properties, and ending with a terminator, a chemical
gadget that prevents chain extension.

We cover this substrate with a mask, covering some of the cells, but not others. We
can then illuminate the substrate. Covered cells are unaffected. In cells that are hit by the
light, the bond with the terminator is severed. If we now expose the substrate to a solution
containing a nucleotide base, it will form bonds with the non-terminated chains. Thus, some
of the cells will now contain this nucleotide.

The process can then be repeated with different masks, and for different nucleotides. This
way we can insert a specific nucleotide to each cell of the matrix. Figure 11.2 demonstrates
the production process.

cDINA Microarrays

In this approach, developed at Brown lab in Stanford, we use, instead of short oligos, a
c¢DNA clone representing some gene. Since cDNA clones are much longer than oligos (can be
thousands of nucleotides long), a successful hybridization with a clone is an almost certain
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match for the gene. However, due to the different structure of each clone and the fact
that unknown amount of cDNA is printed at each probe, we cannot associate directly the
hybridization level with transcription level and so ¢cDNA chips experiments are limited to
comparisons of a reference pool and a target pool. To perform a cDNA array experiment,
we label green the reference pool, representing the standard level of expression in our model
system, and label red the target culture of cells which were transformed to some condition
of interest. We hybridize the mixture of reference and target pools and read a green signal
in case our condition reduced expression level and red signal in case our condition increased
expression level.

Oligo-Fingerprinting

This type of chips was the first to be used, and is, in a sense, the opposite to Affymetrix
approach. The chips consist of a matrix, with each cell of the matrix containing target DNA.
The chip is exposed to a solution containing many identical oligos, and hybridization occurs
between matching DNA and oligos. Again, if the oligos are tagged, either with fluorescent
dye or radioactive label, we can then see at each point of the matrix whether the hybridization
occurred (i.e., which of the DNAs hybridized to the oligo we tested).

The chip can then be heated, separating the oligos from the DNA, and the experiment
can be repeated with a different type of oligo.

Finally, we get a matrix M, with each row representing a specific target DNA from the
matrix, and each column representing an oligo.

11.3 Clustering Gene Expression Data

The outcome of high throughput gene expression experiments is a matrix associating for
each gene (row) and condition (column) the expression level. Expression levels can be ab-
solute (as in Affymetrix oligo arrays) or relative (as in Brown’s ¢cDNA array). We wish
identify biological meaningful phenomena from the expression matrix, which is often very
large (thousands of genes and hundreds of conditions). The most popular and natural first
step in this analysis is clustering of the genes or experiments. Clustering techniques are
used to identify subsets of genes that behave similarly under the set of tested conditions.
By clustering the data, the biologist is viewing the data in a concise way and can try to
interpret it more easily. Using additional sources of information (known genes annotations
or conditions details), one can try and associate each cluster with some biological semantics.
In what follow we shall describe CLICK, a clustering algorithm developed for the analysis
of large gene expression data sets. We shall then discuss the problem of analyzing clustering
performance and review CLICK’s performance vs. other clustering approaches.



Clustering Gene Expression Data 7

11.3.1 The CLICK Algorithm

CLICK (CLuster Identification via Connectivity Kernels) is clustering algorithm developed
by Sharan and Shamir [16]. The input for CLICK is the gene expression matrix. Each
row of this matrix is an “expression fingerprint” for a single gene. The columns are specific
conditions under which gene expression is measured. A more formal definition is as follows:
Let N ={ej,...,e,} be aset of elements. Let M be an input real-valued matrix of order
n X p, where M;; is the j-th attribute of e;. The i-th row-vector in M is the fingerprint of e;.
For a set of elements K C N, we define the fingerprint of K to be the mean vector of the
fingerprints of the members of K. One seeks to partition N into clusters (subsets), assuming
some real partition exists. In such a partition, elements in the same cluster are called mates.
The CLICK algorithm attempts to find a partition of N into clusters, so that two criteria
are satisfied: Homogeneity - elements inside a cluster are highly similar to each other; and
separation - elements not inside the same cluster have low similarity to each other.

Probabilistic Assumptions

The CLICK algorithm makes the following assumptions:

1. Similarity values between mates are normally distributed with mean pp and vari-
2

ance o;.
2. Similarity values between non-mates are normally distributed with mean pup and vari-
ance o%.

3. pur > pr

These assumptions are justified both empirically and theoretically in some cases by the
Central Limit Theorem.

The Basic CLICK Algorithm

The CLICK algorithm represents the input data as a weighted similarity graph G = (V, E).
In this graph vertices correspond to elements and edge weights are derived from the similarity
values. The weight w;; of an edge (i, j) reflects the probability that ¢ and j are mates, and

is set to be N
Dmates f (Sij]i,J are mates)

(1 — piates) f(Sijli,j are non-mates)

Wy; = log

where f(S5;;]¢,j are mates) = f(S;;|pr, or) is the value of the probability density function
for mates at 9j;:

1 _ (51‘1'—MT)2

e ‘20’%
\2mor

f(Sijli,j are mates) =
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Basic-CLICK(G(V, E))
if (V(G)={v}) then
move v to the singleton set R
elseif (G is a kernel) then
Output V(G)
else
(H,H, cut) + MinWeightCut (&)
Basic-CLICK(H)
Basic-CLICK (H)
end if
end

Figure 11.3: The Basic-CLICK algorithm

Similarly, f(S;;]¢,j are non-mates) is the value of the probability density function for non-
mates.

The basic CLICK algorithm is defined in figure 11.3.

The idea behind the algorithm the following: given a connected graph G, we would like
to decide whether V(G) is a subset of some true cluster, or V() contains elements from at
least two true clusters. In the first case we say that G is pure. In order to make this decision
we test for each cut C' in GG the following two hypotheses:

e H§: C contains only edges between non-mates.
e H¢: C contains only edges between mates.

G is declared a kernel if H; is more probable for all cuts. Using the following lemma (11.1),
we can simply calculate the minimum weighted cut to determine whether G is a kernel.

Lemma 11.1 G is a kernel iff the Minimum Weight Cut of G is positive.

Proof: Using Bayes Theorem, it can be shown that

Pr(HC|C)
= 1 o —
W =108 b iag )

Obviously, W(C) > 0 iff Pr(HC|C) > Pr(H§|C). If the minimum cut is positive, then
obviously so are all the cuts. Conversely, if the minimum cut is non-positive, then for that
cut Pr(HC|C) < Pr(HS'|C), therefore (' is not a kernel. m
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Refinements

The Basic-CLICK algorithm will divide the graph into kernels and singletons. To use the
algorithm for solving clustering problems, we must introduce a number of refinements:

¢ Removing Negative Edges: The MINCUT problem for a weighted graph with both
positive and negative edges is NP-Complete. In order to use the efficient MINCUT
algorithms we must remove the negative edges. Applying CLICK to the modified graph
approximate the original problem.

e Adoption Step: In practice, “true” clusters are usually larger than just the kernel.
To accommodate this, in the refined algorithm, kernels “adopt” singletons to create
larger clusters. This is done by searching for a singleton v and a kernel K, whose
pairwise fingerprint similarity is maximum among all pairs of singletons and kernels.
The refined algorithm iteratively applies the adoption step and then the Basic-CLICK
algorithm on the remaining singletons, stopping when there are no more changes.

e Merge Step: In this step we merge clusters whose fingerprints are similar (the justifi-
cation for this is that, in practice, clusters can contain multiple kernels). The merging
is done iteratively, each time merging two clusters whose fingerprint similarity is the
highest (provided that the similarity exceeds a predefined threshold).

11.3.2 Assessing Clustering Quality

A measure for the quality of a solution given the true clustering is an important tool for
evaluating clustering algorithms performance. Let T" be the “true” solution and S the solu-
tion we wish to measure. Denote by nq; the number of pairs of elements that are in the same
cluster in both S and T. Denote by ng; the number of pairs that are in the same cluster
only in S, and by n;¢ the number of pairs that are in the same cluster only in 7. We define

the Minkowski Score to be:
No1 + N1o
Dy(T,S) = Y
i ) n11 + N1o

In this case the optimum score is 0, with lower scores being “better”.
An alternative is the Jaccard Score:

nn

D;(T,S) =
o1, 5) n11 + N1 + No1

Here the optimum score is 1, with greater scores being “better”.
We shall use these scores to compare CLICK’s performance with other clustering algo-
rithms.
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Program #Clusters | Homogeneity | Separation
HAve ‘ Hl\ffin SAve ‘ SMa:v

CLICK 30 0.8 | -0.19 | -0.07 | 0.65
GENECLUSTER 30 0.74 | -0.88 | -0.02 | 0.97

Table 11.1: A comparison between CLICK and GENECLUSTER [20] on the yeast cell-cycle
dataset [5]. Expression levels of 6,218 S. cerevisiae genes, measured at 17 time points over
two cell cycles.

‘ Program ‘ #Clusters ‘ #Singletons | Minkowski ‘ Jaccard ‘ Time(min) ‘

CLICK 31 46 0.57 0.7 0.8
HCS 16 206 0.71 0.55 43

Table 11.2: Source: [16]. A comparison between CLICK and HCS on the blood monocytes
c¢DNA dataset [8]. 2,329 ¢cDNAs purified from peripheral blood monocytes, fingerprinted
with 139 oligos. Correct clustering known from back hybridization with long oligos.

11.3.3 Algorithm Performance Comparisons

This section contains examples of comparisons between CLICK and other clustering algo-
rithms. Analysis of the comparison summary (table 11.6) shows that CLICK outperforms
all the compared algorithms in terms of quality. In addition, CLICK is very fast, allowing
clustering of thousands of elements in minutes, and over 100,000 elements in a couple of
hours on a regular workstation. Figure 11.7 shows the result of a comparison in which the
authors of each algorithm were allowed to run the test on their own. The graph shows a
tradeoff between the homogeneity and separation scores; The further the algorithm is from
the origin the “better” its overall performance.

11.3.4 Application of Clustering - Tissue classification

An important application of gene expression analysis is the identification of clinical markers in
the expression levels, enabling the identification of new clinical sub-categories with prognostic

| Program ‘ #Clusters | #Singletons ‘ Minkowski ‘ Jaccard | Time(min) ‘

CLICK 2,952 1,295 0.59 0.69 32.5
K-Means 3,486 2,473 0.79 0.4 -

Table 11.3: Source: [16]. A comparison between CLICK and K-Means [9] on the sea urchin
cDNA dataset. 20,275 cDNAs purified from sea urchin eggs, and fingerprinted with 217
oligos. Correct clustering of 1,811 cDNAs known from back hybridizations.
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Figure 11.4: Source: [16]. CLICK’s clustering of the yeast cell-cycle data [5]. x-axis: time
points 0-80, 100-160 at 10-minute intervals. y-axis: normalized expression levels. The solid
line in each sub-figure plots the average pattern for that cluster. Error bars display the
measured standard deviation. The cluster size is printed above each plot.

Figure 11.5: Source: [16]. Yeast Cell Cycle: late G1 Cluster (cluster 3 from figure 11.4).
The cluster found by CLICK contains 91% of the late Gl-peaking genes. In contrast, in
GeneCluster 87% are contained in 3 clusters.
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Program | #Clusters | Homogeneity | Separation

HAve ‘ HMm SAve ‘ SMax

CLICK 10 0.88 | 0.13 |-0.34 | 0.65
Hierarchical 10 0.87 | -0.75 [ -0.13| 0.9

Table 11.4: Source: [16]. A comparison between CLICK and Hierarchical [6] clustering on
the dataset of response of human fibroblasts to serum [11]. Human fibroblast cells starved
for 48 hours, then stimulated by serum. Expression levels of 8,613 genes measured at 13
time points.

1 4 7 10 13 1 4 7 10 13

Figure 11.6: Source: [16]. CLICK’s clustering of the fibroblasts serum response data [11].
x-axis: 1-12: synchronized time-points. 13: unsynchronized point. y-axis: normalized
expression levels. The solid line in each sub-figure plots the average pattern for that cluster.
Error bars display the measured standard deviation. The cluster size is printed above each
plot.

| Program | #Clusters ‘ #Singletons | Homogeneity ‘ Separation | Time(min) ‘

CLICK 9,429 17,119 0.24 0.03 126.3
SYSTERS 10,891 28,300 0.14 0.03 -

Table 11.5: Source: [16]. A comparison between CLICK and SYSTERS on a dataset of
117,835 proteins [13]. Measures based on similarity when no correct solution is known: For a
fixed threshold ¢, homogeneity is the fraction of mates with similarity above ¢, and separation
is the fraction of non-mates with similarity above t.
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| Elements ‘ Problem | Compared to ‘ Improvement ‘ Time(min) ‘
517 Gene Expression Fibroblasts Cluster [6] Yes 0.5
826 Gene Expression Yeast cell cycle | GeneCluster [20] Yes 0.2
2,329 ¢DNA OFP Blood Monocytes HCS [§] Yes 0.8
20,275 cDNA OFP Sea urchin eggs K-Means [9] Yes 32.5
72,623 Protein similarity ProtoMap [22] Minor 53
117,835 Protein similarity SYSTERS [13] Yes 126.3

Table 11.6: Source: [16]. A Summary of the time performance of CLICK on the above
mentioned datasets. CLICK was executed on an SGI ORIGIN200 machine utilizing one
IP27 processor. The time does not include preprocessing time. The “Improvement” col-
umn describes whether the solution of the CLICK algorithm was better than the compared
algorithm.

—

+
+  cAST*
“True"

+
n CLICK

GeneCluster

Separation —»

K-means +

Homogeneity —»

Figure 11.7: Source: [17]. Comparison of clustering algorithms using homogeneity and
separation criteria. The data consisted of 698 genes, 71 conditions [19]. Each algorithm was
run by its authors in a “blind” test.
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implications. Given a human tissue, we would like to devise a computational method allowing
us to determine weather this person is having some kind of cancer (for example) base solely
on the expression levels in a sample from some relevant tissue. In this approach we cluster
tissues rather than genes, and analyze the subsets of tissues to find clinically important
groups.

We exemplify on the usage of such methods based on [17]. In this study, two data sets
were analyzed: Alon et al. [4] provide data from 40 tumors and 22 normal colon tissues,
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