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12.1 Discovering Modules in Expression Profiles using

a PPI Network

12.1.1 Introduction

Over the years, a large volume of data regarding the interactions of multiple organisms,
such as protein to protein interaction, was accumulated. This, combined with information
collected through other means, illustrated the need to develop componential techniques that
will be able to analyse these different sets of data.

First, let us define the type of data with which we shall work:
PPI - protein to protein interactions. These are empirically discovered physical interac-

tions between proteins. Because of their empirical nature, some of the interactions are more
accurate than others. The PPI data can be represented as a PPI Network. Each vertex in
the network is a gene/gene product (we shall use the term ’gene’ for brevity), and each edge
between two vertices represents an interaction between the two genes. Figure 12.1 shows is
a visual representation of a PPI Network.

A natural challenge such a ’hairball’ network raises is the ability to detect active func-
tional modules, e.g. connected subnetworks of proteins whose genes are co-expressed. This
will help us refine co-expression gene clustering to modules of genes that work together in
some biological process/functionality.

We shall now discuss two algorithms tackling the aforementioned problem: MATISSE
and CEZANNE.

12.1.2 MATISSE

The first algorithm that we describe is Matisse (Module Analysis via Topolog of Interactions
and Sets) described in [5].

Problem definition

We are given an undirected constraint graph Gc = (V,E), a subset Vsim ⊆ V and a symmetric
matrix S where Sij is the similarity between vi, vj ∈ Vsim. The goal is to find disjoint subsets
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Figure 12.1: A visual representation of a yeast PPI network. Source: [1]

U1, U2, . . . , Um ⊆ V called modules, so that each module induces a connected subgraph in
Gc and contains elements that share high similarity values. We call the nodes in Vsim front
nodes and nodes in V \ Vsim back nodes. In the biological context, V represents genes and
E represents interactions between them, as explained above. Sij measures the similarity
between genes i and j, e.g., the Pearson correlation between their gene expression patterns.

The probabilistic model

Given a set U of k genes, we compare two hypotheses: the null hypothesis H0: U is a set of
unrelated genes; and the modules hypothesis H1: U is a module.

Two genes - i and j, will be defined as mates if they are highly co-expressed. We shall
mark Mij as an indicator for whether i and j are mates or not. Furthermore, we assume that
the observed pairwise similarity values (e.g. Sij) are a mixture of two Gaussian distributions:
one for pairs of genes that are mates (e.g. Mij = 1) and one for the rest. The similarity
values between mates (P (Sij | Mij)) are normally distributed with mean µm and variance
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σ2
m. The similarity levels of all non-mates (P (Sij | ¬Mij)) are distributed normally with the

parameters µn and σ2
n.

Differential regulation

As of now, we paid no special attention to the fact that not all genes are regulated on
their expression level, i.e. transcriptionally regulated. Thus, when working with expression
profiles, we would like the model to allow lower similarity levels between genes that are
not necessarily regulated on the expression level, while penalising heavily for low similarity
between transcriptionally regulated genes. In order to do so, we shall define the following:

• Ri - the event in which gene i is transcriptionally regulated

• P (Ri) - probability of said event

• βm - the fraction of mates out of gene pairs that are in a module and transcriptionally
regulated. It is easy to see that: βm = P (Mij | Ri ∧Rj ∧H1).

• pm - fraction of mates out of all gene pairs that are transcriptionally regulated.

The Likelihood Score

Finally, we are ready to describe the likelihood ratio, which will give us the target function
MATISSE seeks to optimise. Given a set U, s.t.|U | = k, U ⊆ V , the likelihood of it being a
module is (assuming that the scores of different gene sets are independent):

(1) P (SU×U | H1) =
∏

((i,j)∈U×U)

P (Sij | H1)

In the same manner, the likelihood of U not being a module is:

(2) P (SU×U | H0) =
∏

((i,j)∈U×U)

P (Sij | H0)

Let us now define for every gene pair i, j:

γmij = βm · P (Ri) · P (Rj), γ
n
ij = pm · P (Ri) · P (Rj)

Using these new definition we get:

(3) P (Sij | H1) = γmij · P (Sij |Mij) + (1− γmij ) · P (Sij | M̄ij)

(4) P (Sij | H0) = γnij · P (Sij |Mij) + (1− γnij) · P (Sij | M̄ij)
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Now, using equations (1) - (4) we get the following expression for the likelihood ratio
that U is a module and a background set:

L(U) = log(
P (SU×U | H1)

P (SU×U | H0)
=

∑
(i,j)∈U×U

wij

Where wij is:

wij = log
(γmij · P (Sij |Mij) + (1− γmij ) · P (Sij | (M̄ij))

γnij · P (Sij |Mij) + (1− γnij) · P (Sij | (M̄ij))

)
Our goal is to describe an algorithm that finds disjoint connected groups U1, U2, . . . , Um ⊆

V such that their L(Ui) values are high. The problem is hard even for a complete graph, i.e.
without the connectivity constraint. Therefore we shall focus on heuristics.

Algorithm

The algorithm itself can be divided into 3 stages: identifying seeds, greedy optimisation
and significance filtering. The first stage finds the initial genes from which modules will be
expanded. The second stage (Greedy optimisation), optimises all seeds simultaneously. it
keeps modules non-overlapping and keeps upper bound on module size. Each iteration of
the greedy stage, the following steps are considered (see Figure 12.2): node addition, node
removal, assignment change and module Merge.

Figure 12.2: Representation of the MATISSE algorithm. Source: [5]

As noted above, only a fraction of the genes (the front nodes) have meaningful similarity
values. Because of that, the greedy stage of MATISSE can link them using other genes (the
back nodes). Regarding the third stage (significance filtering) - further details can be found
at [5].



Discovering Modules in Expression Profiles using a PPI Network 5

Application to real world examples

MATISSE was tested on yeast osmotic shock. The network for the yeast genes consisted of
65, 990 PPIs & PDIs (protein DNA interactions) among 6, 246 genes. The expression levels
consisted of 133 experimental conditions of response of perturbed strains to osmotic shock
[4].

In Figure 12.3, we can see a performance comparison of MATISSE with Co-Clustering,
CLICK and randomly chosen genes. The comparison criteria are the percentage of discovered
modules/clusters with an enriched known biological category and the number of categories
covered by at least one module in the solution.

Figure 12.3: Performance of the MATISSE algorithm compared to different algorithms on
yeast osmotic shock data. Source: [4]

As we can see, MATISSE did better than all other methods.
Another application of the MATISSE method was done in [3], regarding stem cells.

In that study more than 200 human stem cell lines of diverse types were profiled using
microarrays. They were clustered into groups of similar profiles, as seen in Figure 12.4.
Cluster no. 1 was of special interest to the researches since it contained pluripotency genes,
so the authors applied MATISSE on its genes in order to understand inner modules within
the cluster. The result can be seen in Figure 12.5. Only the pink area at the lower right most
corner was known before the research. In this way MATISSE paved the way to learning and
understanding more about the important phenomenon of pluripotency.

12.1.3 CEZANNE

We now describe a followup work to Matisse. It describes an algorithm called CEZANNE
(Co-Expression Zone ANalysis using NEtworks) [6] that accounts for PPI confidence.

As explained earlier, analysis based on PPIs is made difficult due to the abundance of
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Figure 12.4: Clusters of human stem cell lines. Source: [3]

false positive/negative interactions. Furthermore, each interaction has a different level of
confidence, which we would like to take into account.

Like MATISSE, we would like to seek modules in the PPI network that are connected
and co-expressed. The main difference from MATISSE and is the idea of seeking modules
that are connected with high probability.

Let G = (V,E) be a network derived from PPI data, as discussed before. For each e ∈ E
we have 0 ≤ P (e) ≤ 1 , a measure of our confidence in the interaction. Now, we assign a
weight function to the edges of E:

w(e) = −(log(1− P (e))

For a value 0 ≤ q ≤ 1 we say that a set U ⊆ V is q-connected if for all U ′ ⊂ U the probability
that there is at least one edge that connects U ′ with U \U ′ is at least q. Hence, a q-connected
group composed of co-expressed genes is a module that accounts for the empirical confidence
of the PPIs.

In article [6], it is proved that a group U is q-connected iff the weight of the minimum
cut of U is at least −(log(1− q)) From the above theorem, the idea of CEZANNE becomes
clear: Among the subnets whose minimum cut exceeds −log(1− q) find one with maximum
co-expression score.
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Figure 12.5: A pluripotency module identified by Matisse in the human stem cell data.
Source: [3]

Algorithm

CEZANNE is composed from 2 stages: seed identification and greedy optimisation. Regard-
ing the seed identification - the algorithm runs MATISSE without considering the weight
of edges. From MATISSE, we get modules U1, U2, . . . , Um. For each module, we recursively
partition it using minimum cut, until all submodules are legal, i.e., have a minimum cut of
weight ≥ −(log(1− q)) (usually q = 0.95 is used).

Regarding the Greedy optimisation - several steps are considered each round: (1) adding
a node to a module, (2) merging modules, (3) removing a node from a module, and (4)
moving a node between module. The first two steps are computationally easy. The last two
are harder to test. Their implementation quires maintaining the set of ’crucial’ nodes in each
module. See [6] for details. On real world examples the algorithm runs in minutes.
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Application to real world examples

CEZANNE was applied on 47 expression profiles measuring DNA damage response in S.
cerevisiae. In Figure 12.6, we can see a comparison with prior methods. The criterion with
which we compare is F-measure, which is a combined measure of sensitivity and specificity.
As expected, CEZANNE did better in all categories, even more than MATISSE.

Figure 12.6: Performance of CEZANNE and other known algorithms on yeast DNA damage
response data. Source: [6]

12.2 Prediction of Colorectal Cancer

12.2.1 Introduction

The study we present here is a predictive model for detection of colorectal cancer in primary
care by analysis of complete blood counts developed by Kinar, Y. et al [2].

Colorectal cancer (CRC ) is one of the most common types of cancer. Globally, there are
more than one million people diagnosed with CRC every year and it is currently the second
most common type of caner in women (9.2%) and the third most common in men (10%).

As of today two screening tests are used to diagnose CRC: colonoscopy and gFOBT (gua-
iac fecal occult blood test). Colonoscopy is an invasive procedure that enables an examiner to
evaluate the inside of the colon by inserting a colonoscope through the rectum of the patient.
gFOBT is a test that checks for occult (hidden) blood in the stool. Because of the screening
tests available today, many potentially CRC affected patients avoid being tested and thus
CRC is diagnosed at a late stage. The study presented here aims to develop a method for
diagnosing CRC using complete blood count (CBC ) tests (regular blood tests).
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12.2.2 Experiment Data and Design

The study was based on two separate datasets:

• Maccabi Health Care. Data on the HMO’s patients of age 40+ between 01/2003−
06/2011. CRC labelling of the patients was done using Israel’s National Cancer Reg-
istry. A total of 605, 312 patients were selected from this dataset of which 3, 171 were
diagnosed with CRC.

• THIN (The Health Improvement Network). Data on patients from the UK of age
40+ between 01/2007 − 05/2012. The CRC labelling for patients was based on the
patients’ records of documented tumours and medications.

Figure 12.7 shows the statistics on the CBC values (mean ± std) for the Israeli and
British females in the dataset.

Figure 12.7: Example of the dataset used in the study. Source: [2]

The data presented above were split into a training set and a validation set.



10 Algorithms for Big Data Analysis in Biology and Medicine c©Tel Aviv Univ.

• Training set: The training set was made up of 80% of the data from Maccabi’s
dataset. It contained 466, 107 patients of which 2, 437 were diagnosed with CRC. All
patients who were diagnosed with other types of cancer were removed from the dataset
in order to avoid noise in the model caused by the different cancer types. In order to
avoid bias of over-representing individuals in the data with multiple blood counts, only
a single score was assigned to each patient.

The data for cases were the most recent CBC results within a pre defined time window
prior to the CRC diagnosis. Individuals diagnosed with CRC who did not have a CBC
result within that time period were excluded.

The data used for controls was one randomly selected CBC result for individual aged
50 − 75. (Note that this method of choosing the controls might cause an age bias in
the final model as age distribution for cases and controls may differ, e.g. controls could
be younger).

• Validation set: There were two validation sets; the remaining 20% of Israelis that
were not chosen in the training set, and the UK THIN dataset.

To build the predictor for each of the individuals in the experiment 62 features were
generated. These features are the following: age (on the date of the CBC result chosen),
gender, 20 CBC values measured on the date of the CBC result chosen, and 20 estimated
CBC values from 18 months and 36 months before that date. The estimated CBC results
were computed using linear regression on past CBC results for the same individual. See
Figure 12.8.

12.2.3 Algorithm

The algorithm used by the model was random forest with gradient boosting. Random forest
is an ensemble method that uses the majority vote on a large number of decision trees in
order to classify a sample. Using random forests rather than a single decision tree is done in
order to increase accuracy and avoid overfitting.

Let us first recall how decision trees are built. The algorithm gradually builds a tree
in which samples are partitioned to leaves. If a partition of the samples at a current leaf
according to a threshold on one of the attributes is ”cleaner” - the samples are partitioned
into two new leaves grown below it. When creating the tree we use the information gain
as the splitting ”cleanliness” criterion at each node. Classifying a new sample is done by
going down the decision tree according to the attribute’s value at each node and assigning
the sample the majority class in the leaf reached.

Let us now present the random forest algorithm as shown in class:
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Figure 12.8: Features used in the study. From the CBC data a linear regression was used to
compute the CBC values 18 and 36 months prior and the CBC results along with the age
and gender were used as features for each individual. Source: [2]

Random Forest Algorithm:

• Inputs: training set S = (s1, . . . , sn) where each example si has values for set of features
F , and an integer B - the number of trees in the forest.

• H ← ∅

• Iteration i (i = 1, ..., B)

1. Si ← A subsample with replacement from S containing k samples

2. hi ← Decision tree on Si. The tree is grown to maximum size and not pruned.

3. H ← H ∪ hi

• Prediction of test data is done by majority votes on prediction of trees in H.
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Figure 12.9: Algorithm used in the study. The model first created a random forest classifying
the test set and later uses this data predict the results on the validation set. Source: [2]

12.2.4 Results

The prediction was tested in cross validation on the training set and on both the Israeli
validation set and the THIN validation set. Let us first discuss the results shown when the
model was applied to the Israeli validation set. The data taken into consideration here used
all CBCs performed 3-6 months before CRC diagnosis. The AUC (measuring the overall
performance of the model) was 0.82± 0.01. The odds ratio (the odds that an outcome will
occur in the samples identified as positive, divided by the odds of the outcome occurring in
the samples identified as negative) at a false positive rate of 0.5% was 26± 5. Specificity at
50% sensitivity was 88± 2%. The results when applying the model on the THIN validation
set were AUC = 0.81, Odds ratio = 40 and Specificity at 50% = 94%. The ROC curves are
shown in Figure 12.10. A zoom-in on the low FPR region is shown in Figure 12.11

Using the model with gFOBT

The Maccabi dataset contained 75 822 gFOBT tests for 63 847 individuals, compared to 210
923 individuals with CBCs. The positive rate of gFOBT was 5%, and it led to subsequent
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Figure 12.10: Predictor performance. The graph shows the ROC curves and specificity at
50%. Predictions based only on age (blue) and random predictions (red) are also shown for
comparison. Source: [2]

discovery of 170 CRC cases. At a positive rate of 5%, the predictor was able to detect 252
CRC cases, i.e. 48% more CRC cases than gFOBT. By considering individuals who were
identified either by the predictor or by gFOBT the number of CRC cases detected would
increase by 115% (from 170 to 365).

12.2.5 Variable Importance

We would like to find out which parameters are the most important for prediction of CRC.
From the results shown above we can see that age is the single most important contributing
parameter with an AUC of 0.72. It is also shown in the paper that the gender parameter
has very little significance in the prediction.

We would also like to calculate the relative contribution of blood related parameters.
However, estimating the importance of the blood related parameters is complicated by the
high correlation between various parameters. To overcome this the authors addressed both
a parameter’s direct contribution to the performance, as well as its redundancy given the
other model parameters (i.e., the degree to which its contribution can be replaced by other
parameters). In order to assign each parameter its contribution and redundancy the authors
iteratively removed parameters from the model and evaluated the performance by looking
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Figure 12.11: ROC curve and specificity at 0.5%. This is a zoom-in on the lower left corner
of Figure 12.10. Source: [2]

at the AUC. An important parameter is one with a high contribution score and a low
redundancy score.

Below we present an algorithm for computing the variable importance.

Variable Importance Algorithm:

• Repeat for each CBC parameter p:

1. Let ∆0 be the decrease of the AUC between the full model and the model without
p.

2. Sort the rest of the variables by decreasing correlation with p. Let the sorted
variables be 1, . . . , k.

3. for i = 1,. . . , k:

(a) Remove from the data parameters 1, . . . , i and construct a new partial model.

(b) Let λi be the decrease in AUC between the full model and the partial model.

(c) Let ∆i = λi −∆0.

4. Define the contribution of p as maxi {∆i}.
5. Define the redundancy of p as mini {i | ∆i > θ} where θ is a given threshold.

Figure 12.12 shows the contribution and redundancy of each CBC parameter.
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Figure 12.12: Variable CBC. The graph represents for the parameters their contribution
plotted against their redundancy. Parameters with low redundancy and high contribution
are considered important. Source: [2]

12.2.6 Performance on other cancers

The CRC predictor was also used to see whether or not it can detect other types of cancer in
addition to CRC. The sensitivity was examined at a false positive rate of 3% (shifted from
0.5% above to allow for reliable results on less common cancers). The results are shown
in Figure 12.13. CRC and stomach cancers dection is most sensitive, blood cancers have
intermediate detection sensitivity and other solid cancers have the least sensitivity.

12.2.7 Early Predictions

The model’s ability to detect CRC at different time points prior to the CRC diagnosis date
was also tested in the study. This was evaluated by using only CBCs performed in 2-month
time windows prior to CRC diagnosis, e.g., using CBCs performed 0-2 months, 2-4 months,
etc., before diagnosis. The results are shown in Figure 12.14. The studies shows that
although the performance of the model decreased with time windows at increasing intervals
prior to diagnosis, at all time windows up to a year ahead of the CRC diagnosis it was
significantly better than age alone.
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Figure 12.13: Results of the algorithm on different types of cancers. We can see from the
graph that the model is most sensitive to CRC and stomach cancers. Source: [2]

Figure 12.14: Results for detecting CRC for CBC samples taken a different times before
diagnosis. Source: [2]

12.3 Diet and PPGR

12.3.1 Introduction

Glycemic response to a food is the rise in blood sugar (glucose) levels after consumption of
the food. Some foods cause higher and faster rise in blood glucose levels than others. This
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rise is called postprandial glycemic response or briefly PPGR (prandial means during/relating
to meal).

It is known that high PPGR is a major risk for prediabetes and Type II diabetes. For
that reason, understanding an individual’s glycemic response to different kinds of food is of
great medical importance. The importance becomes even more clear when witnessing the
sharp rise in the frequency of prediabetes/diabetes in western societies in the last few years
(see Figure 12.15). We will describe a study that aimed to understand the effect of individual
foods on PPGR, and to develop a personalized predictor of PPGR [8] .

Figure 12.15: Statistics on prediabetes in the USA. [7]

Despite its importance, no method existed for predicting PPGRs of specific food. The
current practice was to use the meal carbohydrate content, even though it is a poor predictor
of the PPGR. Other common practices were glycemic index, glycemic load, etc. Note that
ascribing a single PPGR to each food assumes that the response is solely an intrinsic prop-
erty of the consumed food, and ignores the consuming individual. The above assumption
was refuted in a few small-scale studies that found high variability in PPGRs of different
individuals to the same food.

Many factors can affect interpersonal differences in PPGRs. These include genetics,
lifestyle, insulin sensitivity, propensity for obesity, gut microbiota and more. The goals of
the study [8] were to:

• Quantitatively measure individualised PPGRs, characterise their variability across peo-
ple and identify factors associated with this variability

• Devise a machine learning algorithm that predicts personalised PPGRs.
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12.3.2 Research Method

The researchers continuously monitored glucose levels during an entire week in a cohort of
800 healthy and prediabetic individuals. During the week the participants ate their normal
meals, except on breakfast. For that meal they had bread twice, bread and butter twice,
glucose twice and fructose once. All these meals had equal claroic values. Furthermore,
for each individual in the study the researchers created a personal profile, measuring the
following:

• Gut microbiome: a single stool sample, used for microbiota profiling by both 16S rRNA
and metagenomic sequencing

• Blood tests

• Questionnaires (regarding eating habits, lifestyle ,etc.)

• Anthropometrics (weight, height, etc.)

Regarding the gut microbiome: As explained above, two methods were used for measurement
- 16S rRNA sequencing and metagenome sequencing. 16S rRNA is a subunit of rRNA that
appears in virtually all species. Differences in the sequence can tell us about different species
present in the individual’s gut, and the abundance of each species. Metagenome sequencing
is a much more informative method, but requires about 100 times more data. Figure 12.16
summarizes the week long trial.

Figure 12.16: Research method. Data collected during the week long trial for each individual.
Source: [8]

12.3.3 Basic Results

The first analysis of the data led to some key observations:
PPGRs associate with risk factors such as BMI, HbA1c%, age, etc. Figure 12.17
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Figure 12.17: PPGRs associate with risk factors. Source: [8]

PPGR is food type specific. Figure 12.18 contains smoothed histograms of the PPGR
for four types of standardized meals provided to participants, and supports the claim.

PPGR is individual. Figure 12.19 and 12.20 show examples of high interpersonal
variability and low intra-personal variability in the PPGR to bread across four participants
(two replicates per participant consumed on two different mornings).

12.3.4 Personalised Diet Algorithm

Given the results so far, one would like to devise a method to predict a person’s glycemic
response to each food type. The method used by the researchers was the following:

• Develop an algorithm based on the main cohort (800 participants)

• Evaluate the algorithm using leave-one-out cross validation.
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Figure 12.18: Smoothed histograms of PPGR values for each type of breakfast. Source: [8]

Figure 12.19: Individual PPGRs to bread. The study shows that for different individuals the
PPGR is affected differently by the same type of food. Same coloured lines are two mornings
of the same food for the same participant. Source: [8]

• Validate the algorithm by applying it to an independent cohort (100 participants) and
comparing predicted and measured PPGR.

In order to develop the algorithm, for each individual a profile of 137 features was con-
structed. Features were meal content, daily activity (e.g., meals, exercises, sleep times),
blood parameters (e.g., HbA1c%, HDL cholesterol), questionnaires, microbiome features,
etc. Using the profiles, a meal response predictor was devised using gradient boosting re-
gression on an ensemble of decision trees. Figure 12.21 summarises the process. (explained
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Figure 12.20: High interpersonal variability. Example of two replicates of the PPGR to two
standardized meals (left) / real-life meals (right) for two participants exhibiting reproducible
yet opposite PPGRs. Source: [8]

earlier in the scribe):

Figure 12.21: Personalised diet algorithm development and validation. Source: [8]
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12.3.5 Partial Dependence Plots

Partial dependence plots (PDP) are a tool that aids in giving insight to the contribution of
different features and their importance in the algorithm’s predictions. The PDP graphically
presents the marginal effect of a feature on a predicted outcome after accounting for the
average effect of all other features. The PDP is indicative of feature importance, but it
can also be misleading because of high-order interaction between different features that is
difficult to take into account.

Let us explain the PDP on a dataset D with n observations, y1, . . . yN of a response
variable y with p covariates denoted xi,k for i = 1, . . . , p and k = 1, . . . , N . The model
generates prediction of the form:

ŷk = F (x1,k, . . . , xp,k)

In the case of a single covariate xj the partial dependencies are obtained by computing
the following average:

φj(x) =
1

N

N∑
k=1

F (x1,k, . . . , xj−1,k, x, xj+1,k, . . . , xp,k)

φj(x) tells us how the value of the variable xj influences the model predictions ŷk after we
have ”averaged out” the influence of all other variables. PDPs were created for each feature
in the profile. Two examples are shown in Figure 12.22

Figure 12.22: PDP plots. Left: meal carbohydrates. Centre: meal fat / carbohydrates.
Right: Legend. Source: [8]
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