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5.1 t-SNE

5.1.1 Introduction

t-distributed stochastic neighbor embedding (t-SNE), by van der Maaten and Hinton [12] is
a machine learning algorithm for dimensionality reduction. It is a nonlinear dimensionality
reduction technique that embeds high-dimensional datapoints into a space of two or three
dimensions, which can then be visualized in a scatter plot. Each datapoint is mapped to
a map-point, where the mapping is designed such that similar datapoints are modeled by
nearby map-points and dissimilar datapoints are modeled by distant map-points.

The t-SNE algorithm is comprised of two main stages. First, t-SNE constructs a proba-
bility over pairs of the datapoints such that similar points have a high probability of being
picked by each other, while dissimilar datapoints have an extremely low probability of being
picked. Second, t-SNE defines a similar probability distribution over the map-points. It then
fits the locations of the points in the map to minimize the Kullback-Leibler (KL) divergence
between the two distributions.

5.1.2 Stochastic Neighbor Embedding

Stochastic Neighbor Embedding (SNE), by Hinton and Roweis [13], starts by converting the
high dimensional Euclidean distances between data-points into conditional probabilities that
represent similarities. Given a set of high-dimensional data-points x1,...,xn, the similarity of
data-point xj to xi is the conditional probability pj|i, that xi would pick xj as its neighbor.
We assume that neighbors are picked in proportion to their probability density under a
Gaussian centered at xi with variance σi. For nearby points, pj|i is relatively high, whereas
for far away points it will be close to zero (for reasonable values of σi). Mathematically, the
conditional probability is given by

pj|i =
exp(−‖xi − xj‖2/2σ2

i )∑
k 6=i

exp(−‖xi − xk‖2/2σ2
i )

Because we are only interested in modeling pairwise similarity pi|i is set to zero.
For the low dimensional counterparts yi and yj of xi and xj, we similarly compute a condi-
tional probability qj|i. For the Gaussian used to compute qj|i we set the variance to 1√

2
. We
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now model the similarity of map point yj to yi by

qj|i =
exp(−‖yi − yj‖2)∑

k 6=i

exp(−‖yi − yk‖2)

Once again we set qi|i to zero.
If map points yi and yj correctly model the similarity between the high dimensional data-
points, the conditional probabilities pj|i and qj|i will be equal. Motivated by this observation,
SNE aims to find a low-dimensional data representation that will minimize the mismatch
between pj|i and qj|i. To measure the faithfulness with which qj|i models pj|i we shall use the
Kullback-Leibler divergence.

Definition Kullback-Leibler divergence
Given two discrete probability distributions P and Q the KL divergence from Q to P is
defined to be

KL(P ||Q) = −
∑
i

Pi log
Pi

Qi

We assume Pi and Qi are both greater than zero for all i. The KL divergence is in fact
the expectation of the logarithmic difference between probabilities P and Q, where the
expectation is taken using the probabilities P .

SNE minimizes the sum of KL divergences over all data-points using a gradient descent
method. The cost function C is given by

C =
∑
i

KL(Pi||Qi) =
∑
i

∑
j

pj|i log
pj|i
qj|i

where Pi represents the conditional probability distribution over all given data-points
given xi, and Qi represents the conditional probability distribution over all map points given
yi. Because KL divergence is not symmetric, different errors in the pairwise distances in
the low-dimensional map are not weighted equally. In particular, there is a large cost for
using far map points to represent data-points that are close (i.e, using a small qj|i to model a
large pj|i). In contrast, there is a small cost for using nearby map points to represent widely
separated data-points. The small cost comes from wasting some of the probability mass in
the relevant Q distributions. In other words, the SNE cost function focuses on retaining the
local structure of the data in the map.
We now show how SNE selects the variance σi of the Gaussian that is centered over each
xi. The value of σi induces a probability distribution Pi over all the other data-points.
SNE performs a binary search for the value of σi that produces a Pi with a fixed perplexity,
specified by the user. The perplexity is defined as

Perp(Pi) = 2H(Pi),
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where H(Pi) is the Shannon entropy of Pi measured in bits

H(Pi) = −
∑
j

pj|i log2 pj|i.

The perplexity is a smooth measure of the effective number of neighbors. The performance
of SNE was tested and shown to be robust to changes in the perplexity in the range 5 - 50.
We turn back to the cost function C that we wish to minimize by finding the appropriate
parameters.

C =
∑
i

KL(Pi||Qi) =
∑
i

∑
j

pj|i log
pj|i
qj|i

The minimization is performed using a gradient descent method. We optimize the function
by taking steps proportional to the negative of the function gradient. The gradient of C
w.r.t. yi,

∂C

∂yi
= 2

∑
j

(pj|i − qj|i + pi|j − qi|j)(yi − yj).

Since gradient descent does not guarantee convergence to the optimal solution (it might get
stuck at a local optimum), it is common to run the optimization several times in order to
find the appropriate parameters.

5.1.3 t-Distributed Stochastic Neighbor Embedding

SNE constructs reasonably good visualizations but is hampered by a cost function that is
difficult to optimize and by the crowding problem discussed later. The t-Distributed Stochas-
tic Neighbor Embedding (t-SNE) is a technique that aims to alleviate the problems of the
original SNE. The cost function of t-SNE differs from that of SNE in two ways: (1) it uses a
symmetric version of the SNE cost with simpler gradients and (2) it uses a Student-t distri-
bution rather than Gaussian to compute the similarity between map-points. t-SNE employs
a heavy-tailed distribution in the low-dimensional space to alleviate both the crowding and
optimization problems of SNE. We will first introduce the symmetric version of SNE followed
by presenting the crowding problem and conclude with presenting the t-SNE algorithm.

5.1.4 Symmetric SNE

An alternative to minimizing the sum of the KL divergences between pj|i and qj|i (conditional
probabilities) is to minimize a single KL divergence between a joint probability distribution
P , in the high-dimensional space and a joint distribution Q, in the low-dimensional space:

C = KL(P ||Q) =
∑
i

∑
j

pij log
pij
qij
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where we set pii and qii to zero. We refer to this as symmetric SNE, because it has the
property that pij = pji and qij = qji for all i, j. In symmetric SNE the pairwise similarities
in the low-dimensional map qij are given by

qij =
exp(−‖yi − yj‖2)∑

k 6=l

exp(−‖yk − yl‖2)

An intuitive but problematic solution for high-dimensional similarity would be to define pij
as

pij =
exp(−‖xi − xj‖2/2σ2)∑

k 6=l

exp(−‖xk − xl‖2/2σ2)

This definition causes problems when a data-point xi is an outlier (i.e., all pairwise distances
‖xi − xj‖2 are large for xi). For such an outlier, the values of pij are extremely small for all
j, so the location of its map point yi has little effect on the cost function. This results in
map point positions not being well determined by other map points positions. The problem
is addressed by defining pij to be the symmetric conditional probability,

pij =
pj|i + pi|j

2n

This ensures
∑
j

pij >
1
2n

for all data-points xi, so that each data-point makes a significant

contribution to the cost function. The advantage of symmetric SNE is the simpler form of
its gradient, which is faster to compute. The gradient of symmetric SNE is given by

∂C

∂yi
= 4

∑
j

(pij − qij)(yi − yj).

Thus symmetric SNE presents an easier optimization for the cost function.

5.1.5 The Crowding Problem

Consider a set of data-points that lie on a two-dimensional curved manifold which is ap-
proximately linear on a small scale, and which is embedded within a higher-dimensional
space. It is possible to model small pairwise distances between data-points fairly well in
a 2-dimensional map. Suppose that the manifold has 10-intrinsic dimensions (for example
images of the handwritten digits 0-9) and is embedded within a space of much higher dimen-
sionality. The pairwise distances in a 2-dimensional map will not be able to faithfully model
the distances between points on the 10-dimensional manifold. For instance, in 10 dimensions,
it is possible to have 11 data-points that are mutually equidistant but there is no way to
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model this faithfully in a 2-dimensional map. Another problem is the different distribution
of pairwise distances in the two spaces. The volume of a sphere centered on data-point i
scales as rm, where r is the radius and m the dimensionality of the sphere. If the data-points
are uniformly distributed in the region around i in the 10-dimensional manifold, and we try
to model distances from i to the other data-points in the 2-dimensional map, we get the
following ”crowding problem”: the area of the 2-dimensional map available to accommodate
moderately-distant data-points will not be large enough compared with the area available to
accommodate nearby data-points. If we want to model the small distances accurately in the
map, most of the points that are at a moderate distance from data-point i will have to be
placed much too far away in the 2-dimensional map. In SNE the connection of data-point i
to each of these too-distant map points will exert a very small attractive force. Though small
in force, the very large number of these attractive forces crushes together the points in the
center of the map, preventing gaps from forming between natural clusters. Thus harming
the clustering process.

5.1.6 Student t-distribution

We addresses the crowding problem by using the fact that symmetric SNE is actually match-
ing the joint probabilities of pairs of data-points in the high and low dimensional spaces
rather than their distances. In the high-dimensional space we convert distances into prob-
abilities using a Gaussian distribution. In the low-dimensional map, we use the Student t
probability distribution, which has much heavier tails than a Gaussian (Figure 5.1) to convert
distances into probabilities. This allows moderate distances in the high-dimensional space to
be faithfully modeled by a much larger distance in the map, thus eliminating the unwanted
attractive forces between map points that represent moderately distant data-points.

Using this distribution, the joint probabilities qij are defined as

qij =
(1 + ‖yi − yj‖2)−1∑

k 6=l

(1 + ‖yk − yl‖2)−1

We use a Student t-distribution with a single degree of freedom because it has the property
that (1+‖yi−yj‖2)−1 approaches an inverse square law for large pairwise distances ‖yi−yj‖ in
the low-dimensional map. This makes the map’s representation of joint probabilities almost
invariant to changes in the scale of the map for map-points that are far apart. It also means
that large clusters of points that are far apart interact in the same way as individual points,
so the optimization will operate in the same way at all scales.

The gradient of the Kullback-Liebler divergence between P and the Student-t based joint
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probability distribution Q (computed from qij) is given by

∂C

∂yi
= 4

∑
j

(pij − qij)(yi − yj)(1 + ‖yi − yj‖2)−1.

For a derivation of the gradient, see [12].

Figure 5.2 shows the gradients between two low-dimensional data-points yi and yj as a
function of ‖xi − xj‖ and ‖yi − yj‖ for SNE and for t-SNE. In the figures, positive values of
the gradient represent an attraction between the yi and yj, whereas negative values represent
a repulsion between the two points. We observe two advantages of the t-SNE gradient over
the gradient of SNE. First, the t-SNE gradient strongly repels dissimilar data-points that are
modeled by a small pairwise distance in the low-dimensional representation. SNE has such
a repulsion as well, but its effect is minimal compared to the strong attractions elsewhere
in the gradient. Second, although t-SNE introduces strong repulsions between dissimilar
data-points that are modeled by small pairwise distances, these repulsions do not go to
infinity.
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Figure 5.1: Comparing the Student t-distribution (red) with the normal distribution (blue).
Note the heavier tail of the Student-t distribution.

Figure 5.2: Gradients of SNE and t-SNE as a function of the pairwise Euclidean distance
between two points in the high-dimensional and the pairwise distance between the points in
the low-dimensional data representation. Note the t-SNE gradient displays strong repulsion
for data-points mapped to short distances.
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5.1.7 Algorithm

Algorithm: t-Distributed Stochastic Neighbor Embedding

• Data: data set X = {x1, ..., xn}
cost function parameters: perplexity Perp,
optimization parameters: number of iterations T , learning rate η, momentum α(t).

• Results: low-dimensional data representation Y (T ) = {y1, ..., yn}.

• begin

1. compute pairwise affinities pj|i with perplexity Perp

2. set pij =
pj|i+pi|j

2n

3. sample initial solution Y (0) = {y1, ..., yn} from N(0, 10−4I)

4. for t = 1 to T do

(a) compute low-dimensional affinities qij

(b) compute gradient ∂C
∂Y

(c) set Y (t) = Y (t−1) + η ∂C
∂Y

+ α(t)(Y (t−1) − Y (t−2))

The time complexity of t-SNE is O(n2) per iteration, and the space complexity is O(n2).
Figure 5.3 shows 2-dimensional images created by t-SNE and three other popular dimen-

sion reduction algorithms on a real dataset.

5.1.8 t-SNE for single-cell data

New technologies can measure dozens of parameters in individual cells. Interpreting such
data requires clear methods of visualization. The paper of Amir et al. (2013) [14] presents
viSNE, a visualization tool that uses t-SNE to map high-dimensional cytomery data onto
two dimension. Amir et al. applied the method to measurements of 13 cell markers over
several thousands of single cells. They used t-SNE to map the high-dimensional data points
to a 2-dimensional space. Results in Figure 5.4 show that the distinct ”clouds” in the map
indeed correspond to distinct cell types.

The paper also used viSNE to map healthy and cancerous bone marrow samples (Figure
5.5). The mapping distinguishes between cells of the two cancer (ALL) samples, and between
the normal and cancer samples. The two normal samples are not well separated, which is
expected since they reflect the same phenotype.
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Figure 5.3: Visualization of 6,000 handwritten digits from the MNIST data set. Each digit
is represented as 28 × 28 pixels. Each color representing a different digit. Comparing 4
different methods. t-SNE visualization (circled) provides clear separation between data-
points of different digits.
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Figure 5.4: Application of viSNE to a healthy human bone marrow sample, stained with 13
markers. The algorithm automatically separates cells into spatially distinct subsets based
on the combination of markers that they express. Each point in the viSNE map represents
an individual cell and its color represents its immune cell subset. Gray points were not
classified. The axes are in arbitrary units.

Figure 5.5: Bone marrow samples from two healthy donors (Marrow 5, 6) and two samples
from leukemia patients (ALL A, B) were mapped using viSNE. Samples are color-coded as
indicated in key. Samples A and B from tumor patients occupy completely separate regions
within the viSNE map, and each forms a distinct population separate from the other ALL
sample.
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5.2 Consensus Clustering

5.2.1 Introduction

Clustering is in broad use in functional genomics and gene expression (GE) data analy-
sis, due to its use for the discovery of distinct, non-overlapping sub-populations within a
larger population. The members of each discovered cluster share some common features and
properties that are deemed relevant to the GE domain.

The issues to be addressed when clustering data include: (i) how to determine K, the
number of clusters; (ii) how to assign confidence to the selected clusters. The latter issue
is particularly important in GE data analysis, where a relatively small number of samples
have very high dimensionality, making clustering results especially sensitive to noise and
susceptible to over-fitting.

Consensus Clustering (Monti et al., 2003 [15]) is a model-independent resampling based
method for clustering validation, determining the number of clusters, and also visualization,
which is tailored to the task of GE analysis. The information provided by the analysis
is graphically visualized and can be incorporated in decisions about clusters’ number and
membership. The visualization helps to gain additional insight into the recommendations
returned by the algorithm.

5.2.2 Context

We briefly survey some of the previously studied clustering algorithms and their comparison
to consensus clustering.

In functional genomics hierarchical clustering (HC) has been widely adopted due to its
intuitive appeal and visualization properties. By not committing to a specific K (number
of clusters), HC provides for a multi resolution view of the data which is extremely useful
when exploring new unknown data. However, by not specifying K HC does not provide
an ”objective” criterion to establish the number of clusters and is prone to the biases and
preconceptions of its analyst user. Furthermore, the resulting trees can lock on to acciden-
tal features due to the deterministic nature of HC’s agglomeration rule and its bottom-up
direction.

Other clustering methods such as SOM and K-means clustering both produce well defined
clusters and cluster boundaries, unlike HC. They however, lack the visual appeal of HC and
also require the number of clusters as input.

5.2.3 Methodology

We assume the data represents a sample of items drawn from distinct sub-populations, and
if we were to observe a different sample, drawn from the same sub-populations, the cluster
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composition and number induced by the algorithm should be roughly the same. The more
the attained clusters are robust to sampling variability, the more confident we can be that
these clusters represent real structure. To achieve this, perturbations of the original data are
simulated by resampling techniques. A clustering algorithm of choice can then be applied
to each of the perturbed data sets, and the agreement (consensus) among multiple runs can
be used to create a final clustering.

Here is the pseudo-code for the algorithm.

Algorithm: Consensus Clustering

• Input: a set of items D = {e1, ..., eN}
a clustering algorithm Cluster,
a resampling scheme Resample,
number of resampling iterations H,
set of cluster numbers to try K = {K1, ..., Kmax}

• for K ∈ K do

1. M← ∅ {set of connectivity matrices, initially empty}
2. for h = 1 to H do

(a) D(h) ← Resample(D) {generate perturbed version of D}
(b) M (h) ← Cluster(D(h), K) {cluster D(h) into K clusters}
(c) M←M ∪M (h)

3. M(K) ← compute consensus matrix from M = {M (1), ...,M (H)}

• K̂ ← best K ∈ K based on consensus distribution of M(K)

• P ← Partition D into K̂ clusters based on M(K)

• return P and {M(K) : K ∈ K}.

5.2.4 Measuring Consensus

Assuming a resampling scheme and a clustering algorithm have been chosen, we devise a
method for representing agreement among clustering runs over the perturbed data sets. To
this end we define both the connectivity matrix and the consensus matrix. Let N be the
number of items that are clustered.

Definition Connectivity matrix
For perturbed data set D(h) we define its corresponding N×N connectivity matrix as follows,

M (h)(i, j) =

{
1, if items i and j belong to the same cluster

0, otherwise
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Definition Consensus matrix
A consensus matrix is an N ×N matrix that stores, for each pair of items, the proportion of
clustering runs in which two items are clustered together. Let I(h)(i, j) = 1 if i and j were
both included in sample h and 0 otherwise.

M(i, j) =

∑
h

M (h)(i, j)∑
h

I(h)(i, j)

Note that the consensus matrix is symmetric, for all i, j: M(i, j) =M(j, i).
We will refer to M(i, j) as the consensus index of i and j.

As defined, each entry in M is a real number between 0 and 1, and perfect consensus
corresponds to a consensus matrix M where all entries are either 0 or 1. If items in M are
arranged so that items belonging to the same true cluster are adjacent to each other, perfect
consensus would translate into a block-diagonal matrix with non-overlapping blocks of 1’s
along the diagonal, each block corresponding to a different cluster, surrounded by 0’s.
Another property of the consensus matrix is that it provides for a similarity measure that
can be used in the HC algorithm to yield a tree (dendogram) of item adjacencies. That
is 1 −M defines a new distance matrix that can be used in place of the usual measures
(Euclidean distance, KL divergence, etc).

The consensus matrix can be easily used as a visualization tool to help assess the clusters’
composition and number. We associate a color gradient to the 0-1 range of real numbers so
that white corresponds to 0 and red to 1. If we assume the matrix is arranged so that items
belonging to the same cluster are adjacent to each other (with the same item order used
to index both rows and columns of the matrix), then a matrix corresponding to a perfect
consensus will be displayed as a color-coded heat map with red blocks along the diagonal
on a white background. Figure 5.6 shows the heat maps obtained by applying consensus
clustering to two simulated data sets. Data set Uniform1 is generated by sampling from a
uniform distribution over a 600-dimensional hypercube. Data set Gaussian3 represents the
union of three Gaussian distributions in a 600-dimensional space, where in each distribution
a disjoint set of 200 dimensions has higher values. The heat maps represent the consensus
matrix computed over 500 iterations. It is evident from the figure that the map correspond-
ing to Gaussian3 displays a 3-block structure, while the heat map of Uniform1 shows no
such structure.

5.2.5 Determining the number of clusters

The properties of the consensus matrix suggest a method for finding the number of clusters
that best fits the data. Given that perfect consensus translates into a consensus matrix with
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all entries set to either 1 or 0, deviation from this optimal case indicates lower stability of
the solution. The idea is to construct a consensus matrixM(K) for each of a series of cluster
numbers (K = 2, 3, ..., Kmax), to compare the resulting consensus matrices and to select
the cluster number corresponding to the ”cleanest” matrix. We will introduce a measure
of consensus based on the matrix M, called consensus distribution, based on an assessment
of how the entries of M are distributed within the 0-1 range. The extent to which this
distribution is skewed toward 0 and 1 indicates good clustering.

When plotting a histogram of the consensus matrix entries (histogram of the N(N−1)/2
entries M(i, j) for i < j), perfect consensus translates to two bins centered at 0 and 1. A
histogram corresponding to structureless data would translate in the limit into a single bin
centered at some fractional value in (0, 1), since any two items have equal probability of
being clustered together.

We return to the two simulated datasets, Uniform1 andGaussian3. Figure 5.7 shows the
corresponding histograms of consensus indices. The multi-clustered structure of Gaussian3
results in the bimodal nature of its histogram around 0 and 1 (pairs of items either always
cluster together or never do). The lack of multi-clustered structure in Uniform1 results in
a largely unimodal histogram (the long tail is due to properties of HC elaborated in [15]).

The following definitions will aid us in the analysis of the clustering visualization. Recall
that k denotes the number of clusters.

Definition Empirical cumulative distribution (CDF)
For a given histogram of consensus indices we define the corresponding CDF defined over
the range [0, 1] as:

CDF (c) =

∑
i<j

1{M(i, j) ≤ c}

N(N − 1)/2

where 1{...} denotes the indicator function, M(i, j) denotes entry (i, j) of the consensus
matrix and N is the number of rows (and columns) of M.

Definition Area under CDF
The area under the CDF corresponding to M(K) is computed by the following formula:

A(K) =
m∑
i=2

(xi − xi−1)CDF (xi),

where the set {x1, ..., xm} is the sorted set of M(K) entries with m = N(N − 1)/2.

Definition Proportion increase in CDF
The proportion increase in the CDF area as K increase is computed as follows:

∆(K) =

{
A(K), if K = 2
A(K+1)−A(K)

A(K)
, if K > 2
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Figure 5.6: Color-coded heat maps corresponding to the consensus matrices for Uniform1
and Gaussian3. Clustering was done using SOM with K = 3.

Figure 5.7: Histograms of the entries of consensus matrices M(3) for Uniform1 and Gaus-
sian3.
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The special case of K = 2 is due to the fact that A(1) = 0 (for K = 1 the consensus matrix
contains only 1’s), thus not allowing for the standard computation of relative increase in
area for K = 2.

Figures 5.8 and 5.9 (of Gaussian3 and Uniform1 respectively) present plots of the
empirical CDFs corresponding to the entries of M(K) and of the proportion increase ∆(K)
in CDF as a function of K. For the right plot of Gaussian3 the predominance of 0’s and 1’s
affects the shape of the corresponding CDFs, with a step around 0 (the proportion of 0’s in
M(K)), a flat line across (0,1) and a second step around 1. For K ≤ 3 the shape of the curve
approaches the ideal step function. The CDF for Uniform1, on the other hand, displays a
different shape, reflecting the lack of stability in cluster membership.
The figures on the right plot the value of ∆(K) for different numbers of clusters. For
Gaussian3 the ∆(K) is significantly larger than 0 only up to K = 3. Conversely, for
Uniform1, as K increases the corresponding ∆(K) remains large.

The CDFs and the corresponding ∆(K)’s try to quantify the concentration of the con-
sensus distribution along the different values of K. The goal is to choose a K that maximizes
this concentration. The selection of the ”right” K is often done by inspection of the CDF’s
shape and progression as K increases. Inspection of the CDF progression helps to select the
largest K that induces a large enough increase in the area under the corresponding CDF.

5.2.6 The Adjusted Rand Index

Another measure used by consensus clustering to evaluate the quality of the chosen cluster
partition uses the adjusted Rand index (Hubert and Arabie, 1985 [16]). The adjusted Rand
index (ARI) is a measure of agreement between alternative data partitions that can be
used when considering partitions with different numbers of clusters. When ARI equals 1, it
corresponds to perfect agreement between the two partitions. It can be shown that ARI has
an expected value of 0 for two random partitions.

We start by presenting the Rand index [17]. We wish to compare two partitions P and
Q of set S where |S| = N . The elements of each partition are disjoint subsets of S whose
union is equal to S. Rand index measures agreement between P and Q according to how
object pairs are classified between the two partitions. We denote,

• A: the number of pairs that are in the same subset both in P and in Q.

• B: the number of pairs that are together in P but not in Q.

• C: the number of pairs that are together in Q but not in P .

• D: the number of pairs that are not together both in P and in Q.
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Figure 5.8: Measuring consensus for different K’s on Gaussian3; Left: the empirical CDFs
corresponding to the entries ofM(K) for K = 2, 3, ..., 6; Right: proportion increase ∆(K) in
the area under the CDF.

Figure 5.9: Measuring consensus for different K’s on Uniform1; Left: the empirical CDFs
corresponding to the entries ofM(K) for K = 2, 3, ..., 6; Right: proportion increase ∆(K) in
the area under the CDF.
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The Rand index is defined as,

r =
A+D

A+B + C +D

Hence 0 ≤ r ≤ 1, and r reflects the fraction of pairs on which both partitions agree. In order
to correct the index for chance behavior, we adjust r as follows,

r − E[r]

rmax − E[r]

Where rmax is the maximum index.

We now formally define ARI. Let Pa = {Pa1, Pa2, ..., PaKa} and Pb = {Pb1, Pb2, ..., PbKb
}

be two partitions of dataset D, with Ka and Kb not necessarily equal. Let Nij be the number
of items of D that are both members of cluster Pai and of cluster Pbj. These Nij entries
basically define a confusion matrix (with rows indexed by Pa and columns indexed by Pb)
relating the cluster assignments in Pa with the cluster assignments in Pb. Accordingly, let
Ni∗ denote column sums (i.e., the number of items members of cluster Pai irrespective of
their membership in Pb), and let N∗j denote row sums (i.e., the number of items members of
cluster Pbj irrespective of their membership in Pa). The assumption of the model is that Pa

and Pb are picked at random, subject to having the original number of classes and objects
in each. E[r] can be computed using this model, and the ARI is computed as follows:

ARI =

∑
ij

(
Nij

2

)
− [
∑
i

(
Ni∗
2

)∑
j

(
N∗j
2

)
]/
(
N
2

)
1
2
[
∑
i

(
Ni∗
2

)
+
∑
i

(
N∗j
2

)
]− [

∑
i

(
Ni∗
2

)∑
j

(
N∗j
2

)
]/
(
N
2

)

5.2.7 Results

The datasets used in the experiments are listed in Figure 5.10. The first six datasets represent
simulated data, while the last six represent gene-expression microarray data. Figures 5.11
and 5.12 summarize the results of the evaluation on simulated data, while Figures 5.13 and
5.14 summarize the results on real gene expression data.

When applying consensus clustering with HC to a leukemia dataset, if we take into
account only the consensus distribution (and the proportion increase in the area under the
CDF), the suggested number of clusters is 5. However, if we look at the consensus matrices
for K between 5 and 9, shown in Figure 5.15, a 6-cluster structure is clearly visible, with
cleaner boundaries than for K = 5. This illustrates the advantage of being able to visually
inspect the CDF plots and the consensus matrices, allowing us to select the cluster number
based on the consensus distribution.
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Figure 5.10: Description of the simulated and real datasets used in the experimental evalu-
ation.

Figure 5.11: Estimated number of clusters by consensus clustering (CC), in combination
with hierarchical clustering (HC) and self-organizing map (SOM). Application to simulated
data.
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Figure 5.12: Adjusted Rand index for naive-Bayes (NB), hierarchical clustering (HC), con-
sensus clustering with hierarchical clustering (CCHC), and consensus clustering with SOM
(CCSOM).

Figure 5.13: Estimated number of clusters by consensus clustering (CC), in combination with
hierarchical clustering (HC) and self-organizing map (SOM). In parentheses is the estimated
number of clusters based on visual inspection of the consensus matrices (when it differs from
the one based on the consensus distribution).
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Figure 5.14: Rand index for naive-Bayes (NB), hierarchical clustering (HC), consensus clus-
tering with hierarchical clustering (CCHC), and consensus clustering with SOM (CCSOM).
In parentheses is the Rand index corresponding to the partition into Ktrue classes (when it
differs from the estimated K).

Figure 5.15: Consensus clustering applied to the leukemia data: consensus matrices for
K = 5, 6, 7, 9.
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5.2.8 Conclusion

We have shown a new method to determine K based on consensus. In addition we have
shown the importance of visualizations in determining the optimal number of clusters. We
have also shown resampling (subsampling) in consensus clustering proves quite useful in
increasing our clustering robustness.
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