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Overview

• Testing bipartiteness in sparse graphs

• In dense graphs: Upperbound of poly( 1
ε ) [1]

– Sample vertices at random and test if their induced subgraph is bi-
partite [No proof]

• In sparse graphs we will see:

– Upperbound of O(
√
n · poly((lg n)/ε) [2]

∗ We will analyze only the simple case of rapidly mixing graphs
∗ Algorithm works much the say way for general graphs

– Lowerbound of Ω(
√
n) [3]

Random Walks

• Definition of random walk:

– Let s be some vertex of graph G. A random walk of length L in G
starting from s is a series of L + 1 vertices (s = v0,, v1, ...vL), where
each vi is chosen uniformly at random from the neighbors of vi−1.

• Definition of transition matrix:

– Let G be a graph on vertices {v1, ..., vn}. Denote by A the adjaceny
matrix of G. Denote by D = diag(d(v1), ..., d(vn)) the diagonal ma-
trix of the degrees of the vertices in G. The transition matrix (or the
normalized adjacency matrix) is defined as: M = D−1A.

– It is easy to see that Mi,j is the probability of going from vito vj in
a random step.
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– Similarly, M t
i,j is the probability of going from vi to vj after t random

steps.

• Stationary distribution

– Let p = (p1, ...pn) be a distribution on the vertices of G. That is, pi
is the probability of “being at” vi, and

∑
pi = 1.

– It is easy to check pM is the distribution on the vertices of G after
taking a random step, and pM t is the distribution after taking a
random walk of length t.

– A distribution p is called a stationary distribution iff pM = p.

– We say a random walk (from distribution p) converges to p′ if limt→∞ |pM t − p′| =
0

– Walk does not always converge [Example: Bipartite graph]

– Distribution isn’t always unique [Example: Non-connected graph]

– A random walk on a graph always converges (i.e., from any starting
distribution) to a unique distribution in polynomial expected time if
the graph is:

∗ Connected
∗ Aperiodic (gcd of all cycle lengths is 1)
∗ Has a doubly stochastic transition matrix (sum of any row/col

= 1)

– Good news: Connected non-bipartite undirected graphs satisfy the
above. From now on, we will only discuss this type of graphs.

• Stationary distribution of d-regular graphs (i.e., graphs where the degree
of every vertex is exactly d) is uniform, u = ( 1

n , ...,
1
n ).

• The mixing time of a d-regular graph is defined as the # of steps it takes
to converge to the uniform distribution:

– The mixing time of G is the smallest t for which for any initial dis-
tribution p we have: |pM t − u|∞ < 1

2n . The choice of the L∞ norm
here is arbitrary, and most useful to us in the upcoming analysis.

• As mentioned above, the mixing time is at most polynomial.

• For “most” d-regular graphs (e.g., expander graphs), the mixing time is
logarithmic.
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Upperbound for Testing Bipartitness

• Definitions:

– Sparse graph: We define a sparse graph on vertices V = {v1, ..., vn}
with maximum degree d by a function Γ : V × [d] → V . The i-th
neighbor of v is given by Γ(v, i).

– A graph is bipartite iff there exists a partition (S, V \S), Φ 6= S ⊆ V
of V s.t. for every edge (u, v) in the graph, u ∈ S and v ∈ V \ S or
vice versa. That is, all edges in the graph connect vertices of S with
vertices of V \ S.

– We say an edge is (u, v) is a violating edge with respect to partition
(S, V \ S) if both u, v ∈ S or both u, v ∈ V \ S.

– A graph is ε-far from being bipartite (in the sparse model) if for any
partition (S, V \ S) of the graph the number of violationg edges is
> εnd.

– A graph is ε-close to being bipartite (in the sparse model) if there
exists a partition (S, V \ S) of the graph with ≤ εnd violation edges.
(This implies we can remove at most εnd edges to obtain a bipartite
graph.)

• The algorithm:

– Set K = O(
√
n/ε), L = O(lg n).

Choose a vertex s arbitrariliy.
Perform K “biased” random walks of length L starting from s. De-
note by vi the vertex reached in the i-th random walk.
If there exists i, j s.t. vi = vj and the parity of the i-th and j-th walk
differs, return FALSE.
Otherwise, return TRUE.

• Some notes on the algorithm and more definitions:

– The running time of the algorithm is KL = O(
√

n
ε lg n).

– A “biased” random step from vertex v is defined as follows: Choose
a neighbor at random w.p. 1

2d . Stay in place (equivalent to following
a self-loop) w.p. 1− d(v)

2d (d(v) is the degree of v). These odd settings
meam the graph is treated as 2d-regular with at least d-self loop for
each vertex.

∗ Regularity ensures we reach the uniform distribution
∗ Self-loops explained later

– Length of walk = # of steps in walk

– Length of path = (# of steps in walk) - (# of self-loop steps)
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– Parity of path/walk: Odd (1) or even (0) path length (Always when
referring to parity we mean the parity of the path, as all the walks
are of thesame length L).

– The test at the end checks if we’ve encountered an odd cycle (thus
ensuring the graph is not bipartite):

∗ If vi = vj and the paths have different parities, then there exists
an odd-length path (not necessarily simple) from s to vi and
back to s (on a different path). If this “cycle” is simple, then we
are done. Otherwise, it is easy to prove by induction the paths
contain a simple odd-length cycle.

• By the above, it is obvious that if the graph is bipartite then the algorithm
return TRUE.

• We are left with showing that with high (constant) probability, an ε-far
graph is rejected.

• We will show this in the case the graph is rapdily mixing, that is, graphs
for which a random walk (almost) reaches the stationary (uniform) distri-
bution in O(lg n) (= L) steps.

• Define:

– pv(L) - Probability of reaching v after a walk of length L

– p0
v, p

1
v - Probability of reaching v after a walk of length L with

even/odd path parity

– For our analysis, we require 1
2n < pv(L) < 2

n

– This happens or expanders; For normal graphs, Lmust be polynomial
(and we get a poly-time algorithm with space O(

√
n/ε))

• We are interested in the sum
∑
p0
vp

1
v. [Why?]

• We will show G ε-far⇒
∑
p0
vp

1
v is large⇒ probability of finding odd cycle

is large

• Start with contra-positive: If
∑
p0
vp

1
v <

ε
cn then G is ε-close

– Partition the graph to the sets V0 = {v|p0
v ≥ p1

v}, V1 = V \ V0

– That is, V0 is the set of vertices for which w.h.p. the random walk is
of even parity. Specifically, p0

v ≥ 1
4n .

– For v ∈ V0, define N0(v) = The neighbors of v in V0, d0(v) = |N0(v)|
– Prove that p0

u(L− 1) ≥ 1
8p

0
u(L): [For this to work we required d self

loops]
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∗ As mentioned above, our random walk treats the graph as a
2d regular graph with self-loops. A walk of length L can be
described by an L-tuple of items from [2d], each indicating the
label to use at the current step to move from v. The first d(v)
labels correspond to neighbors of v, and the other 2d − d(v)
correspond to self-loops. The total number of possible walks is
then (2d)L.

∗ Define U to be the set of all L-step walks of even path length
ending at u. Then p0

u(L) = |U | · (2d)−L.
∗ Define T to be the set all walks in U s.t. at least L/4 self-loops are

taken. Since each vertex has at least d self-loops, the expected
number of self loops in a random walk of length L is ≥ L/2.
Using the Chernoff bound, since each step is independent, we
can show |T | > |U |/2 (when L = Ω(lg n)).

∗ Define T ′ to be the set of all walks that can be obtained from a
walk in T by eliminating one self-loop. Then T ′ is a subset of
all the (L − 1)-step walks of even length ending at u. That is:
p0
u(L− 1) ≥ |T ′| · (2d)L−1.

∗ Consider the bipartite graph on the two sets T, T ′, where t ∈
T, t′ ∈ T ′ are connected if t′ can be obtained by t by eliminating
one self-loop in t. Since each t ∈ T has at least L/4 self-loops,
then |e(T, T ′)| ≥ |T | · L4 . Since for any t′ ∈ T ′ we have at most
L places to insert a self-loop, and a self-loop corresponds to at
most 2d labels (in fact, 2d − 1 since the graph is connected),
then |e(T ′, T )| ≤ |T ′| · L · 2d. Combining the two results we get:
|T ′| ≥ |T |/8d.

∗ Putting it all together:

p0
u(L−1) ≥ |T ′|·(2d)L−1 ≥ 1

4
·|T |·(2d)−L ≥ 1

8
·|U |·(2d)−L =

1
8
p0
u(L)

as we wanted to show.
∗ Detailed and easy to follow proof in Ron’s course page, HW 2,

question 1 [4]
– For any v ∈ V0, note that for each u ∈ N0(v), we also have p0

u ≥ 1
4n .

We can now show:

p1
v(L) =

∑
u∈N(v)

p0
u(L− 1) · 1

2d

≥
∑

u∈N0(v)

p0
u(L− 1) · 1

2d

≥
∑

u∈N0(v)

p0
u(L) · 1

8d

≥ 1
64nd

· d0(v)
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– Finally, we can lowerbound p0
vp

1
v as a function of the degrees of the

graph: ∑
v

p0
vp

1
v =

∑
v∈V0

p0
vp

1
v +

∑
v∈V1

p0
vp

1
v

≥
∑
v∈V0

d0(v)
256n2d

+
∑
v∈V1

...

=
1

256n2d
(
∑
v∈V0

d0(v) +
∑
v∈V1

d1(v))

– And if
∑
v p

0
vp

1
v <

ε
128n , then:∑
v∈V0

d0(v) +
∑
v∈V1

d1(v) < 2εnd

The left hand side of the equation is exactly twice the number of
violating edges with respect to (V0,V1). But this means the graph is
ε-close to being bipartite, in contrary to our assumption.

• We now show that when
∑
v p

0
vp

1
v >

ε
cn (c ≥ 128), then the probability of

finding an odd cycle (as described above) is high.

• Define K random variables: vi = The vertex reached at the end of the
i-th walk

• Define
(
K
2

)
random variables: ∀i<jsi,j = 1 ⇐⇒ vi = vj and the i-th and

j-th paths are of different parities.

• Show that when
∑
p0
vp

1
v >

ε
cn , then E[

∑
si,j ] >

(
K
2

)
2ε
cN > c′2

c > 1

• Note that si,j are not i.i.d. and we cannot use Chernoff [Why can’t we
just repeat the above experiment several times?]

• Show a weaker bound on Pr[
∑
si,j = 0] using Chebyshev

– For any non-negative random variable:

Pr[X = 0] = Pr[X ≤ 0]
≤ Pr[|X − E(X)| ≥ E(X)]

= Pr[|X − E(X)| ≥ E(X)√
Var(X)

·
√

Var(X)]

≤ Var(X)
E[X]2

(the last inequation due to Chebyshev)
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– Exercise: Calculate E[
∑
si,j ],Var(

∑
si,j)

∗ Hint: Define s̄i,j = si,j − E(si,j), and use the known equations
for variance, covariance. When calculating the variance notice
when you use the fact that most pairssi,j , sk,l are independent.

– After solving the exercise and choosing c′ appropriately, we get Pr[
∑
si,j =

0] < 1
3 . This mean with probability ≥ 2

3 , there are some i, j for which
si,j = 1, and an odd cycle is found.

– Detailed and easy to follow proof in Ron’s course page, HW 2, ques-
tion 2 [4]

• Why won’t the algorithm work for the general case?

– For example, obvious when the graph is not connected. We might
pick a “wrong” s, staying always in a bipartite component, even
though the graph might be non bipartite. (Naturally, in this case
our requirement of rapid mixing is impossible.)

• A simple revision of the algorithm does work [No proof]:

– Set K =
√
Npoly((lgN)/ε), L = poly((lgN)/ε)

– Repeat the simplified algorithm T = Θ( 1
ε ) times, each time picking

s at random.

– If an odd cycle was found in any of the runs, return FALSE. Other-
wise, return TRUE.

• The entire proof (for the rapidly mixing case) can be found in class notes
for lesson 8 in Ron’s course page [4]

Lowerbound for Testing Bipartitness

• Main statement: Testing bipartitness (with two-sided error) with distance
parameter 0.01 (in the sparse model) requires Ω(

√
n) queries.

• Define families Gn1 and Gn2 (for even n):

– Gn1 is the family of all multigraphs that are the union of an hamil-
tonian cycle with a perfect matching. That is, each vertex has de-
gree exactly 3: Two neighbors on the cycle and one neighbor in the
matching. We denote by Gn1,far all the graphs in Gn1 which are ε-far
from bipartite, and Gn1,near all the graphs in Gn1 which are ε-close to
bipartite.

– Gn2 is similar to Gn1 , except we only choose perfect matching that
don’t violate the partition induced by the cycle. That is, two vertices
are connected in the macthing iff their distance on the cycle is odd.
Obviously all graphs in Gn2 are bipartite.
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• Exercise: Prove nearly all graphs (say, 99%) in GN1 are 1
96 -far from being

bipartite

• Let A be a random algorithm for testing bipartiteness. Then:

∀G∈Gn
2

Pr
A

[A(G) = 1] ≥ 2
3

∀G∈Gn
1,far

Pr
A

[A(G) = 1] ≤ 1
3

• Since A works well in the worst case, there exists a deterministic A′ that
works just as well in the average case (We simply choose the best coin
tosses of the randomized algorithm A). We have:

Pr
G∈Gn

2

[A′(G) = 1] ≥ 2
3

Pr
G∈Gn

1,far

[A′(G) = 1] ≤ 1
3

Since Gn1,near is less than 0.01 of the size of Gn1 , then we have:

Pr
G∈Gn

1

[A′(G) = 1] ≤ 1
3
· 0.99 + 1 · 0.01 < 0.35

But then A′ is a deterministic 0.31-distinguisher between Gn1 and Gn2 :

Pr
G∈Gn

1

[A′(G) = 1]− Pr
G∈Gn

2

[A′(G) = 1] >
2
3
− 0.35 > 0.31

• We will show that any deterministic A with less than c
√
n queries cannot

distinguish the two families.

• To this end, we will define two random processes P1 and P2. The random
process Pi generates graphs uniformly from Gni . A interacts (queries)
with a black box P , and in the end needs to decide if P = P1 or P = P2.
This process captures the interaction of A with a random graph from Gi.
Formally:

Pr
G∈Gn

i

[A′(G) = 1] = Pr
Pi

[A′Pi = 1]

It thus suffices to show A cannot distinguish the two processes.

• Notation and definitions:

– In the sparse model, A’s queries are of the form (v, j), where v is a
vertex, j ∈ [3] is a label. An answer is simply a vertex u such that u
is the j-th neighbor of v. We use the notation u = v[j].
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– The interaction of A with process P is defined by a query-answer
history, which is a list of 3-tuples (vj , i, uj) s.t. vj [i] = uj , each item
corresponding to the j-th query of A.

– The knowledge graph Gj of A is the set of all vertices and edges in
the query-answer history after j queries.

• We will not describe the processes Pi. We just note that:

– Pi constructs a graph uniformly from Gni .

– Labels 1 and 2 of a vertex always “point” to the neighboring vertices
on the hamiltonian cycle (1 is always CW is some arbitrary orienta-
tion). Label 3 points to the matched vertex in the perfect matching.
(This “knowledge” is not hidden from A.)

– Pi constructs the graph “online”. Each query of A imposes a new
constraint on the constructed graph, but subject to the constraints
all vertices are “treated equally”. For example, if A queries P1 for
(v, 3), and this has not been queried before, then the answer u is
chosen uniformly from all unmatched vertices.

– When A completes its interaction with Pi, Pi has only constructed a
parital graph. The final graph is chosen uniformly from all possible
graphs in Gi that match this partial graph.

• We give an example of a tool used in Pi to generate the graphs online:

– In order for the graph to be consistent, each vertex needs to be as-
signed a parity bit. This bit tells us eventually where to place the
vertex on the cycle. We need to assign an equal number of 0 and
1 bits . However, we wish this to be done online, that is, assign a
parity bit only when a vertex is “touched” (either as a query or as
an answer) as we don’t want to impose any constraints on vertices
not yet in the knowledge graph (This is cruical as we will soon see)

– To achieve this, we can use a biased coin. Let n be the total number
of vertices, no be the number of vertices with odd parity, ne the
number of vertices with even parity. We can imagine 2 bags of size
n/2. The first bag contains no vertices, and the second ne vertices.
To assign a bit to v we’ll simply some open spot at random. If it’s in
the first bag, then it will be assigned 1, otherwise, 0. The probability
of it falling in the first bag is p = n/2−ne

n−(ne+no) . This mean we can
simply use a biased coin with probability p.

• We argue that A cannot distinguish P1 and P2 with high probability:

– The probability of the random process P hitting the knowledge graph
after any query is small: Each query increases its size by at most 2
vertices. This probability is roughly ct/n for the t-th query. Summing

9



over all t′s up to some c′
√
n we get a small constant. Hence, the

probability of ever hitting the knowledge graph during interaction
with A is small, say, 1

4 .

– When a query falls outside the knowledge graph, both processes re-
turn a (uniformly) random vertex. That is, conditioned on the pro-
cess not returning vertices in the current knowledge graph, the an-
swers are distributed uniformly.

– Note also that when the knowledge graph is never hit, in the end it
contains no cycles.

• By the above argument, with high probability (≥ 3
4 ) the knowledge graph

is never hit, the answers are distribuited uniformly in both cases, and
obviously A cannot distinguish the two processeses. This mean it can
distinguish them with probabilty at most 1

4 = 0.25, but as we’ve seen
above if A is a proper tester is must be a 0.31-distinguisher. (This can be
made into a formal argument using statistical difference.)

• We deduce that A is a proper bipartiteness tester, and thus any algorithm
to test bipartiteness must make at least Ω(

√
n) queries.

• See also class notes for Ron’s course on Topics in Algorithms, lesson 8 [4]
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