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1 Introduction

The topic of this lecture is the discovery of gene/protein modules in a given network. A module is a set of
genes/proteins performing a distinct biological function in an autonomous manner. The genes in a module
are characterized by coherent biological behavior with respect to the data at hand.
Examples for modules:

• Transcriptional module: a set of co-regulated genes sharing a common function.

• Protein complex : assembly of proteins that build up some cellular machinery; commonly spans a dense
sub-network of proteins in a protein interaction network.

• Signaling pathway : a chain of interacting proteins propagating a signal in the cell.

The following discussion focuses on finding modules in gene expression data, but the methods apply to other
types of data as well.

1.1 Gene expression data

In a microarray experiment, labeled mRNA from a cell culture of interest is hybridized to an array, and the
expression levels of genes are then derived from the hybridization intensities.

This experiment is repeated over several cellular conditions and the data is normalized. This results in an
expression matrix that records the expression levels of different genes under different biological conditions.
Rows in the matrix represent genes, columns represent conditions, and the values represent the gene activity
level under the specific condition.

Microarrays measure the mRNA levels of thousands of genes in a single experiment while traditional
methods work on a ”one gene in one experiment ” basis1. Today microarray based gene expression experi-
ments are performed in almost every laboratory, mainly because it relies on relatively accessible and cheap
technologies.

1.2 Co-expression Matrix

For module finding purposes, the raw gene expression matrix is commonly transformed into a similarity
matrix (Figure 2). This matrix tabulates the pairwise similarities in expression patterns between genes.
Entry Sij represents the similarity between genes i and j. Similarity values can be calculated in a variety of
methods, using e.g. Pearson correlation, dot product and other measures.

∗Based on a previous scribe by Eyal Schneider and Avi Vigder.
1Thus, it provides a snapshot of gene activity in the cell.
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Figure 1: Gene expression matrix transformed into a similarity matrix.

2 Clustering

2.1 Introduction

The goal of clustering algorithms is to partition the elements (genes) into sets, or clusters, while attempting
to optimize:

• Homogeneity - Elements inside a cluster are highly similar to each other.

• Separation - Elements from different clusters have low similarity to each other.

Figure 2: On the left is the input similarity matrix. Green and red indicate low and high similarity values
respectively. On the right is the result of a clustering algorithm, where the rows and columns are ordered
according to the clustering.
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2.1.1 Clustering approaches

Hierarchical: A hierarchical clustering method produces a classification tree where the elements of the
input set are at the leaves. Each node represents a cluster which is defined by the elements in its
subtree and contained in the bigger cluster defined its ancestor, but its elements are more related.
Therefore, every tree level represents a finer clustering than its predecessor. In this approach, no
specific partitioning is obtained.

Non-hierarchical: A non hierarchical method generates a partition of the elements into (generally) non-
overlapping groups.

The two clustering algorithms presented hereby (K-means and CLICK) are both non-hierarchical.

2.1.2 Selected methods

• K-means : Greedy search for low squared error [20].

• Self Organizing Maps : Based on neural network learning principles [16]. Implemented by Tamayo et
al. [26], for analyzing gene expression data.

• Hierarchical Clustering using average linkage[18].

• CAST : Based on a corrupted clique model [2].

• HCS : Min-cut based algorithm [12].

• CLICK : Utilizes graph-theoretic and statistical techniques to identify tight groups of highly similar
elements (kernels), which are then expanded to full clusters using heuristic procedures [24].

2.2 K-means

The K-means clustering algorithm [20] is a greedy algorithm which attempts to find the best data partition-
ing into a given number (k) of clusters. In a k-clustering problem, a set of n points V = {v1, v2, ..., vn} and
an integer k are given, and the goal is a partition P of V into k clusters, which minimizes a cost function
EP . Testing all possible partitions is not applicable due to the exponential complexity involved. Therefore,
existing k-clustering algorithms, such as k-means, use heuristic strategies. In a 2D world (Figure 3) where
the adjacency of elements represents the similarity between them, the cost of a partitioning is an expres-
sion of the scattering level of the elements inside their clusters. The centroid of a cluster Cj is defined as
mj = 1

|Cj |
∑

i∈Cj
vi. K-means defines the cost of a partition P to be EP =

∑k
j=1

∑
i∈Cj

d(vi,mj)2, where
d(·) is the Euclidean distance.

K-means proceeds as follows:

• Initialize an arbitrary partition P of the n points into k clusters.

• For every cluster C and every element i /∈ C: compute EP after moving i to C. Pick the single move
which yields a minimum value of EP .

• Repeat until no improvement is possible.

The algorithm is not guaranteed to find the global minimum over all possible partitions. Despite this
limitation, the algorithm is used fairly frequently due to its simplicity.
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Figure 3: Source: [10]. An example run of the K-means algorithm with k = 2. The figure shows the current
partition and centroids during 3 iterative stages of the algorithm. Centroids are denoted by filled circles.

2.3 The CLICK algorithm

The CLICK algorithm [24] receives as input an expression matrix, where rows represent genes and columns
represent conditions. Based on this matrix, the algorithm computes a similarity matrix (see 1.2), and
transforms this matrix into a graph, where nodes represent genes and every edge (i, j) has a weight derived
from the similarity value Si,j .

The algorithm fragments the graph into densely connected subgraphs called kernels, and then, using
heuristic methods, expands these kernels in order to get a set of clusters. The algorithm does not require
any prior knowledge of the number of clusters.

2.3.1 The probabilistic model

Weights are assigned to edges according to a probabilistic model of the data. The key assumption of the
algorithm is that similarity values between mates2 are normally distributed, as well as the similarity values
between non-mates: p(Si,j | i,j mates) ∼ N(µT , σT ) p(Si,j | i,j non-mates) ∼ N(µF , σF ) Where naturally
µT > µF . Such distributions are observed in real data, and under certain conditions can be theoretically
justified by the central limit theorem. The last parameter of the probabilistic model is Pmates, the percentage
of mate pairs among all vertex pairs.

There are two approaches for determining the parameters µT , µF , σT , σF :
a) Using a subset of the genes for which the true clustering is known.
b) Estimating the parameters using the EM algorithm [21].

The weight wi,j assigned to edge (i, j) reflects the probability that i and j are mates:

wi,j = ln
P (i,j mates|Si,j)

P (i,j non-mates|Si,j)

Note that the weight will be negative if i and j are more likely to be non mates. Using Bayes theorem:

wi,j = ln
f(Si,j|i,j mates)·P (i,j mates)

f(Si,j)

f(Si,j |i,j non-mates)·P (i,j non-mates)
f(Si,j)

= ln
f(Si, j|i,j mates) · Pmates

f(Si,j |i,j non-mates) · (1− Pmates)
=

ln
1

σT
· e−

(Si,j−µT )2

2σT
2 · Pmates

1
σF
· e−

(Si,j−µF )2

2σF
2 · (1− Pmates)

=

ln
σF · Pmates

σT · (1− Pmates)
+

(Si,j − µF )2

2σF
2

− (Si,j − µT )2

2σT
2

2A pair of genes belonging to the same true cluster.
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2.3.2 Kernel identification

Let G = (V,E). Any partition of V into two sets V1 and V2 (V1 ∪ V2 = V ) defines a cut C, which is the set
of edges between V1 and V2 in G: C = {(i, j) : i ∈ V1 and j ∈ V2}. The weight w(C) of a cut C is defined
to be the total weight of the cut’s edges: w(C) =

∑
e∈C w(e).

For every cut C in G we distinguish between two hypotheses: HC
0 - C contains only edges between

non-mates. HC
1 - C contains only edges between mates. We define G to be kernel if for every possible cut

C on G, HC
0 is more probable than HC

1 . Note that for any graph G there exist a cut C for which one of the
above hypothesis hold. If G is pure, i.e. contains only mates, then all possible cuts separate between mates
only. Otherwise, there is at least one cut which separates only non-mates.

A direct approach for determining whether a G=(V,E) is a kernel is not applicable, since there are 2|V |

cuts to examine. We show below an efficient algorithm for this problem.

Theorem Let Cmin be the minimum cut of G. Then G is a kernel iff W (Cmin) > 0.
Proof: We will use the following notation: P (HC

1 ) - The prior probability that a cut C separates only
mates. P (HC

1 |C) - The posterior probability that C separates only mates, given all the weights of the edges
in C. f(C|HC

1 ) - The joint probability density function for the weights of the edges in C, given that C
separates only mates. P (HC

0 ), P (HC
0 |C), f(C|HC

0 ) are similarly defined.
First we show that for any cut C, W (C) = ln P (HC

1 |C)

P (HC
0 |C)

. By Bayes theorem,

ln
P (HC

1 |C)
P (HC

0 |C)
= ln

P (HC
1 ) · f(C|HC

1 )
P (HC

0 ) · f(C|HC
0 )

.

Assuming that for any cut C the random variables {Si,j : (i, j) ∈ C} are pairwise independent we get:

ln
P (HC

1 ) ·
∏

(i,j)∈C f(Si,j |i, j mates)

P (HC
0 ) ·

∏
(i,j)∈C f(Si,j |i, j non−mates)

= ln
Pmates

|C| ·
∏

(i,j)∈C f(Si,j |i, j mates)

(1− Pmates)|C| ·
∏

(i,j)∈C f(Si,j |i, j non−mates)
=

|C| ln PmatesσF

(1− Pmates)σT
+

∑
(i,j)∈C

(Si,j − µF )2

2σF
2

−
∑

(i,j)∈C

(Si,j − µT )2

2σT
2

=

∑
(i,j)∈C

wi,j = W (C)

Now, if W (Cmin) > 0 then W (C ′) ≥ W (C) > 0 for any cut C ′ in G, so P (HC′
1 |C′)

P (HC′
0 |C′)

> 1 which means by
definition that G is a kernel.

Conversely, if we know that G is a kernel, then for any cut C:

P (HC
1 |C)

P (HC
0 |C)

> 1⇒ ln
P (HC

1 |C)
P (HC

0 |C)
= W (C) > 0

Hence W (Cmin) > 0

2.3.3 Basic-CLICK

Basic-CLICK is an algorithm for generating kernels. The input is a set of nodes not belonging to any
kernel yet (singletons). The kernels are identified by recursively partitioning the node set into two parts,
by minimum cut computations. Recall that according to the theorem above, the minimum cut minimizes
P (HC

1 |C)

P (HC
0 |C)

, so partitioning according to this cut identifies the weakest bipartition of the element set. The
algorithm maintains a set R which contains the current singletons, and a collection L which contains the
current set of kernels.

basic-CLICK(G)
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If (V (G) = {v})
R← R ∪ {v}

Else

(H, H̄)←MinWeightCut(G)
If (W ((H, H̄)) < 0)

basic-CLICK(H)
basic-CLICK(H̄)

Else
L← L ∪ {G}

Note that MinWeightCut cannot be performed in polynomial time, since G may contain negative weights
(the min-cut problem with arbitrary edge weight is NP-hard). Consequently, CLICK applies the following
steps before basic-CLICK: 1) Let wmax be the maximum weight in the input graph. Transform all weights
using the transformation f(w) = wmax − w + ε for small ε > 0. Now all edges have a positive weight, and
a MAX-CUT approximation algorithm is applied [14]. Let (V1, V2) be the resulting partition. 2) Starting
from (V1, V2) greedily move vertices between sides so as to decrease the weight of the implied cut, using the
original edge weights. These two steps are applied recursively on the resulting components, until achieving
a trivial partition (i.e. all elements are on one side of the partition).

At this point, the original edge weights are restored, negative weight edges filtered and basic-CLICK
is applied to the resulting graph. When evaluating the total weight of the minimum cut obtained by
MinWeightCut, the weights of the filtered edges are also considered.

2.3.4 The complete CLICK algorithm

The complete algorithm is as follows:

CLICK(S)

G← computeGraphFromSimilarities(S)
R← V (G)
While(some change occurs) do

basic-CLICK(GR)
Adoption(L,R)

Merge(L)
Adoption(L,R)

The main loop consists of building kernels from the existing singletons, and adopting singletons into existing
kernels. Adoption(L,R) checks every vertex v in R against every kernel K in L, and finds the pair with
maximal similarity. The similarity is computed based on the fingerprint vector of v and the average fingerprint
vector of members of K. If this similarity exceeds some predefined threshold, the new vertex is added to the
kernel, and then removed from the singletons set. Adoption(L,R) ends when there is no possible adoption
to perform.

Merge(L) tries to merge entire kernels using the same technique. All pairs of kernels in L are checked,
and the pair with maximal similarity is chosen. The similarity is computed based on the average fingerprint
vector of each of the two kernels. If the similarity value exceeds a threshold, the two kernels are merged into
a single one. Merge(L) ends when there is no suitable pair of kernels for merging.
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2.4 Quality assessment

2.4.1 Assessing the solution given a correct clustering

Let S be a suggested solution returned by a algorithm and T be the true clustering. We use the following
notation:

• n11- number of pairs of elements that are mates in both S and T .

• n01- number of pairs that are mates in S but are non-mates in T

• n10- number of pairs that are mates in T but are non-mates in S

Note: n00 is ignored since it significantly dominates the other parameters (the percentage of non-mates
is almost always very high) and dims the real meaning of the assessment scores.The following assessment
scores are used to evaluate the quality of the clustering (see [21]).

Specificity score n11
n11 + n01

This score measures the percent of true mates among all pairs declared to be
mates by the algorithm.

Sensitivity score n11
n11 + n10

This score measures the percent of true mates found by algorithm among all
true mates.

Jaccard score n11
n11 + n10 + n01

This score ranges from 0 to 1 where 1 is the optimum. It serves as a lower
bound for both the specificity and the sensitivity of the suggested solution.

Minkowski score
√

n01 + n10
n11 + n10

Here the optimal solution is reached when the score is 0. Following is
a comparison between CLICK and K-Means algorithms, using both the Minkowski score and the Jaccard
score.

Figure 4: Assessment comparison between CLICK and K-Means. The data used as input comes from 20,275
cDNAs purified from sea urchin eggs, and fingerprinted with 217 oligos. The Correct clustering of 1,811
cDNAs is known from back hybridizations [13]. For each algorithm, the number of generated clusters and
singletons is presented. It can be observed that K-Means generates more singletons. However, it dominates
K-Means both in Minkowski and Jaccard scores.

2.4.2 Assessing the solution when no correct clustering is available

For this task we shall consider the following scores:

Homogeneity Average similarity between mates, computed as: Havg = 2P
C |C|(|C|−1)

∑
C

∑
i,j∈C S(i, j)

The minimal cluster homogeneity among all clusters may be considered as a more conservative score (rather
than the overall average): Hmin = minC 2

|C|(|C|−1)

∑
i,j∈C S(i, j)
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Separation Average similarity between non-mates, computed as:
Savg = 1∑

C 6=C′ |C|(|C′|)

∑
C 6=C′

∑
i∈C, j∈C′ S(i, j)

The maximal inter-cluster similarity may also be considered as the score (rather than the overall average):
Smax = maxC,C ′ 1

|C||C′|
∑

i∈C,j∈C′ S(i, j)
A comparsion of the separation and homogeneity levels among several clustering algorithms, including

CLICK, is given in Figure 5.

Figure 5: Performance on Yeast Cell Cycle Data, consisting of 698 genes and 72 conditions [25]. Each
algorithm was run by its authors in a blind test. It can be observed that CLICK dominates all other
algorithms in the homogeneity level, while the best separation level is achieved by CAST.

CLICK was first tested on the yeast cell cycle dataset of Cho et. Al. [9]. That study monitored 6218
yeast genes over a time interval of two cell cycles (160 minutes). Their expression level was measured every
10 minutes. The following figure shows the clusters produced by CLICK on this dataset.

Figure 6: Source: [9]. CLICK clustering results for yeast cell cycle data. Every diagram represents a single
cluster, and it shows the expression level of its genes over the a period of 160 minutes. The time points are
at a 10 minutes interval. The expression levels are normalized. The size of each cluster is printed above it.

In the dataset mentioned above, there is one known true cluster containing all late G1-peaking genes.
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CLICK managed to place 91% of the late G1 genes in a single cluster (Cluster number 3 in the above figure).
In contrast, The GeneCluster algorithm [26] splits 87% of the late G1 genes among three clusters. Following
is a Homogeneity and Separation comparison between CLICK and GeneCluster [26] algorithms.

Figure 7: Comparison between CLICK and GeneCluster [26] algorithms, when no true clustering is known.
The data is taken from expression levels of 826 yeast genes, measured at 16 time points over two cell cycles
([9]). For homogeneity, both average and minimum parameters are presented. For separation, both average
and maximum parameters are presented. CLICK is superior in all the 4 parameters.

3 Biclustering

3.1 Introduction

The clustering problem deals with gene similarities as reflected by their activity across all conditions is
that all genes in the cluster share the exact same functions, and are therefore all effected by the same
conditions. In reality, however, many gene products are known to have more than one function. This
means that a group of genes displays similar expression behavior across some of the conditions (those
related to the shared function), while displaying different properties when looking at conditions relating to
functions not shared among all the genes in the group. The standard clustering approach is oversimplified
to detect such cases, creating the need for the more refined, local, approach of biclustering.
It should be noted that while the clustering problem always creates disjoint clusters that cover all the input
set, biclusters may overlap, and they usually cover only a part of the matrix. This overlap is expected
when assuming that each bicluster represents a function, and that genes have more than one function.

Biclustering takes as an input the same conditions activity matrix, and tries to find statistically
significant sub-matrices in it, also called biclusters. These structures imply a joint behavior of some genes
under some conditions. While clustering methods can be applied to either rows or columns of a data
matrix separately, biclustering methods perform clustering in the two dimensions simultaneously.
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Figure 8: The two leftmost diagrams illustrate gene and condition clustering while the rightmost diagram
illustrates biclustering.

3.1.1 Selected methods

• Cheng & Church : A greedy search for low residue score submatrices [3].

• Getz et al. : Iterative clustering of genes (or conditions) across conditions (or genes) subsets [11].

• Ben-Dor et al. : Identification of order preserving submatrices [1].

• Segal et al. : Based on the Bayesian method [23].

• Ihmels et al. : ”Stable” subsets of genes and conditions are built around known gene subsets [15].

• Lazzeroni & Owen : Introduces the Plain Model [19].

3.2 The Cheng-Church Algorithm

The algorithm of Cheng and Church presents a simple, greedy, approach towards finding maximal sized
biclusters satisfying a certain condition [3]. The input is a matrix A = (ai,j), where rows represent genes
and columns represent conditions. The algorithm attempts to find a submatrix B, representing a bicluster.
The quality of B as a bicluster is measured using the Residue score.

3.2.1 Residue score

The basic assumption of the algorithm is that expression levels in a bicluster are constant up to row and
column (additive) effects. Formally, let B be a bicluster, I the row indices of B and J the column indices in
B. Then there exist functions b : I → R and c : J → R such that ai,j ≈ b(i) + c(j) + const for all i ∈ I and
j ∈ J .

Lemma 1 If ai,j = bi + cj + const for all i ∈ I and j ∈ J then ai,j = ai,J + aI,j − aI,J . Where I and J are
row and column subsets representing a sub-matrix, and:

aI,j =
∑

i∈I(ai,j)/|I| (i.e. sub-matrix column j average)
ai,J =

∑
j∈J(ai,j)/|J | (i.e. sub-matrix row i average)

aI,J =
∑

i∈I,j∈J(ai,j)/(|I||J |) (i.e. entire sub-matrix average)
Then: ai,j = aI,j + ai,J − aI,J .

Proof: aI,j =
∑

i∈I(bi + cj + const)/|I| = bI + cj + const
ai,J =

∑
j∈J(bi + cj + const)/|J | = bi + cJ + const

aI,J =
∑

i∈I

∑
j∈J(bi + cj + const)/(|I||J |) =

=
∑

i∈I(bi + cJ + const)/(|I|) =
= bI + cJ + const
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⇒ aI,j + ai,J − aI,J =
= bI + cj + const + bi + cJ + const− (bI + cJ + const) =
= bi + cj + const = ai,j

We proceed to define the residue score of an element ai,j as: ai,j − ai,J − aI,j + aI,J . This indicates the
distance of this element’s expression data from our expectations. The mean squared residue score for the
sub-matrix AI,J is then: H(I, J) =

∑
i∈I,j∈J(ai,j − ai,J − aI,j + aI,J)2/(|I||J |). This measures how deviant

each element in the bicluster is (on average) from our expectations, and is a natural assessment criterion for
the quality of our bicluster.

3.2.2 δ - biclusters

Perhaps the most natural goal of this algorithm would be to find a bicluster minimizing the mean squared
residue score. It is easy to see that the mean squared residue score is 0 iff the submatrix satisfies our
assumption. However, it is clear to see that such an approach would yield trivial (one gene and one condition)
biclusters, and would, in general, prefer small biclusters. In order to overcome this, we define AI,J as a δ-
bicluster if H(I, J) ≤ δ. Assuming this threshold indicates strong similarity, we may confine ourselves to
finding large δ-biclusters, i.e. δ-biclusters with maximum area.

We shall first focus on finding a single bicluster, and then we will discuss how the algorithm can be
modified to find several biclusters.

3.2.3 Finding a δ bicluster

Theorem
Given A and δ, finding the largest δ-bicluster is NP-Hard. The proof is by reduction from the Maximum

Edge Biclique problem, that calls for finding a biclique having the maximal number of edges in a given
bipartite graph. The latter problem is known to be NP-Complete [22].

The algorithm therefore employs a greedy heuristic for detecting a large biclique: It starts with a sub-
matrix identical to the input matrix, and then proceeds with two phases: a) Iterative removal of rows/columns
until H(I, J) < δ. b) Iterative addition of rows/columns until no addition is possible without H exceeding
δ. The remaining sub-matrix will be declared a bicluster. If the remaining matrix is empty, that means that
no δ-bicluster has been found. The removal of a row/column is done by choosing, in every iteration, the
row/column which has the maximum contribution to the score H (in effect, the ”worst” one). Assume that
the current sub-matrix is A(I, J), the contribution of row i ∈ I is dI,J(i) =

∑
j∈J(ai,j−aI,j−ai,J +aI,J)2/|J |.

The contribution of column j ∈ J is eI,J(j) =
∑

i∈I(ai,j − aI,j − ai,J + aI,J)2/|I|. The node addition uses
the same greedy approach, except that it selects the row/column with minimal contribution in each step.

The following lemmas provide a sufficient condition for addition and removal of rows or columns without
increasing the residue score H.

Lemma 2 Removing a row i with dI,J(i) > H(I, J) improves H. (Similarly, removing a column j with
eI,J(j) > H(I, J) improves H.)

Lemma 3 Adding a row i with dI,J(i) < H(I, J) improves H. (Similarly, adding a column j with eI,J(j) <
H(I, J) improves H.)

This heuristic converges rapidly to an ”optimal” sub-matrix. However, this optimum is only guaranteed
to be local, due to the greedy nature of the algorithm.

3.2.4 Finding more than one bicluster

So far we explained how a single bicluster is found. Note that the algorithm is completely deterministic.
Consecutive runs of this algorithm on the same matrix will always yield the same bicluster. In order to find
other biclusters, the complete algorithm repeats the process described above, after masking the bicluster
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found in the previous iteration. Masking is perfromed by filling the positions of the bicluster with random
values. This method has the benefit of reducing significantly the overlap between detected biclusters. The
new random values will probably not form any recognizable pattern, and therefore they will be the first
candidates to be removed in the row/column deletion phase.

3.2.5 The complete algorithm

Following is the complete Cheng-Church algorithm :

Cheng-Church(E, δ)

while (bicluster found) do

I ← All genes in E
J ← All conditions in E
AdditionPhase(I,J)
DeletionPhase(I,J)
Report bicluster I,J
Mask(I,J)

3.2.6 Shortcomings of the Cheng-Church algorithm

This algorithm has several obvious shortcomings: First, the results are not assigned a statistical-significance
value. In fact, since δ is a constant, then given a large enough initial matrix, we are almost guaranteed
to find a random bicluster, of arbitrary size satisfying the condition. Second, The greedy nature of this
algorithm clearly does not guarantee converging to global optimal solutions. Third, The masking technique
would seriously reduce the chance of finding biclusters with any overlaps. These overlaps may be a natural
result of a gene having more than one function.

3.3 Statistical-Algorithmic Method for Biclustering Analysis (SAMBA)

This SAMBA algorithm[27] shifts the problem domain from finding sub-matrices with coherent behavior to
the well researched domain of graph theory. The algorithm first converts the input genes vs. conditions
expression data into a bipartite graph G = (U, V,E) where U is the set of conditions, V is the set of genes
and (u, v) ∈ E iff gene v responds in condition u, that is, if the expression level of v changes significantly in
u with respect to its normal level. This reduces the problem of discovering the most significant biclusters in
the data to finding the densest subgraphs in a bipartite graph

3.3.1 Statistical model

Because different genes/conditions have a typical noise characteristics, not all dense subgraphs are
statistically significant (the more noisy genes/conditions have high probability of appearing in dense
subgraphs at random). To distinguish between ”real” dense sub-graphs and statistically insignificant ones
we will compare the graph to a random graph with similar characteristics. The result will be a weight
function on the pairs (u, v). In order to do that a random graph model will be used to produce a likelihood
ratio score.

Random graph model. The null hypothesis model, or random graph mode, assumes that each vertex
pair (u, v) forms an edge with probability p(u, v), independently of all other edges. p(u, v) is defined to be
the probability of observing an edge (u, v) in a random degree-preserving bipartite graph. p(u, v) is well
approximated by dudv

m , where du is the degree of U , dv is the degree of V , and m is the total number of
edges.

Bicluster model. The alternative hypothesis model, or bicluster model, assuems that each edge of a
bicluster appears with a constant high probability pc.
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Likelihood ratio score. The likelihood ratio score L of a sub-graph B = (U ′, V ′, E′) is
L(B) =

∏
(u,v)∈E′

pc

p(u,v)

∏
u,v/∈E′

1−pc

1−p(u,v)

logL(B) =
∑

(u,v)∈E′ log
Pc

p(u,v) +
∑

(u,v)/∈E′ log
1−Pc

1−p(u,v)

Setting the weights of the edges to log pc

p(u,v) and the non edges to log 1−pc

1−p(u,v) will result in the score of B
being simply the sum of weights of its edges and non-edges.

3.3.2 Finding the heaviest biclique in a bipartite graph

Theorem
Finding the heaviest biclique in a bipartite graph is NP-hard.

Proof: This is shown by reduction from CLIQUE. Given a graph G = (V,E) transform it to G′ =
(V, V, V × V,w) such that w(u, v) = 0 for each original edge (u, v) and w(u, v) = −|V |2 for each non-edge,
and w(v, v) = 1. If the larges clique is of size k in the original graph there is a biclique of weight k in the
bipartite graph. There is no heavier biclique because this will result in a larger click in the original graph as
will be shown next.

If the heaviest biclique in the bipartite graph is k for some k > 0 there is a clique of size k in the original
graph, this is because there is clearly no edge that was not in the original graph in the biclique because this
will produce k < 0, hence, the same group of vertices is a clique in the original graph.

3.3.3 Finding maximum bounded biclique

To cope with the NP-hardness of the problem we examine a restriction of it, where one side of the bipartite
graph is assumed to have a bounded degree. This is motivated by the observation that most genes have
bounded degree and that high degree genes are less informative (will appear in biclusters at random with a
high probability). Under this assumption a maximal bounded bipartite subgraph can be found in O(n2d)
time, where d is the upper bound for the degree, and n is the number of genes. As we shall later see, this
assumption is not used in practice.

The Maximum Bounded Biclique problem calls for identifying a maximum weight complete subgraph of a
given weighted bipartite graph G, such that the vertices on one side of G have degrees bounded by d. Given
the weight function w and a bi-graph G = (U, V,E) a maximal bounded biclique is a biclique B = (U ′, V ′, E′)
such that the weight W (B) =

∑
u∈U ′,v∈V ′ w(u, v) is maximal. Naturally, the amount of conditions in the

biclique is bounded by d. We define N(v) as the neighborhood of v. Formally, N(v) = {u ∈ U | (v, u) ∈ E}.
The following algorithm can then be used to find the maximum biclique in O(n2d):

Algorithm MaxBoundedBiClique [28]:

MaxBoundBiClique(U, V,E, d) :

Initialize a hash table weight; weightbest ← 0

For all v ∈ V do

For all S ⊆ N(v) do

weights[S]← weights[S] + max{0, w(S, {v})}
If (weight[S] > weightbest)

Ubest ← S
weightbest ← weight[S]

Compute Vbest =
⋂

u∈Ubest
N(u)

Output (Ubest, Vbest)
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The iterative stage of this algorithm, attempts to find the best scoring condition group. This is done by
scanning, for each vertex v ∈ V , all O(2d) subsets of its neighbors (Note that this means we do not scan all
possible condition groups). We then update the score for the optimal biclique for this condition group by
adding v to the biclique (if this improves the score). When the iterative stage is done, each tested condition
group has the best biclique score associated with it, and we know the best overall biclique score. Finally, we
compute the group of genes Vbest participating in the biclique with Ubest by taking only vertices neighboring
to all conditions in the group Ubest. Note that the iteration over subsets of N(v) is done by repeatedly
changing the current subset S by adding or removing a single element, updating w(S, {v}) in constant time.

3.3.4 Finding maximum bounded bipartite subgraph

Given a bipartite graph G = (U, V,E) and a weight function w, find a sub-graph B = (U ′, V ′, E′) such that
w(B) will be maximal. A weight function that assigned +1 for edges and −1 for non-edges will be used here,
but, the same reasoning can be expanded for a general weight function. Formally, given a bipartite graph
G = (U, V,E) assume that the weights are +1 for an edge (u, v) ∈ E and -1 for an edge (u, v) /∈ E.

Lemma 4 For an optimal bicluster B = (U ′, V ′, E′) each condition u ∈ U ′ is adjacent to at least |V ′|/2
genes

Proof: If there is such condition u that is adjacent to less than half the genes, then it contributes more
edges of weight -1 than +1 and therefore has a total negative contribution to the score. It can therefore be
removed and heavier sub-graph will be formed, contradicting B’s optimality.

Lemma 5 For an optimal bicluster B = (U ′, V ′, E′) each gene v ∈ V ′ is adjacent to at least |U ′|/2 condi-
tions.

Proof: The same argument as the proof of the previous Lemma.

Lemma 6 For an optimal bicluster B = (U ′, V ′, E′), |U ′| ≤ 2d

Proof: This is an immediate result of the previous Lemma: If each gene is adjacent to at least |U ′|/2
conditions and each gene has a bounded neighborhood of d conditions then |U ′| ≤ 2d.

Lemma 7 For any subset X ⊆ U ′ there exist a gene v ∈ V ′ such that v is adjacent to at least |X|/2 members
of X.

Proof: Assume X such that each gene v ∈ V ′ is connected only to < |X|/2 members of X. This leads to
the conclusion that U ′\X induces a heavier bicluster than U ′ because each gene contributes a negative score
to X.

Corollary 1
For an optimal bicluster B = (U ′, V ′, E′), U ′ can be covered with at most log(2d) sets each contained

in the neighborhood of some v ∈ V ′. This allows an O((n2d)log(2d)) algorithm that can be generalized to
produce k heaviest biclusters by storing the k heaviest in a heap (and adding a multiplicative factor of
log(k)).

3.3.5 The SAMBA Algorithm

Although the algorithm described above is polynomial in n, it is still infeasible with today’s computational
power, due to the fact that d is too large. The SAMBA algorithm attempts to address this problem.

SAMBA proceeds in three phases. First, the model bipartite graph is formed and the weights of vertex
pairs are computed. Second, several heavy subgraphs are sought around each vertex of the graph. This is
done by starting with good seeds around the vertex and expanding them using local search. The seeds are
found using the hashing technique of the MaxBoundedBiClique algorithm, for all subsets of neighbors
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of size 4-6 (effectively restricting the algorithm complexity). The local improvement procedure iteratively
applies the best modification to the current bicluster (addition or deletion of a single vertex) until no score
improvement is possible.

To avoid similar biclusters whose vertex sets differ only slightly, a final step greedily filters similar
biclusters with more than some threshold overlap (usually 20%). The following summarizes the second
phase:

1. Find heavy bicliques using algorithm 3.3.3, while restricting to 4-6 neighbors of each gene.

2. Greedy expansion of heaviest bicliques to contain each gene/condition

3. filter overlapping biclusters, this is done to avoid similar biclusters whose vertex set differ only slightly

3.4 Results obtained with SAMBA

3.4.1 Quality Evaluation when a classification of the genes or conditions is known

The quality of a bicluster solution is determined using a given classification of the conditions or genes as
follows: suppose prior knowledge partitions the m conditions into k classes, C1, ...., Ck . Let B be a bicluster
with b conditions, out of which bj belong to class Cj . The p-value of B, assuming its most significant class
is Ci, is calculated as

P (B) =
∑

bi≤k≤b

0@ |Ci|
k

1A0@ m− |Ci|
b− k

1A
0@ m

b

1A
Hence, the p-value measures the probability of obtaining at least bi elements from the class in a random

set of size b (This is also known as a hypergeometric score).
The main tool in evaluating biclustering results using prior biological knowledge is a correspondence

plot. The plot depicts the distribution of p-values of the produced biclusters, using for evaluation a known
classification of conditions or a given gene annotation. The plot is generated as follows: For each value of p
the plot presents the fraction of biclusters whose p-value is at most p out of the top biclusters. One should
note that high quality biclusters can also identify phenomena that are not covered by the given classification.
This, theoretically, can result in a biologically ”true” bicluster which seems to have a random overlap with
known annotations. Nevertheless, it is expected that a large fraction of the biclusters will conform to the
known classification.

3.4.2 Comparative Analysis

Tanay et al. applied SAMBA to a dataset that contained the expression levels of 4,026 genes over 96 human
tissue samples, which are classified into 9 classes of lymphoma and normal ones [27]. The authors compared
their performance to:

1) Cheng and Church, 2000 on the lymphoma dataset [3].
2) Random annotation of the 96 samples (preserving class sizes).
Correspondence plots for the biclusters are shown in the next figure. The plots demonstrate that the

biclusters generated by SAMBA are much more statistically significant than those obtained with the Cheng–
Church algorithm.
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Figure 9: Source: [27]. Correspondence plots for SAMBA, the algorithm of Cheng and Church (2000), and
random biclusters.

3.4.3 Combined Yeast Dataset

Modern experimental techniques in biology collect massive amounts of information on the behavior and
interaction of thousands of genes and proteins across diverse conditions. These techniques are used to
interrogate complex biological systems. It is impossible to fully characterize such complex cellular systems
by focusing completely on a single control mechanism, as measured by a single experimental technique. To
gain deeper understanding of the systems, it is appropriate to analyze heterogeneous data sources in a truly
integrated fashion and shape the analysis results into one body of knowledge. Tanay et al. [17] applied
SAMBA to a diverse sources of biological information from yeast:

• 1,000 expression profiles, representing 70 sets of conditions from 27 different publications.

• 110 transcription factor binding location profiles [6].

• 30 growth profiles [4].

• 1,031 protein interactions [8].

• 4,177 complex interactions and [5].

• 1,175 known interactions from the MIPS (Munich Information center for Protein Sequences) database
[7].

An extensive collection of identified modules can improve our understanding of specific biological pro-
cesses. The authors used transcription factor binding profiles and their correspondence to modules to create
a detailed representation of the yeast transcriptional program. They have also automatically generated more
than 800 function predictions for uncharacterized yeast genes and verified some of them experimentally.
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3.4.4 Quality Evaluation when the classification is unknown

The statistical significance of the modules was validated by performing a randomized control test (see Figure
2). SAMBA was applied to real and shuffled data sets and the distributions of the module were compared:
Randomly shuffled graphs were used to test the statistical significance of the module: Random shuffles of the
original graph G were obtained by repeatedly selecting two random edges and crossing them (i.e., replacing
edges (g1, p1) and (g2, p2) by (g1, p2) and (g2, p1)), provided that the latter two edges were not already
in the graph. This process preserves all of the degrees in the graph. Because the graph includes edges
with different probabilities, only pairs of edges with nearly identical probabilities were crossed the expected
number of crosses for each edge was 10. For each module size (size is defined as the size of its gene set) the
distribution of the scores was computed. The 90%, 80%, and 50% percentiles for true modules and the 95%,
90% and 50% percentiles for modules in randomized data were plotted. The score distribution was computed
on the largest 300 modules not exceeding the given size. It is evident that the scores of a large fraction of
the modules detected in the original data exceed the maximal random score. For each module size the value
of the random 95 percentile was used as a threshold for true module acceptance. The graph also shows that
modules with 40-70 genes carry a particularly high information content. Indeed, many biological processes
in yeast consist of several dozens of interacting proteins or coregulated genes.

Figure 10: Source: [17]. Likelihood of true and random modules as a function of module size: Modules were
obtained by applying SAMBA to real and random (shuffled) data sets.
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3.4.5 A Sample SAMBA Biclustering result

A bicluster is graphically represented as matrix of genes by properties. Different types of properties are
color-coded differently to indicate the strength of property assignment (weak–strong binding, low−high phe-
notype sensitivity, down−up expression regulation). The genes in the bicluster exhibit a uniform behavior.

Figure 11: Source: [17]. An example of a SAMBA bicluster.

3.4.6 A Global Map of the Yeast Transcription Network based on SAMBA results.

SAMBA enables the simultaneous analysis of the entire network and the exploration of the relations among
transcription factor binding profiles, biological processes and DNA regulatory motifs in a single map (see next
figure). The transcription network map contains as nodes all processes that are significantly overrepresented
in at least one module (oval with the process name) and all of the transcription factors that are significantly
associated with at least one of those modules (gray circles). The authors associate a transcription factor
with a process (edge) whenever there exists a module annotated with that process (P < 0.01) that has the
transcription factor binding profile as one of its properties.
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Figure 12: Source: [17]. Functional modules and their transcription factors in the yeast system.

3.4.7 Function Prediction

Tanay et al. also used SAMBA to derive functional annotation of uncharacterized yeast genes. The method
employed is often referred to as Guilt by association: uncharacterized genes in modules showing a high
correlation to groups annotated for a biological process are likely to participate in the same process [17].
This is also known as functional enrichment. The specificity of this approach was tested by performing a
five-way cross validation: repeatedly applying SAMBA to data sets in which one-fifth of the known gene
annotations were hidden and testing the specificity of predicting the function of these genes. Overall, the
authors obtained 60%−80% specificity for a variety of functional classes (see next figure) including mating,
amino acid metabolism , sporulation , glucose metabolism and lipid metabolism. Average specificity ranged
between 58% and 78%, depending on the strictness threshold used for the annotation.

Apparent errors in classification may be a result of ambiguous annotation terms or from non-specific
categories and may represent missing experimental information rather than misclassification. For example,
the ”stress response” and ”cell cycle” categories are very general and intersect many other processes. Stress
annotated genes are often also related to carbohydrate metabolism and transport. The resulting classification
for such genes may therefore reflect an additional function rather than an error.

The scheme was used to generate putative functional annotations for 874 uncharacterized Yeast genes.
Tanay et al. proceeded to experimentally analyze five yeast strains deleted for ORFs predicted by SAMBA

to be involved in mating. Quantitative mating experiments showed that four of the strains exhibited reduced
mating ability, confirming the involvement of these genes in the mating process.

19



Figure 13: Source: [17]. Each subfigure plots the distribution of true functions in genes annotated by
SAMBA with a specific function. Subfigures that show partition into several sizeable functions are often a
result of overlapping biological processes.
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