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INntr oduction

B NFSv2 was widely used and had a number of
performance issues

m NFSv3 was designed to address those issues without
breaking the basic design assumptions

m Material Is based on: NFS Version 3: Design and
Implementation Brian Pawlowski, Chet Juszczak, Peter
Staubach, Carl Smith, Diane Lebel and Dave Hitz 1994
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Problems with NFSv?2

m The 4GB le size limitation

B Synchronous writes

1. Servers can reply to write-requests only after data
and meta-data has been written to disk

2. Some implementations improve write performance
by
(a) Adding NVRAM to server
(b) Write gathering
(c) Client batches writes and sends them together
(d) Implementing unsafe writes

m Lack of cache-consistency
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How NFSv3 was
created

B Engineers from several companies gathered for a
two-week series of meetings in July, 1992, in Boston,
MA.

m Hard goal: add 64-bit support
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Optional goals

. Solving the write throughput bottleneck

. Minimizing the work needed to create an NFS Version
3 implementation given an existing NFS Version 2
Implementation

. Ensuring that implementation of the new protocol is
feasible on less-capable client operating systems (for
example, DOS)

. Completely documenting the resulting protocol and
annotating it with implementation examples to aid
developers
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Constraints

m Keep it simple

m Get it done In a year

m Avoid anything controversial
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Major changes

m Sizes and offsets are widened from 32 bits to 64 bits

® The WRITE and COMMIT procedures allow reliable
asynchronous writes

® A new ACCESS procedure improves support for ACLs
and super-user

m All operations now return attributes to reduce the
number of subsequent GETATTR procedure calls

B The 8KB data size limitation on the READ and WRITE
procedures is relaxed
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Major changes I

m A new READDIRPLUS procedure returns both le
handle and attributes to eliminate LOOKUP calls when
scanning a directory

® The notion of blocks is discarded in favor of bytes
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Basic assumptions
were retained

1. Stateless server

2. Weak cache consistency



I
I
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Initial requests
changes

The ZERO procedure to punch holes in a le
Append mode writes

Record-oriented 1/O support

File name to include versions

User and group elds as strings

Extended attributes (arbitrary key/value pairs)
Well-de ned UID mapping procedures
Advisory close procedure

Resource fork support for the Macintosh

Multiple OS-dependent name spaces

. A get server statistics procedure

for
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Non idempotent
requests

B The stateless server design of NFS creates a problem
with the replaying of non-idempotent requests

1. An idempotent request such as LOOKUP can be
successfully executed any number of times.

2. A non-idempotent request such as REMOVE can
be successfully executed only once

Network File System (NFSv3) — p.11/4.



Non idempotent
requests |l

m A correctness problem

m Solved through the use of a reply cache of recently
serviced requests on the server

B There were suggestions to modify the protocol, they
were not implemented
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Stateless server

m The NFS protocol is stateless; that is, each request
contains suf cient information to be completely
processed without regard to other requests.

m Server crash recovery is simple. A client need only
retry a request until the server responds; the client
does not know that the server has rebooted (although
the user may notice delayed responses)
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Stateless server |l

®m The NFS Version 3 protocol requires that modi ed data
on the server be ushed to stable storage before

replying
1. Only asynchronous writes are excepted
2. Synchronous writes are supported
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Client behaviour

m NFS clients are not stateless

m NFS clients hold modi ed data that has not been
ushed to the server as well as cache le handles and
attributes.

m Clients typically use attribute information, such as le
modi cation time, to validate cached information.

® \When a client crashes no recovery is necessary for
either the client or the server.
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Client behaviour

m NFS clients block on close

1. until all data is ushed to stable storage on the
server

2. return any errors to the application that might occur
during delayed writes (for example, out of space).
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Async hronous writes

m NFS Version 3 asynchronous writes eliminate the
synchronous write bottleneck in NFS Version 2.

1. Client! Server: AsyncWrite (fh, offset, length,
data)

2. Server! Client: ok
3. Client! Server: Commit

4. Server
(a) Write uncommitted writes of the le to disk
(b) Return ok
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Async hronous writes
1

m Effective for large les

m Asynchronous writes are optional in NFSv3

m \Weak clients without suf cient buffer space would use
only synchronous writes
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Crash recovery

m The client is required to keep a copy of all uncommitted
data to support recovery following a server crash

® The replies for WRITE and COMMIT requests include
a write veri er that clients use to detect server crashes

m The write veri er Is an 8-byte value that the server
must change whenever it crashes.

m Servers commonly use their boot time as a write
veri er.
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®m The client must save the write veri er returned by each
asynchronous WRITE request and compare it to the
write veri er returned by a later COMMIT request

m If the write veri ers do not match, then the client
assumes that the server has crashed and rebooted.

B The client must then rewrite all uncommitted data
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Client state machine

@ synchronous WRITE

page is dirty
client
file in recovery

page is dirty
file normal

P page is written |

page is clean
(2) asynchronous WRITE

® unsuccessful
COMMIT

(D application write(2)

(3) successful COMMIT
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Server |
Implementation

m For a synchronous WRITE request, the server will
commit to stable storage all data and modi ed
metadata.

® The server will not discard uncommitted data without
changing the write veri er.

®m The server will commit the le's data and modi ed
metadata to stable storage for the range speci ed In
the COMMIT request before reporting success.
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Server |
Implementation

m If a server is shut down cleanly

1. Better to save the write veri er for reuse when the
server Is brought back on line

2. Avoids triggering client rewrites of already
committed data
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Data sharing

B Some applications communicate by writing into shared
les

m This is problematic with asynchronous writes
®m They may be erased if the server crashes
® May not be seen due to weak cache consistency

m Asynchronous writes make write sharing without using
a higher-level application synchronization protocol
even less attractive than with NFS Version 2.
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READDIRPLUS

®m Returns le handles and attributes in addition to the
directory information returned by READDIR

m Usecase:Is -F dir
1. Assume the directory has 20 entries
2. Opens the target directory
3. Reads it
4. Call stat 20 times
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mn NFSv2
1. A READDIR request

2. 20 sequential LOOKUP requests to retrieve
attributes

m In NFSv3: single READDIRPLUS request




READDIRPLUS vs.
READDIR

B A READDIRPLUS is more expensive than a
corresponding READDIR

® READDIRPLUS can be used to populate
directory-entry caches on the client

m However, excessive use can throw from the dir-entry
cache the important entries

® The client needs to choose when to use READDIR and
when to use READDIRPLUS

m Experimental evidence: an implementation that uses
only READDIRPLUS shows a drop in performance
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Weak cache
consistenc vy

m Clients cache le-data and directory entries to improve
performance

® \When are they valid?

m Basic client algorithm
1. Send a GETATTR request

2. If the new modi cation time from the server
matches the modi cation time in the client's cached
attributes, then data is valid

3. Otherwise, invalidate cached data
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Problem

® Problem: method fails when the client itself modi es
the le being cached

m For example:
1. client writes to one part of a le
2. Cached data for other parts is still valid
3. But it is impossible for the client to be sure

4. The client's own WRITE request updated the le's
modi cation time
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Solution

m For every request that modi es data or attributes the
server includes in the response two versions of the
le' s attributes

1. Pre-operation attributes
2. Post-operation attributes
m If the modi cation time in the pre-operation attributes

from the server matches the cached attributes on the
client, then the client's cache is valid

® The client should update its attribute cache with the
new post-operation attributes
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This Is only weak
cache consistenc y

® \WWhen two clients modify the same le the modi cation
times are insuf cient

m Example:

1. Client A
(a) Creates le Foo
(b) Writes 8KB to Foo, data is cached, not ushed to
the server yet

2. Client B
(a) Opens Foo
(b) Reads Foo, nds zero data
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Other protocols

B NFS comes together with
1. Network Lock Manager (NLM)
2. MOUNT

B These requires minor changes
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Performance

B A major goal of NFSv3 was to improve performance
Main changes

1. Reliable asynchronous writes

2. Removing the 8KB data size limitation for READ
and WRITE requests

3. Providing a READDIRPLUS procedure that returns
le handles and attributes with directory names

4. Returning attribute information in all replies

5. Providing weak cache consistency data to allow a
client to more effectively manage its caches
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Test setup

m Digital OSF/1 implementation of NFS Versions 2 and 3

®m The local le system was the Berkeley Fast File
System with enhanced clustering

m Two Digital Model 3000/600 96MB workstations

m With and without Prestoserve on server, using 1MB
NVRAM

m With and without write gathering on server: batch a
couple of requests and then write them to disk

m Server con gured with one 1GB RZ26 SCSI disk, 2.3
MB/sec raw transfer rate
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Writing a 10MB le
analysis

B Asynchronous writes are simple and provide
performance as good as NVRAM

m However, CPU utilization was low
1. Need to push the system harder
2. The disk was the bottleneck

m Con gured the server with 8 disks

m \Wrote a 40MB le
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Writing a 40MB le
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Writing a 40MB le |
analysis

®m Throughput and CPU utilization increased
m The bottleneck moved to the network

® Asynchronous writes provide most of the bene t of
NVRAM and unsafe-writes
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B File size distribution:

SpecSFS

M |n 1997 the SpecSFS was created
B A standard benchmark for NFSv3

File size | Percentage
1KB 33%
2KB 21%
4KB 13%
8KB 10%

16KB 8%
32KB 5%
64KB 4%
128KB 3%
256KB 2%
1MB 1%
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SpecSFS op
distrib ution

Operation Percentage
Lookup 27%
Read 18%
Write 9%
GetAttr 11%
ReadLink 7%
Create 1%
Remove 1%
FsStat 1%
ReadDirPlus 9%
Access 7%
Commit 5%
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Conclusions

B Asynchronous writes are a win

® NVRAM still improves performance:
1. Small les
2. Meta-data (indirect-blocks and i-nodes)

m NFSv3 reduces the amount of RPCs by 18%:
1. Better cache consistency
2. Returning attributes every command
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