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Overview

Programming languages: syntax and semantics

There are probably hundreds of common programming languages in use (possibly even more, if we also consider dialects, various scripting languages, etc). As for the most widely used general-purpose languages, those may be classified into several major classes:

· Imperative languages, like PL/1, Pascal and C, in which the processing done by a program is in fact an ongoing conversion of states. Normally, such languages' abstraction would be very close to what's happening at the machine level, in terms of data types, instructions, and so on.

· Object oriented languages, like C++, Java and C#, that serve as a generalization of imperative languages. Those languages introduce terms like "evolution", "inheritance", "classes" or "abstract data types", etc.

· Functional languages, like Scheme or ML, that suggest a contrary approach to imperative languages – instead of manipulating machine states with each instruction, those languages are compound of side-effects-free atoms that are bound in functions to produce a calculation. Likewise, the common method for successive processing would be using function recursion.

· Logical languages, like Prolog.
What is there to programming languages?

· Syntax: defining when a given string can serve as a legal program. Usually it is defined using context-free grammar, with contextual constraints.

· Semantics: given a syntactically valid program, determine its meaning, namely the essence of what it is doing, its output with respect to a given input, the possible occurrence of runtime errors, and so on.

What do we need formal definitions of semantics for? We can point out several aspects:

· Design of programming languages: a well-known phrase claims that what is hard to define, would most probably be hard to implement and hard to use (and vice versa). Moreover, sticking to a formally defined semantic model can help avoiding design mistakes – a good (or better say, bad) example for that would be the enormous complexities and inconsistencies introduced into the design of C++, as soon as the designers decided to abandon the translation of C++ constructs into equivalent well-defined C sequences.

· Implementation of programming languages: one needs to have an accurate clue of what certain components perform with respect to some programming language in order to assure correctness of optimizations, as well as the correctness (and the actual design) of static program analysis.

· Understanding programming languages: may help newcomers to a language in understanding its constructs (C would be a good example, C++ would be a bad one).

· Proving program correctness or equivalences: enforces the existence of formal semantics.

· Automatic generation of interpreter: we can say (and this has a hold on real-world application), that given a semantics definition for some language, under certain circumstances and constraints, one can generate an interpreter for that language in an automatic fashion. For example: a C interpreter that verifies array range exceeding, a feature that is provided neither by an optimizing compiler nor by it's generated binary (can't afford to do that).
· Techniques used in other domains of research, like software engineering (practical examples to follow later on).
Formal semantics

What is semantics? Probably this is hard to tell for sure, it depends on the particular context in which we're operating. In some places, semantics would be considered as the output of the IBM Fortran H Compiler… Alternatively, we can describe the desired features we’d expect to have in our "semantics":

· Tractable: we need it to be as simple and clear as possible, yet without compromising on accuracy.

· Abstract: keep irrelevant and unnecessary details out.

· Computational

· Compositional: this is an important feature, mainly referring to the ability to conclude the meaning of a compound language construct based solely on the meaning of it's sub-constructs, without being forced to their actual evaluation.

The most common methods used for formal description of semantics are:

1. Operational Semantics (a.k.a. Natural Semantics): the meaning of a program or a language construct is specified by the computation it induces when it is executed. In another form it is referred to as Structural Operational Semantics, and is more interested in the actual transformations applied by sub-constructs. The introduction to this approach follows.

2. Denotational Semantics: meanings are specified referring to the effect, or the relation between input and output. Although this is a less "natural" approach, it is rather interesting and abstract compared to the former one, and does not focus on the literal computation done by the program or how it has generated its effect.

3. Axiomatic Semantics: the meaning or the effect is not referred to directly, but we define specific properties of the program or its effects (normally expressed as assertions or proof rules). We will barely deal with this method of semantics, which is mostly used for program verification.

Introduction to Operational Semantics

IMP: A simple imperative language

We first define a simple imperative toy-language, which we will use further on to demonstrate our concepts of semantics. We start with the following denotation: n,m(N for numbers (positive and negative), T={true,false} for truth values, X,Y(Loc for storage locations (variables), a(Aexp for arithmetic expressions, b(Bexp for boolean expressions, and c(Com for instructions. Now, we provide abstract syntax rules for IMP:

· Aexp:
a ::= n | X | a0 + a1 | a0 - a1 | a0 ( a1
· Bexp:
b ::= true | false | a0 = a1 | a0 ( a1 | (b | b0 ( b1 | b0 ( b1
· Com: 
c ::= skip | X := a | c0; c1 | if b then c0 else c1 | while b do c
Note that we intentionally do not define precedence of operators (e.g. arithmetic operators) for we assume that this precedence is well-defined and is specified by a single derivation tree as it is applied to any program construct. Hence, we find the following phrases to be syntactically equivalent:

(3 + 5) ( 3 + 5

since the assumption of a derivation tree allows us to give up brackets. However, syntactically speaking, 3 + 5 is not equivalent to 5 + 3.

Here's a simple example IMP program to calculate factorial:

Y := 1;
while ((X = 1) do
  Y := Y * X;
  X := X – 1

Operational Semantics for IMP

Definition of state
The essence of the term state would be the mapping of locations into values (partial function). We denote σ(Σ as the set of states, where σ:Loc(N. The notation σ(X), or σX, stands for the value of X at state σ. We say that at the following state:

σ = [ X ( 5, Y ( 7 ]

X has a value of 5, Y has a value of 7, and Z is undefined. For a(Aexp, σ(Σ, n(N, the following notation:

(a , σ( ( n
implies that the arithmetic expression a is evaluated at state σ to the value of n. But how do we express the semantics of compound arithmetic expressions like (a0 + a1) at state σ? Normally we would evaluate a0 at σ to the value n0, evaluate a1 at σ to the value n1, then set the value of the compound expression to n, where n = n0 + n1.

Arithmetic expression evaluation rules

We provide a set of evaluation rules by which semantics of such expressions can be computed. Start with axioms (no premises):

(n , σ( ( n
(X , σ( ( σ(X)

Now define the semantics for compound expressions in the form of deduction rules:

	(a0 , σ( ( n0 ,  (a1 , σ( ( n1
	where n = n0 + n1

	(a0 + a1 , σ( ( n
	


	(a0 , σ( ( n0 ,  (a1 , σ( ( n1
	where n = n0 - n1

	(a0 - a1 , σ( ( n
	


	(a0 , σ( ( n0 ,  (a1 , σ( ( n1
	where n = n0 ( n1

	(a0 ( a1 , σ( ( n
	


Note that we can clearly see that our language expressions are free of side effects, as any computation does not change the state but can only return a value.

Given the above rules, we define a derivation to be an instance of a rule, that is, the instantiation of the rule's meta-variables with corresponding values, for example:

	(2 , σ0( ( 2 ,  (3 , σ0( ( 3

	(2 + 3 , σ0( ( 6


Here σ0 stands for the initial state, at which each location is mapped to zero.
Note that the premises of a rule must be satisfied in order for the deduction to be valid. The following example:

	(2 , σ0( ( 3 ,  (3 , σ0( ( 4

	(2 + 3 , σ0( ( 12


illustrates such an invalid instance.

The derivation tree

We use a derivation tree to actually compute the value of an expression: the root (normally appears at the bottom) shows the value of the compound expression; leafs are instances of axioms, while internal nodes are instances of rules. The derivation tree can be computed in a top-down manner (instantiate root to leafs, then re-construct values back towards the root), and one should try all suitable derivations "in parrallel" at every node.

An example derivation tree for the simple expression (Init + 5) + (7 + 9) at state σ0 would be:

	(Init , σ0( ( 0
	
	(5 , σ0( ( 5
	
	(7 , σ0( ( 7
	
	(9 , σ0( ( 9

	(Init + 5 , σ0( ( 5
	
	(7 + 9 , σ0( ( 16

	((Init + 5) + (7 + 9) , σ0( ( 21


We claim that if there exists a derivation tree, then it would be found this way. Moreover, the tree we would find is the only valid derivation tree.

Equivalence of arithmetic expressions

Given the above notations for expression evaluation, we say that a0 ( a1 if and only if:

(n(N (σ(Σ ,  (a0 , σ( ( n ( (a1 , σ( ( n
Now we can go on with the rest of IMP constructs, in a similar manner.

Boolean expression evaluation rules and equivalence

Again, we start with axioms (no premises):

(true , σ( ( true
(false , σ( ( false
Then we continue with conditional (comparative) expressions:

	(a0 , σ( ( n ,  (a1 , σ( ( m
	if n = m

	(a0 = a1 , σ( ( true
	


	(a0 , σ( ( n ,  (a1 , σ( ( m
	if n ( m

	(a0 = a1 , σ( ( false
	


	(a0 , σ( ( n ,  (a1 , σ( ( m
	if n ( m

	(a0 ( a1 , σ( ( true
	


	(a0 , σ( ( n ,  (a1 , σ( ( m
	if n ( m

	(a0 ( a1 , σ( ( false
	


And compound Boolean expressions:

	(b , σ( ( true

	((b , σ( ( false


	(b , σ( ( false

	((b , σ( ( true


	(b0 , σ( ( t0 ,  (b1 , σ( ( t1
	where t = true when t0 = t1 = true
and t = false otherwise

	(b0 ( b1 , σ( ( t
	


	(b0 , σ( ( t0 ,  (b1 , σ( ( t1
	where t = false when t0 = t1 = false
and t = true otherwise

	(b0 ( b1 , σ( ( t
	


Now we define equivalence of Boolean expressions, such that b0 ( b1 if and only if:

(t(T (σ(Σ ,  (b0 , σ( ( t ( (b1 , σ( ( t
An interesting property of evaluation of Boolean expression is the ability to define "shortcut rules", such that imply a possibly shorter computation. In the following example, the logical AND operator may be evaluated based on a single premise:

	(b0 , σ( ( false

	(b0 ( b1 , σ( ( false


	(b0 , σ( ( true ,  (b1 , σ( ( t

	(b0 ( b1 , σ( ( t


However, this enhancement is not very significant for a language without side effects, nor do the shortcut rules necessarily enforce a shorter computation (that is, we still may evaluate the right-hand argument).

Execution of commands

We've come to the more interesting part, in which we express the effect of commands (or program instructions) on the state. We use the following notation:

(c , σ( ( σ'
to indicate that command c terminates on state σ in a final state σ'. (Note that we are only interested in terminating computations when dealing with operational semantics.) We use the following substitution notation to describe a conversion of state:

	σ[m/X](Y) =
	{
	m      where Y = X
σ(Y)  otherwise


Now we can define, for example, the effect of a specific assignment command as follows:

(X := 5 , σ( ( σ[5/X]

Let's present the complete rules for commands, starting with atomic commands:

(skip , σ( ( σ
	(a , σ( ( m

	(X := a , σ( ( σ[m/X]


We continue with more complicated structures, like sequences and conditionals:

	(c0 , σ( ( σ'' ,  (c1 , σ''( ( σ'

	(c0; c1 , σ( ( σ'


	(b , σ( ( true ,  (c0 , σ( ( σ'

	(if b then c0 else c1 , σ( ( σ'


	(b , σ( ( false ,  (c1 , σ( ( σ'

	(if b then c0 else c1 , σ( ( σ'


	(b , σ( ( false

	(while b do c , σ( ( σ


	(b , σ( ( true ,  (c , σ( ( σ'' ,  (while b do c , σ''( ( σ'

	(while b do c , σ( ( σ'


Equivalence of commands

We say that c0 ( c1 if and only if:

(σ, σ'(Σ ,  (c0 , σ( ( σ' ( (c1 , σ( ( σ'
Based on the above equivalence definition, we suggest the following proposition:

while b do c ( if b then (c; while b do c) else skip

(The equivalence topic will be further elaborated on the next lecture.)

Derivation example: the factorial program

Consider the IMP factorial program introduced above. Let's construct a derivation tree (at least partially, starting from the root), based on the above evaluation rules for commands and expressions, to conclude its termination state. We assume the initial state of σ = [ X ( 3 ].
	
	
	(X , σ( ( 3
	
	(1 , σ( ( 1
	
	((1)
	
	((2)
	
	((3)

	
	
	(X = 1 , σ( ( false
	
	(Y := Y ( X , σ( ( σ[3/Y]
	
	(X := X – 1 , σ[3/Y]( ( σ[3/Y,2/X]
	
	

	
	
	(((X = 1) , σ( ( true
	
	(Y := Y ( X; X := X – 1 , σ( ( σ[3/Y,2/X]
	
	(while ((X = 1) do Y := Y ( X; X := X - 1 , σ[3/Y,2/X]( ( σ[6/Y,1/X]

	(Y := 1 , σ( ( σ[1/Y]
	
	(while ((X = 1) do Y := Y ( X; X := X - 1 , σ[1/Y]( ( σ[6/Y,1/X]

	(Y := 1; while ((X = 1) do Y := Y ( X; X := X - 1 , σ( ( σ[6/Y,1/X]


As you may notice, we did not unfold the complete derivation paths for all internal nodes, as follows:

1. We need to further evaluate an assignment command, at which the right-hand value is a compound arithmetic expression (multiplication) of two locations.

2. Similarly, another assignment with a right-hand value which is a compound arithmetic expression (subtraction).

3. Two further iterations of while command evaluation, as performed within the middle part of the shown tree, just with a modified environment: the outer one's condition should still evaluate to true (as X holds the value of 2), while the inner (next) one's should be evaluated to false, as X has already reached 1.

Hence, we see that semantic evaluation indeed produces the factorial of 3 at location Y.

(Next lecture we'll discuss additional enhancements to operational semantics.)

