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Abstract
Although it is common practice to design large systems

by decomposition, it does not seem to be the case in the design
of "small" distributed protocols, especially when the network
is assumed reliable. Many such protocols share common
features, yet are designed and proved as isolated cases, which
makes them difficult to understand and even more difficult to
validate. In this paper, a building-block approach to the design
of distributed protocols is advocated. We take a few simple
and rather basic protocols proposed by various researchers, and
assert that these protocols are suitable to serve as building
blocks. We then go through the exercise of designing several
protocols employing these building blocks. We illustrate how
such a design can lead to better understanding and clarity of
the protocols, and even to improvement in performance.

1. Introduction
Consider a communication network in which nodes

(processors) communicate via message exchange in order to
accomplish a specific task. The collection of programs imple-
menting the task at the various nodes is called a distributed
network protocol. Since networks are prone to topological
changes, these programs may not be designed with a specific
topology in mind. Consequently, the programs that constitute a
protocol are required to be duplicates of each other.

Distributed protocols are hard to design and even
harder to validate. In this paper we advocate a building-block
approach to the design phase. We select few simple and basic
protocols published in recent years as building blocks, then
demonstrate their power and versatility by using them in the
design of more complex protocols.

A building-block approach to the design of protocols
has several advantages. The design is easier to accomplish
since the task at hand is broken into few more tractable com-
ponents of known design. Thorough understanding of each
building block enables better understanding of the composite
protocol. Finally and most importantly, it is easier to validate
the protocol, once the individual blocks have been shown
valid.

Yet, this approach has it drawbacks. Building blocks
tend to be general in nature. Viewing a subtask of a given task
as an instance of a general building block, one loses the ability
to exploit the specific peculiarities of the subtask. As a result,

t This work was supported by the NSF PYI Award and by an
IBM Faculty Development Award.

one might obtain a protocol which is more costly in time and
communication than one designed by a more "direct"
approach. Moreover, committing to a particular set of building
blocks might prematurely bias the design.

Nevertheless, as shown in this paper by specific exam-

ples, in most cases the building-block approach results in a

comparable, if not better protocol. Furthermore, in case the
building-block protocol is inferior, it is possible to extract the
better protocol from it almost in a mechanical manner.

This paper is an exercise in applying the building-block
approach in the design of distributed protocols. In Chapter 2
we describe a few simple protocols [Dijk8O, Chan85b,
Fran8O], which, in our opinion, are fundamental enough to

serve as building blocks. In Chapter 3 we apply the approach
to various tasks for which protocols were previously designed
using a "direct" approach.

Previously, two exercises of the type we go through
here have been carried out. In [Sega83], Segall goes through
an extensive exercise advocating not only building-block
design, but also a rigorous validation technique. In [Brac84],
Bracha and Toueg employ the snapshot method [Chan85b],
which is one of our chosen building blocks, to transform a net-

work with changing topology into a static one.

The building blocks employed by Segall are, in our

opinion, too few and not general enough to merit that status.

As a result, his protocols are too "directly" designed, giving
rise to complex proofs. Our work may be considered as a

further attempt in the direction taken by Segall. In fact, three
out of the five applications presented here are taken from
[Sega83].

We employ the same network model as in [Sega83].
All links are bidirectional. All nodes have distinct id's. Mes-
sages incur arbitrary but finite delay. Unless otherwise men-

tioned, we will assume FIFO discipline on the links. Local
processing takes negligible time. A message is actually
received when it is taken for processing from a buffer of mes-

sages that have already arrived. As a result of the processing,
new messages may be generated and the node may undergo a

change of state.

2. Building Block Protocols

2.1 Static Termination
Static termination involves detecting the completion of

a collection of non-interacting tasks, each of which is per-
formed on a distinct processor in a distributed system. The
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problem is termed static because of the non-interaction among
tasks.

The solution to this problem is trivial: every processor
reports completion of its respective task to a unique "coordina-
tor." Routing the reports along arbitrary paths in the network
might be too costly in messages. Instead, a spanning tree is
employed. When a leaf which is not the coordinator is to
report to the coordinator, it tears itself from the tree, notifying
its father by sending an acknowledgement (ACK). This contin-
ues "recursively" until the coordinator remains the only node
in the tree, a. which point all tasks have been completed.

2.2 Termination of Diffusing Computation [Dijk80]
Unlike static termination, here we allow tasks of

different nodes to interact with each other via message
exchange. Thus, a node cannot independently determine
whether its task has been completed, since the arrival of a new
message may reactivate the task. Below, we outline the solu-
tion for the case where a single node initiates its task spontane-
ously, while all other tasks are activated only as a result of
message arrival. This case is called diffusing computation. The
multi-initiator case can be treated as a static termination prob-
lem over the set of initiators, where each initiator reports ter-
mination of a diffusing computation.

Assume we have a protocol which is started by one
source node s. The protocol is otherwise arbitrary. Call a mes-
sage produced during the execution of the protocol a
computation message, and call the whole execution a computa-
tion.

The computation is said to have terminated when all
the individual programs that constitute the protocol have
finished execution, and no computation message is in transit.
The protocol is then said to have reached quiescence. We
would like to install additional programs in each node, called
termination protocol, that will detect quiescence in finite time
after it has been reached. The termination protocol should be
transparent to the computation protocol.

The termination protocol proposed by Dijkstra and
Scholten [Dijk8O] can be viewed as a variation on static termi-
nation. Suppose that out of the computation we create a con-
ceptual graph as follows. A message from node i to node i
creates a link from a conceptual copy of node i to a new con-
ceptual copy of node j. This new copy of j processes the mes-
sage, and as a result may send other messages. These messages
trigger additional copies of their destinations, etc. Since each
node in this conceptual graph receives only one message, and
all nodes are connected to the first copy of s, the graph is a
tree. On this tree one can implement the static termination pro-
tocol.

The problem is the complexity of the implementation.
Notice that all the conceptual copies of a node i reside in the
same physical node i. Thus, when a link from a conceptual
copy of i to a conceptual son j is eliminated as a result of j
becoming a leaf, physical node i has to be informed as to
which copy of itself this link was connected to. This results in
considerable overhead, compared to the static termination case

in which there is a one-to-one correspondence between physi-
cal and conceptual nodes.

To avoid this overhead, notice that if i1 and i2 are con-
ceptual copies of i, and i1 was created prior to i 2, then i 1 is not
a descendent of i2. Thus, planting the subtree hanging off i2 at
i1, making i2 a leaf, results in a tree spanning the same set of
nodes. But now, physical node i at each instance of time has at
most one conceptual copy which is not a leaf.

2.3 Distributed Snapshots [Chan85b]
Many questions regarding the status of a distributed

computation (e.g., is there a deadlock?) would have been
easier to answer had we had the capability to "freeze" the
computation of all nodes at the same time, then analyze the
"frozen" situation. Unfortunately, in a distributed system one
cannot be assumed to have such an "omniscient" capability.
Yet, each node can designate a state in its history, such that
there exists another execution of the protocol in which all
nodes are at their respective designated states at the same time.
Furthermore, in this execution, each node receives the same
sequence of messages as in the original execution. Since
correctness of the protocol is determined only by the order of
messages received at each node, we can consider the collection
of designated states as if obtained by "freezing" the computa-
tion.

To obtain such a collection of states, assume that each
processor has a local clock, which is moved after the receipt of
each message. The processing of the message, and the mes-
sage transmissions triggered by it, are assumed to occur prior
to the move of the clock. A collection of local times
I tk keN ), where N denotes the set of nodes, constitutes a
snapshot, if each message received by node j from node i prior
to tj has been sent by i prior to ti.

Given a snapshot, a message sent by node i prior to ti is
said to have been sent before the snapshot. Similarly, a mes-
sage received by node j prior to tj, is said to have been
received before the snapshot. A message sent but not received
before the snapshot is said to be in transit in the snapshot. The
state of node i at time ti is called the state of i in the snapshot.

Let A = t4 I ieN} and B = ti IieN) be two
snapshots. It is easy to see that (min(t4, tB) inN) and
{max(t4, tBi) inN) are also snapshots, called the intersection
and union snapshots, respectively. Snapshot B is said to have
occurred after snapshot A if the union snapshot is B. Two
snapshots are non-interfering if no message in transit in one is
in transit in the other. Snapshot B is said to be consecutive to
snapshot A ifB occurs after A, A and B are non-interfering, and
all messages sent at or after A and before B are in transit in B.
An application of the notion of union snapshot is forthcoming
[Tami86].

The task of a snapshot protocol is to identify a collec-
tion of local states and messages in transit that correspond to a
snapshot. Chandy and Lamport [Chan85b] propose such a pro-
tocol, which is transparent to the ongoing computation in much
the same way as termination of diffusing computation. The
idea is quite simple. The only constraint is that no message be
received before the snapshot which has not been sent before
the snapshot. To prevent such a situation, node i "flags" all
messages it sends from time ti onward. Node i sets ti either
spontaneously, or upon the receipt of a "flagged" message,
whichever comes first. It is easy to see that a collection of
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local times so determined constitutes a snapshot, and that any
unflagged message received by j at or after tj is a message in
transit during the snapshot.

It would also be beneficial to detect when all the mes-
sages in transit have been delivered. We can do this by means
of the static termination protocol. We distinguish between two
disciplines: FIFO and non -FIFO. In the FIFO discipline,
once node i receives a flagged message from its neighbor j, all
future messages that i receives on this link will be flagged.
Moreover, no message in transit on link (j, i) arrives after the
first flagged message. Thus, instead of flagging individual
messages, we can do the following. When node i chooses ti, it
immediately sends a token over all outgoing links, indicating
to its neighbors that all its messages succeeding the token are
to be interpreted as flagged messages. By the time a node has
received tokens on all incoming links, all the messages in tran-
sit to it will have been delivered. Thus, the delivery of all mes-
sages in transit is clearly amenable to static termination detec-
tion. One can interpret this as a node accounting for the mes-
sages in transit to itself. All messages which were received by
node i over link (j, i) at or after ti but before the token on that
link were, obviously, in transit in the snapshot.

In the non -FIFO discipline, we add acknowledge-
ments (ACK) to messages. By the time a node has received an
ACK for each of its unflagged messages, all the messages in
transit it had generated will have been delivered. This, obvi-
ously, is also amenable to static termination detection. Furth-
ermore, all unflagged messages whose ACK is flagged will
have been in transit. Thus, this can be interpreted as a node
accounting for the messages in transit which it has generated.

2.4 Synchronizer [Awer85]
In the model we are using in this paper, nodes operate

asynchronously. It is often the case that a distributed protocol
is much easier to design when the underlying system is syn-
chronous. In a synchronous system, computation proceeds in
"rounds." Messages are sent at the beginning of the round,
and arrive before the end of the round. The beginning of each
new round is determined by a global clock. The idea here is to
introduce a mechanism, called synchronizer, that will enable a
protocol designed for a synchronous system to run on an asyn-
chronous system.

A synchronizer protocol decomposes the asynchronous
computation into a sequence of consecutive snapshots, such
that the k-th snapshot corresponds to the end of the k-th round
of the synchronous system. Then, obviously, the asynchronous
computation simulates the synchronous one.

The implementation of such a synchronizer is straight-
forward. Assume we are at the beginning of a round. Each
node transmits the messages of the round, then enters the pro-
tocol of establishing a snapshot. In order for this snapshot to

be noninterfering with the next one, a mechanism is employed
which informs each node when it has received all the messages
in transit to it. Such a node can now proceed to the next round.
Notice that with FIFO snapshots, messages in transit in
different snapshots are separated by a token. With non -FIFO
snapshots, we can alternately use "flagging" and
"unflagging" to distinguish between messages of different
snapshots.

In section 2.3, we have seen two methods (FIFO and
non-FIFO) for detecting the delivery of messages in transit.
Corresponding to these two methods, one can derive two
different synchronizers: one more efficient in time, the other
more efficient in messages. In [Awer85], Awerbuch combines
the two synchronizers, to obtain a third synchronizer that can
trade-off time and message complexities.

3. Applications

3.1 Propagation of Information with Feedback (PIF)
[Sega83]

Here a given node s would like to pass message X to all
other nodes in the network, and eventually be informed that all
nodes have received the message.

We notice that the task decomposes into two sub-
tasks: 1) getting the message X from s to all nodes; and 2)
detecting that subtask 1 has terminated. Subtask 1 can be
accomplished via flooding. Subtask 2 can be accomplished by
viewing subtask 1 as an uninterpreted computation and then
imposing the termination protocol for diffusing computation on
top of it.

For subtask 1, we employ the following program at
each node i:

If i .s,

Upon receiving X for the first time, send X to all
neighbors, excluding the one from which it was
received.

If i =s,

Send X to all neighbors.
If now we add the diffusing termination mechanism, we

obtain a protocol which is provably correct.
This application provides us with an excellent example

of how the building-block approach can introduce overhead
compared to a more "direct" approach. The PIF protocol in
[Sega83] is much shorter in terms of program lines, and more
importantly, less costly in terms of message complexity. It
essentially relies on a "deeper" understanding of the flooding
process, using it to build a spanning tree, which is then
employed in static termination.

We now proceed to show how to transform our protocol
into the one in [Sega83]. Since transmission of messages is
triggered only by the first receipt ofX at a node, ACKs of the
termination protocol may be held off only for such "first" Xs.
All others Xs will be acknowledged immediately. Also, when
node i receives X from node j, it can determine that j did not
receive its first X from i. As a result, the ACK for the X from i
to j is immediate. Since j can duplicate i's argurnent, the ACK
need not actually be sent. Thus, the only ACKs that need to be
sent are for "first" Xs. But, since X is also interpreted as an
ACK, those ACKs that need to be sent can be sent as X. This is
the PIF presented in [Sega83]. Admittedly, the above transfor-
mation is far from mechanical and, as a matter of fact, requires
a subde proof. We are now investigating how such a
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transformation can be mechanized.

3.2 Deadlock Detection [Brac84]
In [Brac84], Bracha and Toueg present a beautiful exer-

cise in the application of snapshots as a building block for
deadlock detection, as proposed in [Chan85b]. Deadlock
detection is modeled as a problem in a network of changing
topology. Essentially, a snapshot is used to transform the prob-
lem into one about a fixed network. A protocol for the fixed
network is then designed.

Unfortunately, the solution for the fixed network prob-
lem in [Brac84] is rather direct. The protocol obtained is
difficult to understand and its proof is long. Here we present
an essentially similar protocol, except that we use the
building-block approach. The comparison between these two
protocols is one of our best cases for the building-block
approach, since our protocol is simpler. Unlike the PIF, this
suggests that the more complex the task, the higher the proba-
bility that a direct approach will be at a disadvantage.

The problem boils down to the following. Associate a
direction with each link in the communication network. Furth-
ermore, associate a boolean variable with each node and link.
A node variable is a monotonic predicate on its outgoing link
variables. The predicates are monotonic in the sense that a
change of a link variable fromfalse to true does not falsify the
node variable. The value of a link variable is determined by the
value of the node variable to which it leads. Variables of nodes
with no outgoing links ("sinks") are always true. The task of
node i is to determine whether there exists an evaluation of the
node variables in which its variable isfalse.

The centralized solution to the problem is as follows.
Evaluate the variables of links entering nodes whose variable is
true. This may cause new nodes to evaluate to true, etc. The
process continues until either the variable of node i evaluates
to true or no new node variable can be evaluated to true. In the
first case, there is no evaluation that makes the variable of node
ifalse; in the second case, there is such an evaluation.

The evaluation can be carried out in distributed fashion
by having each node whose value is true send "true" tokens
backward on all incoming links which are reachable from i. A
node receiving a token considers the corresponding link vari-
able to be true, etc. To start the evaluation, all sink nodes
which are reachable from i must be notified to start sending
"true" tokens. Moreover, the incoming links reachable from i
need to be identified. Both tasks can be accomplished by
flooding. To detect termination of the flooding and of the
token transmission, we view both tasks as a single abstract
computation. This abstract computation is diffusing, since it
starts from a single node i, and is therefore amenable to the ter-
mination detection mechanism of Section 2.2.

3.3 Detection of Global Virtual Time (GVT) for Systems
with Rollback [Sama85]

Global Virtual Time (GVT) was introduced in [Jeff85]
in the, context of distributed simulation. The computation asso-
ciated with distributed simulation is such that messages carry
"time stamps." Processing a message triggers transmission of
other messages with strictly later time stamp. The computation

is said to be executing correctly if messages are processed at
the respective destinations in time stamp order.

To enforce correct execution, it is proposed in [Jeff85]
that a record of sent and received messages be kept at each
processor. Arriving messages are processed at the earliest
moment possible without locally violating the correctness con-
dition. When a message arrives which has an earlier time
stamp than a previously processed message, the processor rolls
back to the most recent state from which locally-correct time
stamp order processing can be resumed. It invalidates all the
messages it has sent after that state and redoes the computa-
tion. To save on storage as time goes on, messages with low
time stamp are discarded from the record. At each point in
time, the highest time stamp that may be discarded without los-
ing the capability to perform any roll back that might be
required later, is called the GVT. A protocol that returns a
"close" lower bound on the GVT was proposed by Samadi
[Sama85].

An alternative definition of GVT is the minimum time
stamp of messages in transit in the conceptual "current time"
snapshot. (We lump processing into transit; local computation
can be modeled by the transmission of messages from a pro-
cessor to itself.) Since any actual snapshot taken by the system
is prior to "current time" snapshot, and since GVT is nonde-
creasing, replacing the "current time" snapshot by one taken
by the system and taking the minimum time stamp over all
messages in transit in that snapshot, will yield a lower bound
on the GVT. Of course, such a lower bound can also serve to
discard messages. We will from now on refer to this lower
bound as the GVT.

Since the system in [Jeff85] is non -FIFO, to obtain
the GVT a "coordinator" invokes a snapshot by sending
flagged "dummy" messages to all other nodes. The nodes
report to the coordinator the minimum time stamp of messages
in transit they account for. The minimum over all these reports
is the GVT. Notice that a new GVT snapshot will not be
invoked by the coordinator until all messages in transit in the
preceding snapshot have been delivered. Thus, we may use
"unflagging" (instead of "flagging") in the next snapshot.

The protocol outlined here is not the protocol that
appears in [Sama85]. To avoid the delay involved in waiting
for all the ACKs in order to determine which message was in
transit, the protocol in [Sama85] defaults all unacknowledged
messages to "in transit" status. Notice that by treating a
superset of the actual messages in transit as though all its
members were also in transit, the GVT may only go down. It
may be that Samadi's protocol fits more directly into the
framework of [Chan85a], which employs termination rather
than snapshots.

3.4 Minimum-Hop Paths [Sega83]
The task here is to obtain the paths with the smallest

number of links (hops) from each node to each other node in a
network.

Suppose that the network is synchronous. Under this
assumption the protocol is very simple. Each node floods its
id . When node i receives id j for the first time, it designates
the link on which the id has arrived as the first link on its
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shortest path to j. The round number k in which the id has
arrived is the shortest distance from i to j. When node i
receives no new id, it terminates its part in the protocol.

The protocol in [Sega83] is a result of imposing the
FIFO synchronizer on the above synchronous protocol. T.o
save messages, notice that in each step of the synchronous pro-
tocol, a single message is sent on each link in each direction.
As result, messages will always be preceded by a token. This
eliminates the need to actually send the tokens.

3.5 Communication Resynch [Sega83]
Here we deal with a dynarnic network, i.e., one with

changing topology. The task is to sense and abort any compu-
tation being executed while the network is not stable. If topol-
ogy changes cease for a sufficiently long period of time, a
correct computation will eventually be carried out.

Employing the notion of snapshots facilitates this task.
Whenever a topological change occurs, the nodes adjacent to
the affected link invoke a snapshot. Each node discards mes-
sages in transit and restarts the computation. Since the net-
work is not stable, and might in fact partition and then recon-
nect, the "flagging/unflagging" mechanism to distinguish
between different snapshots will not work. Instead, we impose
a numbering scheme on snapshots, akin to the logical clock
mechanism in [Lamp78]. That is, whenever a new snapshot is
initiated by a node, it is appended with a sequence number
larger than those previously seen by the node. This sequence
number is also appended to all future computation messages.
All computation and snapshot messages with a sequence
number smaller than the maximal one seen by a node are dis-
carded.

If after each invocation of a snapshot the nodes restart
the computation, then following a sequence of topological
changes a correct computation will eventually be carried out.
In fact, the invocation of a snapshot is redundant, since the
"tokens" of snapshots can be inferred by the sequence
numbers attached to messages.

4. Conclusions
We do not wish to advocate the abolishment of rigorous

proofs of protocols. Rather, we do advocate the abolishment of
lengthy, unmotivated proofs which are difficult to read. Our
contention is that this phenomenon occurs too frequently in
protocol proofs, mainly due to "direct" design and "direct"
attempts at proofs. Here, through the use of some simple
examples, we have tried to promote something akin to the lay-
ered approach in the design of computer networks -- only with
finer granularity. We hope the reader is convinced that, had we
tried to rigorously prove the applications presented, our proofs
would have been motivated and short. Furthermore, we
believe we have demonstrated that the building-blocks
presented here are both general and powerful enough to merit
the status of "standard."
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