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Abstract

Effective collaboration is a key factor in the success of a software project devel-

oped by a team. In this work, we suggest the approach of Synchronized Software

Development (SSD), which promotes a new paradigm for software development

and suggests a novel framework for collaborative real time coding. In SSD, we

perceive programs’ code as a series of fine grained semantic changes. When such

a change is made by a particular developer, it can be automatically propagated to

all participating developers as long as it keeps the code free of compilation er-

rors. Changes that introduce compilation errors are not propagated until the errors

are fixed. Moreover, other developers are restricted from concurrently editing the

entities involved in changes being carried out by fellow developers. While in this

restricted state, developers are, however, free to modify the rest of the entities (i.e.,

the rest of the code).

The novelty of our approach is that it actively monitors developers’ editing

operations on a semantical level, and prevents semantic code elements from be-

ing concurrently changed. This technique assists in preventing code conflicts, and

consequently, the merges caused by these conflicts. To perform a preliminary
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evaluation we built CSI (Code Synchronizing Intelligence), a prototype demon-

strating key features of SSD.
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Chapter 1

Introduction

Modern software projects involve multiple developers collaboratively working on

the same codebase. In fact, parallel development has become the norm rather an

exception [41]. The task of sharing a codebase repository is usually carried out

by a Software Configuration Management (SCM) system [43, 15, 22, 33]. The

SCM system maintains all files that comprise the software project, and serves as

the only version controlled mechanism through which developers share code [26].

The SCM tools employ a common checkin / checkout model according to which a

change will become visible to others, only after the developer who made it checks

his code into the shared repository. A direct implication of this model is that code

conflicts will only be discovered post factum. It is only when a developer tries

to checkin his code thatl he will discover that his current version is in conflict

with the one in the SCM system repository. Once aware of the conflict the devel-

oper is forced to resolve it by means of merging his version with the repository’s
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4 CHAPTER 1. INTRODUCTION

one. Manual merges of conflicting code are considered both time consuming and

error prone [20, 14]. Since a conflict involves changes made by multiple devel-

opers, in order to make the correct decision a comprehensive understanding of

the overall changes must be obtained. The process of obtaining the information

pertaining to each change may be done in various manners. For instance, one can

query fellow developers about the changes they made; if the environment supports

a change log, it can be inspected for the change history; some systems may even

provide inherent support, such as the multi versioning technique described in [44].

Regardless of the method chosen, one thing remains painfully certain - a mishan-

dled merge may lead to a variety of negative results, including compilation errors,

faulty program behavior (that can go undetected until much later in the develop-

ment process), and misplacement of code lines or even entire features. It is not

surprising then, that developers seek to avoid manual merges whenever possible.

Once a conflict is introduced into the system it is a fairly complex task to apply an

automatic conflict resolution mechanism, since in many cases, several options can

be appropriate from a syntactic point of view. Semantics based conflict resolution

is even more complex as it requires to gain understanding of what the code at hand

actually does. The term merge is used both when there is an explicit code conflict

between two code versions, and when the two version are simply different and not

necessarily conflicting. This observation plays an important role, since although

both cases deal with merging several version into one, the challenges involved in

each are of different nature. Recently, distributed SCM tools ([22], [33]) have

suggested a novel approach to efficiently and automatically merge non conflicting
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versions [17] and thus alleviate one aspect of merging (see 2.2.1). Dealing with

conflicting versions on the other hand, presents a problem that generally can not

be resolved by by an automation since it is a problem that extends beyond tech-

nical difficulties. Such a process involves merging two changes of which there is

no right and wrong, it just so happened to be that several changes had taken place

simultaneously and affected the same element. Each change is syntactically and

semantically valid, yet adjustments must be made in order for them to co-exist in

the final code version.

Inspired by Google Wave [50] and recently Google Docs [3] that allow for

a very tight collaboration to take place by propagating changes in real time, we

envision a development environment that provides similar real time collaborative

editing capabilities for the purposes of code development. Our work addresses the

concept of synchronized software development by means of enhancing the exist-

ing IDE perception with collaborative real time coding capabilities. Our approach

aims at minimizing the conflicts originating in poor synchronization between de-

velopers, and enhancing the collaboration between team members.

1.1 Contribution

In this work we introduce the term synchronized software development (SSD),

and describe the concept of real time collaborative coding and sharing between

multiple developers working on the same codebase. We also outline the two main

principles of SSD:
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(i) Near real time code propagation between developers while minimizing

work flow interruptions.

(ii) Conflict prevention by serializing editing operations of semantic elements.

We also implemented an SSD prototype named Code Synchronization Intel-

ligence (CSI) and used it to conduct a preliminary empirical validation of the

suggested approach.



Chapter 2

Related Work

In this section we outline the related work carried out in the fields of collaborative

text editing and collaborative software development. We start by describing the

approaches implemented in the pioneer collaborative real time text editors, and

then concentrate on collaboration in the realm of software development. We re-

view the exisitng research projects addressing some of the most infamous pains

of collaborative software development and categorize them into three dominant

categories.

2.1 Collaborative Text Editing

The subject of collaborative editing systems has been studied for the past 20 years.

Research in this field has mostly concentrated on collaborative textual and graph-

ical editing. Although some possible adjustments have been proposed so as to

7
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accommodate other application domains, as far as the literature goes this direc-

tion has not been widely explored.

Operational transformation (OT) was firstly suggested as a framework for con-

currency management in a distributed groupware systems in [20]. This framework

addressed the difficulties entailed in having a real time, highly reactive, concur-

rent plain text editing environment. Operation generation was defined as the act

of creating an operation. Operation execution on the other hand, was defined as

the act of applying an operation so that its effect is reflected on the document

state. Based of these terms, [20] also defined a notion of preceding operations.

The model then defined two properties that should be satisfied in order to pro-

vide correctness, convergence and precedence. The convergence property states

that once all operations are executed, the final state at all sites is identical. The

precedence property states that if one operation precedes another, at each site the

execution of the former takes place before the latter. The basic idea of OT is to

transform arriving operations against independent [46] operations from the log

(where all previously executed operations are saved) in such a manner, that the

execution of the same set of properly transformed independent operations in dif-

ferent orders produces identical document states, ensuring convergence [45]. One

of the great innovations of operational transformation was that it was able to give

users the illusion that their actions were applied immediately (whereas in fact that

was not necessarily the case), while providing correctness. User operations would

first be enqueued in the clients’ processing queues in a first-in first-out (FIFO)

manner, and only after the operation was dequeued would it get processed and
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finally applied to the document. A major issue with the correctness of the al-

gorithm presented was what is commonly referenced as the dOPT puzzle [45].

The dOPT puzzle scenario describes a situation where clients would diverge by

more than one step in their state, breaking the correctness of the algorithm. Some

workarounds were suggested so as to fix certain instances of the dOPT puzzle, but

the problem in its general from remained unsolved.

In [48] the consistency model was extended with a third property - intention

violation. The new property state that if two operations are independent (as de-

fined in [48]), then their execution, in any order, must preserve the intention of

each other. Operation’s intention was defined as the affect that could be achieved

by applying the original operation on the shared document state, observed by the

user who had issued the operation.

Undo operations in collaborative editing were addressed in [49]. Based on

the findings the COT algorithm [49] was devised, and was able to support do and

undo of any operations at any time.

Prior to Jupiter [35], most collaborative editing systems implemented a dis-

tributed architecture, employing state replication techniques between clients in

order to propagate changes. Jupiter however, opted for a centralized architecture,

where a central component was responsible to mediate between any two clients,

so that at any given time only 2-way communication would take place (the central

server and a single client). The fact that at any given time only a 2-way synchro-

nization took place alleviated the issue of preserving precedence between opera-

tions. The central component also held the responsibility of propagating changes
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to all other clients. When the central component received an operation request, it

was transformed, if necessary, and applied to the local document state, followed

by propagation to other clients. This centralized manner of communication inher-

ently relieved Jupiter of both the dOPT puzzle and precedence issues.

In [51], the Transparent Adaptation (TA) approach for converting a single user

applications to multi-user collaborative ones was put forth. The suggested tech-

nique used the API provided by the single user version of a given application and

did not require any changes made to the adapted application’s source code. It did

require, however, that the API provided by the underlying application was adapt-

able for the data and operation model of the OT algorithms. The TA approach

describes a layered architecture, based on three layers: adapted application’s API

layer, adaptation layer, and the OT layer. The bottom OT layer defined only three

operations: insert, delete and update. Moreover, the OT layer was unaware of the

various object types that existed in a given application. The adaptation layer was

the one responsible for converting the wide variety of possible API calls to generic

OT operations. [51] demonstrated the TA approach by implementing CoWord [9]

(and later also the CoPowerPoint [6] and CoMaya [7]) application, which used

Microsoft Word’s API to build a collaborative version of Microsoft Word, allow-

ing multiple users to work on the same document concurrently.

In our research we take the concept of collaborative editing to the software

development world, where users collaboratively produce code rather than plain

text. Whereas some basic challenges remain similar to the ones involved in textual

editing, additional key issues arise due to the nature of programming languages
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syntax and semantics. A major difference is the new, faulty states, in which the

shared code has compilation errors and fails to successfully compile. Faulty in this

context, is used to indicate that the syntactic and/or semantic rules that code should

adhere to, are not met. This, in turn, translates to the code failing to successfully

compile.

2.2 Current Collaborative Software Development Tools

2.2.1 Source Configuration Management

Source Configuration Management addresses the problems of managing the evo-

lution of software, the mechanisms of interaction embedded in the [S]CM tool

support coordination among developers by providing information about the work

others have done [11]. One of the core functions of any SCM system is to co-

ordinate access to a common set of artifacts by multiple developers who are all

working on the same project. While ideally project management assigns devel-

opers tasks that are mutually exclusive, the reality is that changes made by one

developer regularly affect other’s work [42]. Although SCM systems form a syn-

chronization point between developers, they are not desinged to provide real time

collaboration. It is the responsibility of each team member to utilize the SCM sys-

tem to synchronize his code on a regular basis, the SCM system does not actively

propagate changes (employing a pull model, rather than a push one).

Distributed Source Configuration Management (DSCM) systems allow for

multiple repositories to share code comprising a single codebase. For instance,
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a developer may have his own local repository where he, and he alone, commits

code. Being used only by one developer, this repository may receive and send

code changes upon request to other repositories, used by a single or several fellow

developers. Local repositories present several advantages, developers may com-

mit half baked code earlier on in the development process without running the risk

of interrupting fellow developers, who can work against other repositories (such as

their own local repositories for instance). Local repositories also support commit-

ting code while not having a network connection to the main repository, allowing

developers to backup their work even when no network connection is available.

DSCM systems treat code changes as deltas rather than versions (which is the

common approach for SCM systems). Such an approach is claimed to alleviate

the task of branch maintenance, particularly when it comes to merging to, and

from, other branches. DSCM systems aim to provide a better support for merges

ensued from conflicts that arise due to difficulties in properly tracking versions’

evolution.

It should be noted that merges incurred by conflicts brought about by devel-

opers concurrently editing the same code remain a challenge both for SCM and

DSCM systems. In addition, the main goal of SCM and DSCM systems is to

provide a point of synchronization through which developers can share code in a

non-realtime fashion. These tools do not aim at enhancing collaboration per se.
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2.2.2 Awareness Enhancers

A number of tools have been suggested so as to address the code conflicts issue,

and have mostly concentrated on increasing developers’ awareness, often defined

as an understanding of the activities of others, providing a context for your own

activity [19]. Such tools usually come either as plug-ins integrated into the In-

tegrated Development Environment (IDE) -Syde [27], Lighthouse [16] or as a

standalone applications - Palantı́r [42], FASTDash [12].

Syde’s [27] main challenge is to balance the trade-off between offering rel-

evant information about the activity of a team on one hand, and avoiding infor-

mation overload on the other. Syde modeled source code changes as first-class

entities to record the detailed evolution of a multi-developer project. Syde’s con-

flict plug-in displays information about emerging conflicts as developers copies

of the code become inconsistent with one another. Conflict alerts are shown in a

dedicated view panel and as annotations on the left side of the Java editor. Red

conflicts are considered severe, because they involve at least one version of an

entity that is outdated according to the SCM system. Yellow conflicts are consid-

ered moderate, but they can easily become severe if the involved developers do

not try to resolve them before checking in their code to the SCM. A developer

can inspect the other version of the entity that has a conflict with his own, and

the conflict plug-in will start a semi-automated process to resolve the conflict and

merge the two versions. Syde also offers several visualization: decorations of the

standard Eclipse package explorer, which indicates changes made to files by other

developer. A WordCloud view, where the number of changes that have been per-
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formed on each class is used as size metric, while the order indicates the recency

of the changes (with most recently changed classes at the top). A Buckets view,

where the classes are displayed as buckets, that are progressively filled with single

changes depicted as small squares. The color of each change denotes the devel-

oper responsible for it. Changes follow a chronological order, thus older changes

are at the bottom of the bucket, while newer changes appear at the top.

Lighthouse [16] distinguishes itself by utilizing a concept called emerging de-

sign, an up to date design representation of the code, to alert developers of po-

tentially conflicting implementation changes as they occur, indicating where the

changes have been made and by whom. The Emerging Design is being repre-

sented as a UMLlike class diagram, where it presents the main elements found in

these diagrams (classes, fields, methods, and relationships) with additional evo-

lution information. It is important to notice that the diagram only keeps track

of changes that impact the software design. Internal implementation changes in

methods are not considered. With the Emerging Design, developers can follow

the design evolution by simply observing the chain of changes for the diagram

elements. This view is updated not only in this developer workspace, but in all

developers workspaces. Hence, all the developers have the same exact view of

the current design, even if they have not yet checked in or checked out the latest

changes.

Palantr [42] is a workspace awareness tool that complements existing con-

figuration management systems by providing developers with insight into other

workspaces. In particular, the tool informs a developer of which other develop-
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ers change which other artifacts, calculates a simple measure of severity of those

changes, and graphically displays the information in a configurable and generally

non-obtrusive manner. A crucial aspect of Palantr is that it inverts information

flow from pull to push. Instead of informing developers of other efforts only when

they themselves perform some configuration management operation (e.g., check

in or check out), Palantr increases awareness by continuously sharing information

regarding operations performed by all developers.

FASTDash (Fostering Awareness for Software Teams Dashboard) [12] is an

interactive visualization tool that seeks to improve team activity awareness using

a spatial representation of the shared code base that highlights team members cur-

rent activities. With FASTDash, a developer can quickly determine which team

members have source files checked out, which files are being viewed, and what

methods and classes are currently being changed. The visualization can be anno-

tated, allowing programmers to supplement activity information with additional

status details. It provides immediate awareness of potential conflict situations,

such as two programmers editing the same source file. One can also see fellow

programmers ongoing local file activities that occur outside of a source repository.

FASTDash allows developers to maintain an awareness of which files are opened

(but not necessarily checked out) by fellow programmers, which method or class

a programmer is currently editing, or if a programmer is debugging code.

These tools share a common principle, they collect relevant information and

present it to the developer. It’s up to the developer to utilize this information and

perform (or refrain from performing) a particular set of actions in order to prevent
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conflicts and promote collaboration. The developer is only shown the path, yet he

is the one who has to walk it.

2.2.3 Online Web-based IDEs

In recent years a trend of oneline web-based IDEs has been rising. These IDEs

are accessed through a browser, while providing a similar user interface to the

ones developers have grown accustom to. Typically they include code completion,

hierarchical file browsing and most of the basic features one will find in a standard

IDE. As it stands now, the overall user experience is very limited, and web-based

IDEs usually fall short of their ancestors in providing a fully fledged, industry

suitable alternatives. Robustness and advanced features are some examples to

what web-based IDEs leave to be desired.

However, web-based IDEs put forth some new and innovative features, rang-

ing from no-setup working environments, to collaborative real time coding.

Cloud9 [10] is an impressive open source web-based IDE that is continuously

developing and is one of the most competent web-based IDEs the author has come

across. It has a vast set of features, including:

• Searching file by name

• Search method by name

• Search text and regular expressions

• Code folding
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• Multiple cursors (indicating fellow developers)

• Git SCM ([22]) system integration

• Chatting with fellow developers

While Cloud9 provides many useful features aimed at both the functional and col-

laboration aspects of an IDE, it does not provide any particular means to deal with

code conflicts. It is up to the developers to deal with this troublesome implication

of collaborative coding.

CloudStudio [36] is another web-based IDE, which replaces the explicit checkin

- checkout model with interactive editing and real-time conflict tracking and man-

agement. In this web-based IDE, lines edited differently by multiple developers

are colored red, so as to indicate a potential conflict. Once a conflict is detected,

a developer can try and resolve it by using one of the communication methods

directly built in into the IDE, such as a Skype conversation or a chat.

Collabode [23] was the first to offer collaborative real time coding while ac-

knowledging that the method of propagating code as if it were plain text, without

taking semantics into account, has some inherent faults. Collabode uses error-

mediated integration (EMI) [23] that only propagates semantically valid edits, i.e.,

those which do not violate the successfully compiling state of a given program.

Changes from a particular developer are mediated, and are only propagated when

valid. The EMI approach is aimed at preventing developers from bringing out of

commission other team members on account of their errors being propagated to

the whole team. Collabode’s user interface promotes collaboration by allowing
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developers to view changes made by others inline, before these changes have ac-

tually been applied to their own version of the code. The authors of Collabode

reported that treating code as text had posed some challenges such as for instance,

merging adjacent edits (further discussed in [23]). We believe this may support

the case for raising the abstraction level and have a real time coding environment

natively based on semantics.

2.2.4 Other

IBM Jazz [28] brought together different aspects of the development process into

a unified platform. Jazz aims at allowing participants, be it developers, managers,

testers or other relevant personnel, to easily access information pertaining to a

given development process. Jazz also assists in keeping this information up to

date, providing users with the most recent versions, which prevents parties from

using outdated information. However, the nature of Jazz is different from the

concept of collaborative coding, in that it deals with managing the overall devel-

opment process, rather than focusing on the act of code development itself.

CollabVS [18] extends the standard Visual Studio user interface with collabo-

ration oriented features such as chat, video, and audio streams on top of its conflict

detection mechanisms.



Chapter 3

Designing a Synchronized Software

Development System

3.1 Conflicts in Collaborative Work

Sun and Sosič [47], describe two different inconsistency categories that may arise

in a collaborative editing system. One is of a generic nature, while the other is

context specific. Generic inconsistency ensue from violation of the so called CCI

model [46] properties: Convergence, Causality violation, and Intention preser-

vation. These properties should be preserved in order to assure correctness (as

defined in [46]). Context specific inconsistency issues stem from the fact that a

particular application domain may have its own, domain specific rules, as to the

validity of its content. In text, for instance, such rules may include grammatical

rules, spelling, etc. In the scope of this work, where the application domain is

19
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programming languages, the validity of the content is determined by whether it

is buildable (i.e., whether the code contains compilation errors). The operational

transformation concept per se deals only with maintaining generic consistency,

leaving context specific inconsistencies out of the scope. To address context spe-

cific inconsistencies various Locking schemes (as detailed in section 3.3.3) pro-

viding means for access control, can be employed.

We promote a proactive approach that aims at preventing a conflict before

it actually occurs, instead of trying to resolve it after it has already happened.

Collaborative real time text editing systems and SCM systems, usually opt for

a reactive approach, which aims at assisting users to resolve a conflict after it

has already occurred, thus reacting to the conflict, rather than preventing it in

the first place. Typically, once a conflict is detected, the user is provided with

detailed information pertaining the conflicting elements, possible outcomes and

so on, leaving it up to him to actually resolve the conflict and decide upon the

desired final content (e.g., document, file) state. Such a reactive approach was

employed, for example, in [44] which suggested the Multi-Versioning technique,

where several simultaneous versions of the same object are kept to deal with the

case of conflicting operations.

3.2 Motivating Use Case

We shall now examine a use case demonstrating an SSD system in a real life

scenario. We call the state in which code fails to compile an unbuildable state,
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Fig. 3.1: Alice and Bob begin in the same state.

and the state in which code successfully compiles a buildable state. Similarly, a

buildbreaking change is a change that upon application renders a buildable state -

unbuildable.

(i) Two developers, Alice and Bob begin in the same file state. See figure 3.1.

(ii) Bob intends to add a new parameter, ”newParam”, of type ”int” to the

method ”Foo”. Bob begins typing in his change, but mistakenly types ”in

newParam”, missing the ”t” at the end of ”int”.

(iii) Not being aware of his mistyping, Bob also changes the name of the method

”Foo” to ”Foo1”. At this stage Bob has a new name for the method ”Foo”

(i.e. ”Foo1”) and an additional, incorrect parameter definition. These changes

render the code unbuildable and therefore none of the changes Bob has

made are propagated to Alice. See figure 3.2.

(iv) Meanwhile, Alice intends to change the method name ”Foo” to ”Foo2”.

She is currently unaware of the fact Bob has already changed this method’s
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Fig. 3.2: Bob introduced some changes. Method’s name is changed from ”Foo”
to ”Foo1”, and the new parameter ”newParam” has an invalid type.

name to ”Foo1”, and in the code version she currently has, the method’s

name is still ”Foo”. Alice begins changing the name of ”Foo” to ”Foo2”

by typing an additional ”2” at the end of the ”Foo” token in the method

definition, and is immediately warned that the current method is locked for

editing by another developer (i.e. Bob).

(v) Alice is now made aware that the method is undergoing changes by some

other developer (i.e. Bob), and is forced to wait till these changes are com-

plete, avoiding the conflict that would have otherwise been introduced due

to the fact they have both changed the method’s name. See figure 3.3.

(vi) Once Bob adds the ”t” to the mistyped ”in”, his code becomes buildable,

and all this changes are instantly propagated to Alice, which gets the new

method name, with the additional parameter added by Bob. Alice may now

commence the change she has intended. See figure 3.4.
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Fig. 3.3: Alice tries to change the method’s name and is notified that the method
is ”locked”, i.e. it is already being changed by another developer.

It should be noted that SSD works on the fly, as developers type in code.

Neither Alice nor Bob has to actively save their file in order for the SSD system

to perform. This may be witnessed by the asterisk symbol near the file name at

the top of the editing tab in the Eclipse IDE [2], which indicates that the file at

hand has not been saved yet and all changes are currently buffered in memory, see

figures 3.1, 3.2, 3.3, 3.4.

In a typical SCM system, such a conflict would be discovered only post fac-

tum, when a developer tried to check-in an already conflicting code version. In

an SSD system the conflict is discovered at the time of producing conflicting

code, as opposed to current SCM systems where it discovered only after the con-
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Fig. 3.4: Bob fixes the errors and turns file state buildable, the code is then propa-
gated to Alice.

flict has already been generated and there actually exist two conflicting code

versions to be merged into one.

A key concept of an SSD system is that it is aware of all changes currently

carried out by all team members. Thus, once the (chronologically) first developer

begins changing a code element (e.g., method), the SSD system locks this element

for editing by other developers. When another developer tries to change the same

element, he is notified that the element he’s trying to edit is already being edited.

Only after the undergoing change is complete, can he introduce his own change(s).

By means of locking we aim at preventing concurrent, conflicting changes, that

would otherwise result in a conflict. However, the locking is so fine grained that it

is not expected to actually bother developers or interrupt with their flow. In fact,

we believe it will be practically transparent to developers, and they will only be

aware of it if and when it intervenes to prevent a conflict.



3.3. CHANGE PROPAGATION 25

The concept demonstrated in the motivating use case applies to a wide variety

of changes: introducing new methods, changing existing method’s name, chang-

ing existing method’s body, and so on. A fully fledged SSD system should support

all code editing operations available in a standard IDE.

3.3 Change Propagation

3.3.1 Text Based Propagation

Propagating textual changes as they are performed in the editor presents some non

trivial challenges. In case a developer types in (inserts) characters that fail to form

a parsable statement, the code is rendered unbuildable. If the SSD system was to

follow the character by character propagation paradigm, these characters would

then be propagated to other team members and render their code unbuildable as

well. In fact, the naive model of propagating code on a character by character basis

essentially means that whenever so much as one team member is in an unbuild-

able state - all team members are forced into a unbuildable state as well (since

the buildbreaking changes are instantly propagated to the whole team). Team

members who had nothing to do with the buildbreaking change will suffer the

consequences just as much. We deem this unacceptable as it significantly harms

individual effectiveness and progress, failing to provide developers with a basic

level of isolation. The desired behavior is to allow developers to work as inde-

pendently as possible, making them less susceptible to intermediate unbuildable

states brought about by others, while at the same time, keeping them up to date



26CHAPTER 3. DESIGNING A SYNCHRONIZED SOFTWARE DEVELOPMENT SYSTEM

with recent code changes. The very essence of a collaborative editor is that users

should not have to know that there is someone else concurrently working on their

file, unless an attempt is made to modify the same element of a file, or unless close

collaboration is desired [34].

Our work concentrates on tackling these, and similar challenges from a differ-

ent angle, avoiding treating code as if it were plain text which relieves some of the

above mentioned issues inherently. We believe that semantic awareness in gen-

eral, and semantic propagation in particular set the stage for innovative features

such as proactive active conflict prevention.

3.3.2 Semantics Based Propagation

3.3.2.1 Presentation model vs. Semantic data model

The separation of document editing into a presentation and semantic model is

nothing new [39, 40], however, it gives an interesting perspective when considered

in the context of real time change propagation and the SSD approach. We first

provide some background on these concepts, and then describe their impact on

SSD.

The presentation model is the way content is represented to the user when be-

ing subject to editing, while the semantic data model is the logical representation

of the content and its structure. In plain text editors, for instance, both the pre-

sentation and semantic data model are a flat sequence of text characters forming

the actual document. In less trivial cases, the semantic model may be based on
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domain specific constructs, while the presentation model can still be text based.

When dealing with such cases, semantic consistency checks may be performed

over the presentation model (i.e., user input) in order to ensure that it adheres to

the semantic model.

In the context of IDEs, typically, the presentation model is text based, while

the semantic model is based on the specifics of a given programming language,

i.e., it is based on a syntax and the rules associated with it. In fact, the presentation

and semantic model can sometimes be (temporarily) out of sync, in which case,

certain information can exist in the presentation model without being available to

the semantic data model, even if for a short period time. While in this state, con-

sistency enforcing mechanisms that operate on the semantic level (by employing

semantic data models), may not properly perform due to these information gaps.

For instance, although the presentation model may contain the textual representa-

tion of a method, it may not be available in the semantic model in case it failed to

be parsed due to errors in the file (not the method itself). Most importantly, and

with regard to collaborative real time coding, propagating changes while the con-

sistency preserving mechanisms are inactive can lead to a propagation of build-

breaking changes, rendering the whole project unbuildable (and making all team

members hunt the same fault).

Maintaining consistency is a key concept in an SSD system, and to follow it,

our design allows for changes to be propagated only when the presentation and

semantic models are in sync, and the code is buildable. This in turn, means that

propagation can take place only at certain points in time, which the system should
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detect and utilize to keep all code copies synchronized.

If the presentation and semantic models in an IDE used the same representa-

tion and structure, one would not have to worry about breaking the semantic model

by propagating syntactic changes, meaning user input could have been propagated

in its raw form, such as the case with text editors, and their real time collaborative

versions.

3.3.2.2 Structured Editors

Structured editors try to eliminate the gap between a document’s presentation and

semantic data models (the concepts of which are described in 3.3.2.1). Stan-

dard modern IDEs for instance, are not structured editors, since their presentation

model is based on text characters, while their semantic data model is based on

an AST. In order to change a program’s structure developers operate on the text

character level, manipulating text literals, which are then translated to changes to

the underlying AST. Most developers hardly find this a disadvantage, as they are

accustomed to writing code as text, and may find working directly with an AST

representation unintuitive to say the least. In structured editors, the input can only

be a valid semantic entity, invalid input will simply be rejected and never make

it into the code. This eliminates syntax errors, which are a common problem of

the textual representation approach. In addition, the input can be validated against

many semantic rules, in real time, as the elements are being manipulated (since

the element at hand is a valid semantic entity and needs not be parsed). This elim-

inates the intermediate, unbuildable states, that pose a great challenge to a text
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based propagation mechanism.

Designing an SSD system on top of a structured editor would have greatly

simplified its propagation mechanism, since a naive propagation mechanism (de-

scribed in section 3.3.2.1) could be employed. However, structured editors are

currently far from being the mainstream, and are mostly used in experimental and

academic settings, such as the editor implemented in [37].

3.3.3 Concurrency Management and Locking Schemes

SSD deals with concurrency management using locking schemes, which can be

classified into two main categories: optimistic and pessimistic [31].

Pessimistic locking takes the view that users are highly likely to corrupt each

other’s data, and that the only safe option is to serialize data access, so at

most one user has control of any piece of data at one time. This ensures

data integrity, but can severely reduce the amount of concurrent activity the

system can support.

Optimistic locking takes the view that such data collisions will occur rarely, so

it’s more important to allow concurrent access than to lock out concurrent

updates. Since users can’t be allowed to corrupt each other’s data, compet-

ing updates must be detected and declined (post factum) to preserve data

integrity.

Optimistic locking schemes are considered better suited to environments where

communication latency is high but conflicts are rare [47, 25]. Unlike most collab-
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orative text editing algorithms, which usually opt for an optimistic model (with no

locking schemes), we believe that the task of synchronized software development

calls for a pessimistic model (with locking schemes). It’s worth noting though,

that it is not the frequency of conflicts that has prompted us to go with pessimistic

locking, but the cost of resolving conflicts, rare as they may be. Even a single

conflict can grind a development team to a halt, should it turn out to be com-

plex enough. Our fundamental assumption is that while coding, developers would

rather wait (obviously, within reason), than engage in a manual merge process

incurred by a conflict. Moreover, in a real time coding environment we expect

conflicting operations to occur rather seldom, since although technically possible,

collaboratively coding a tight piece of code is usually not recommenced. Thus

the pessimistic lock requests should rarely contend for the same locked object,

forcing either party to wait.

We believe an SSD system should favor a proactive approach, directed at pre-

venting conflicts in the first place rather than resolving them after they have al-

ready transpired. A trivial proactive solution would be to allow only one developer

to work on any given code file at a time. This is, however, a very coarsely grained

approach that greatly harms the real time collaboration aspect of the environment.

In addition, file locking does not take element dependency into account. Changing

a code element (e.g., a method) that is referenced in other files without updating

them will still cause a conflict. We seek to introduce a consensus that will allow

developers to be up to date with recent changes, while providing them with a real

time collaboration environment that allows for tight cooperation to take place.



3.3. CHANGE PROPAGATION 31

3.3.3.1 Element Dependency

We next establish the notion of dependency between code elements and code en-

tities in object oriented languages. We use Java to demonstrate the motivation and

use cases, but the dependency notation holds for any object oriented language.

Throughout these examples we use the term code element to denote a short snippet

of code representing a single syntactic construct (e.g., method header, statement),

and the term entity to denote an identifier bound to a specific declaration (e.g.,

variable, method).

For instance, consider the code element S1=”int a = b + foo();” , if entity ”b”

or ”foo” change their defining attributes (type, return type, number of arguments,

type of arguments, order of arguments. etc.) the code state may become unbuild-

able due to errors in S1, we say that the code element ”int a = b + foo();” depends

on the code entities ”b” and ”foo”. Consider the code element S2=”a = b + foo()”

(note that this is a statement, not a declaration), changes to ”b” or ”foo” may still

be buildbreaking, but now changes to the entity ”a” may also be buildbreaking,

thus the code element ”a = b + foo();” depends on the code entities ”a”, ”b”, and

”foo”.

If class ”A” implements interface ”I”, then changing any of the defining at-

tributes of ”I” (interface name, defining attributes of any of the interface methods,

etc.) without updating ”A” accordingly will render the code state unbuildable due

to error in ”A”. We thus say that the code element ”class A” depends on the the

entity ”I”. Additional dependencies that are derived from the relation between

an interface and a class that implements it, are methods in ”A” that implement
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”I” and their corresponding declarations in ”I”. These methods may be consid-

ered code elements, while their corresponding method declarations in ”I” are the

entities these code elements depend upon.

Note we cannot flip things around and have the method declarations in inter-

face ”I” be the code elements, and the method declarations in class ”A” be the

entities, since changing the latter does not affect the semantic validity of former.

This is a point worth noting, since it may seem natural for the behaviour to be

symmetrical in regard to methods in ”A” and ”I”, but due to the semantics defined

in common OO languages, the interface is the ultimate source of truth, and all

implementing classes must adhere to it. The Eclipse IDE for instance, realizes

that the methods in class ”A” implementing interface ”I” and their corresponding

method declarations in ”I” are related, and when refactoring is used to rename

either, changes are reflected in both the interface and its implementing classes.

We define the relation ”Dependency” as follows:

Dependency ⊆ {CodeElements} × {CodeEntitites}

For element ∈ {CodeElements}, entity ∈ {CodeEntities} :

(element, entity) ∈ Dependency ⇔

a change in ”entity” (i.e., a change in its declaration) may render the overall code

state unbuildable due to errors brought about by ”element”.

The notation of element dependency aims to capture the set of code entities a
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particular code element relies on, entities that can break the semantic validity of

the given element and render the code unbuildable.

We claim that in order to prevent code conflicts, no element, entity such

that (element, entity) ∈ Dependency should be subject to concurrent edit-

ing. SSD strives to achieve this goal by employing a novel, fine grained locking

mechanism further discussed in section 3.3.3.

Let us examine an example, suppose we have an entity of type variable:

int someV ar;

denoted by E1, and a code element of type statement:

int otherV ar = someV ar;

denoted by E2.

(E2, E1) ∈ Dependency

We shall next see how editing them concurrently may render the code unbuildable.

Let Eidj
denote Ei element’s copy at developer j’s site (i.e., E1d2

is E1’s copy at

developer2’s site).

Suppose now, that developer1 renames E1d1
to:

int someVar newSomeV ar;
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while at the same time, developer2 changes E2d2
to:

int otherV ar = someV ar+1;

(before either change is propagated to the other site). Note that developer1’s re-

naming of E1d1
results in a cascading change toE2d1

in order to make the code

buildable at site 2. E2d1
is now:

int otherV ar = someVar newSomeV ar;

and it is in conflict with E2d2
, which is:

int otherV ar = someV ar+1;

Once a state where the same statement was concurrently and differently changed

is reached, no matter what order the changes are propagated in, a conflict is in-

evitable since E2d2
6= E2d1

.

The fundamentals of the suggested conflict prevention mechanism rely on de-

tecting and locking dependent elements and entities upon code editing, on the fly.

It is crucial that these relevant elements and entities are detected and locked as

soon as possible in order to enforce consistency and prevent code conflicts.
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3.4 Central vs. Distributed Architecture

Similar to the pioneer system Jupiter [35], and its modern adaptation Google Wave

[50] and Google Docs [3], we base our model on a centralized component serving

as a mediator through which all developers communicate (see fig 3.5). This alle-

viates the overall complexity of the system, as many issues are reduced to the case

of two users, eliminating the need to deal with the general case of n users. In fact,

n users who seemingly communicate with one another are actually communicat-

ing with the central component, which relays their messages accordingly. At any

given time, only two parties are engaged in a concurrency synchronization pro-

cess, the central component and a client. Once the central component is updated

with a change from a client, it propagates this change to the rest of the clients.

3.5 Privacy in the Age of Collaboration

Although the ultimate goal of collaborative software is to give users a variety of

collaboration capabilities, when coding, one’s right for autonomy should not be

neglected. We believe it is no coincidence that in many SCM systems, the action

of sending one’s code to the main repository and thus making it publicly avail-

able, is called ”commit”. Informally, when developers commit their code they are

expected to commit to its quality. It is therefore common for developers to first

perform unit testing on their local workstations before committing code. Local

testing reduces the chance of bugs finding their way into the shared repository

and eventually to the release version. In the SSD model described, developers’
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Fig. 3.5: SSD employs a centralized architecture.

operations are reflected in the common version (i.e., the version everyone sees

modulo local changes) as soon as the state is buildable. It may be good practice

to allow developers some degree of isolation before propagating their changes to

others, even in a highly collaborative environment. A feature allowing develop-

ers to go ”off the record” whenever they wish to delay the propagation of their

changes, despite the fact they may qualify to be propagated, could be desirable.
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Local unit testing is great motivation for going off record. However, going off

record comes at a price. While off the record, the shared code version (updated by

the developers who are ”on record”) evolves independently of the version owned

by the developer being ”off record”. This greatly increases the chance of intro-

ducing a conflict once going back on record, since while off record the isolated

developer is unprotected by the consistency enforcing mechanisms of the SSD

system. One can clearly observe the trade offs between providing developers with

close collaboration capabilities and providing them with a level of isolation. This

comes as no surprise, as isolation and collaboration lie at two opposite ends of the

collaboration spectrum.
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Chapter 4

An SSD Prototype

4.1 Code name CSI

We demonstrate our approach for synchronized software development system

with a prototype named CSI (Code Synchronization Intelligence), implemented

as an Eclipse IDE plug-in. Eclipse is an extensive open source IDE, allowing

developers to build their own plug-in applications while taking advantage of the

vast Eclipse framework. In particular, Eclipse offers the ”Java model”, a set of

classes that model the objects associated with creating, editing, and building a

Java program. The Java model classes are defined in org.eclipse.jdt.core. These

classes implement Java specific behavior for resources and further decompose

Java resources into model elements. The Java development tools (JDT) use an in-

memory object model to represent the structure of a Java program. This structure

is derived from the project’s class path. The model is hierarchical and elements of

39
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a program can be decomposed into child elements [30].

Our SSD plug-in, CSI, uses the Java Model offered by Eclipse in order to be

notified of changes made to the model representing the program structure. These

changes include various operations, such as introducing, deleting and changing

Java elements like classes, methods, member variables and more. The Java Model

plays an important role in tracking changes on a semantical level, rather than ob-

serving textual changes. For instance, the Java model enables us to be notified of

a new method being introduced, rather than of a stream of characters represent-

ing this method’s code being typed into the IDE editor. Once the synchronized

software development system is made aware of semantic changes, it is able to

propagate these changes to all clients while retaining their semantic meaning, as

opposed to plain text propagation that is common to the code-as-text approach.

CSI also uses the IProblemRequestor interface, a callback interface for receiving

Java problems (e.g., compilation errors) as they are discovered [29]. Using this

callback, we’re able to integrate with the error detection mechanism of Eclipse,

which is able to report errors in real time, on the fly, while the resource (in our

case, the Java file) at hand is being modified, before it has even been saved. The

real time error detection capability is crucial to the SSD system as it is tightly

linked with the code propagation mechanism. As previously noted, the SSD sys-

tem does not propagate code changes as long as the code is unbuildable. It is

therefore important to detect unbuildable states as soon as possible. We demon-

strate this idea in CSI, which does not wait for the code file to be saved in order

to propagate buildable code. This may be witnessed by the asterisk symbol near
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the file name at the top of the editing tab in the Eclipse IDE. The asterisk symbol

indicates that the file at hand has not been saved yet and all changes are currently

in memory buffer; see figures 3.1, 3.2, 3.3 and 3.4.

Our initial testing and experimenting were done on a setup consisting of vir-

tual machines (VM), created by the Oracle VM VirtualBox [38] application. In

this setup we had a server machine and two client machines, simulating two devel-

opers working on a common codebase in the Eclipse IDE. Later on we moved to

experimenting with two physical machines, in order to be able to test the system

with two truly independent input streams coming from two physical keyboards,

simulating two real life developers. It was then that we discovered a synchroniza-

tion bug , buried deep in the Java Development Kit (JDK) [5], allowing for a race

condition between the Java Model [30] and the IDE text editor to take place. After

confirming and reproducing this bug with the Eclipse team, it had been scheduled

for the next milestone but was later postponed and eventually removed from the

planned release due to tight schedules [1]. To the best of our knowledge, this bug

is still present in the JDK.

The current CSI implementation supports the following scenarios:

• Introducing new methods

• Changing existing method’s name

• Changing existing method’s parameters

• Changing existing method’s return value
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• Changing existing method’s body

• Removing an existing method

• Introducing a new member field

• Changing existing member field’s name

• Removing an existing member field

4.2 Pilot

4.2.1 The Setting

We set to try and evaluate the SSD approach with a programming session consist-

ing of two developers. These developers were asked to implement a change task

in an existing open source codebase, while using an Eclipse IDE with a CSI plug-

in installed. Prior to the session, both developers received a brief introduction of

the CSI plug-in, the framework they were about to change, and the change task

itself - collaboratively implementing a new feature in this framework. During this

pilot session, the author was one of the developers, thus only the other developer

will be quoted.

The chosen codebase for this session was Guava [4], an open source project

of core libraries for Java by Google. The task concentrated on extending the

com.google.common.eventbus package, and requested that a new feature is added

to the EventBus infrastructure - sending and receiving a context object along with
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the event itself. To make the requirement as clear as possible, a unit test was added

to the EvenBus test suite and provided to the developers. The session began with

the EventBus test suite all green (i.e., tests were in a ”passed” state) but a single

test, the one asserting the new feature to be implemented, which was red (i.e., in

a ”failed” state).

Once the task was completed, developers were requested to answer a ques-

tionnaire that had been devised based on the on the ”A Cognitive Dimensions

Questionnaire Optimized for Users” [13], and can be found in (Appendix A).

4.2.2 First Impressions

A clear advantage of SSD was that code did not need to be checked in, or even

more importantly - checked out, in order to get code changes from your partner.

The failing unit test could be run at will by either developer, on code that had

incorporated changes from both developers. Once both developers finished their

developments the test simply became green (i.e., passed), without anyone updat-

ing code from the SCM system.

Due to code propagation mechanism design (as described in earlier chapters),

buildbreaking changes were not propagated and did not introduce errors brought

about by the other developer. Only changes that kept the code buildable got prop-

agated.

A notable comment made by one of the developers was that the current im-

plementation made methods ”jump around” when they were received from your

partner, which was quite confusing and broke his concentration. This is a known
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issue that has to do with the propagation mechanism implementation, and can

be surely be fixed. The general robustness of the plug-in is not yet production

level, which forced the session to be restarted a couple of times. Robustness is an

extremely important quality for a SSD system in general and the CSI plug-in in

particular. A single failure to properly propagate an outgoing change or accom-

modate an incoming one, may bring the versions out of sync - a point of no return,

unless some kind of a recovery mechanism is present (which is not, in the current

CSI implementation).

It would be of great interest to evaluate the SSD paradigm on larger scales

in terms of both team size and task size. Due to the limitations of our current

implementation mainly due to the eclipse bug mentioned in 4.1, the change task

was not very substantial in terms of LOC, and did not allow for further analysis of

emerging communication patterns, productivity gains, and effects on developer’s

mental model.
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Conclusions and Future Work

5.1 Conclusions

In this work we introduce the term synchronized software development (SSD),

that suggests the concept of real time collaborative coding and sharing between

multiple developers working on the same codebase, while proactively preventing

conflicts. We have described the principles we believe the SSD system should

follow in order to ensure conflict free collaboration and provide near real time

code propagation to all parties. We also implemented a proof of concept - CSI, a

prototype SSD plug-in for the Eclipse IDE. This prototype captures the essence

of an SSD system and shows how real time coding can take place using a modern

IDE.

45
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5.1.1 Limitations

Our current prototype applies heuristics on the Java model in order to determine

what elements need to be locked. While we are able to cover the basic scenarios,

certain complex cases (such as the class-interface case, discussed in 3.3.3.1 for

instance) require further work. Such as for instance, dependency between methods

in base classes and their overridden versions in deriving classes, interface methods

and their implementations in corresponding classes, etc. To handle these cases a

more comprehensive code analysis should take place, harnessing the power of

the underlying AST even more aggressively. Due to the real time nature of the

required validations against the AST, it’s vital to prevent it from being out of date.

Since keeping the AST updated at all times is known to be a a costly operation,

optimizations may need to be considered in this area.

There is no clean separation between user events and changes to the internal

model of the source file [8], and in some edge cases, a bug in the Java model

(further described in 4.1) can result in changes being propagated asymmetrically.

While it did not manifest during our pilot session, this bug has been reproduced

and confirmed and may certainly pose a threat to further validations sessions.

Since the change propagation mechanism lies in the very core of an SSD tool, it

must be extremely robust, even a single failed propagation can bring the whole

team out of sync and compromise the entire collaboration process.
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5.2 Future Work

SSD combined with cloud computing in general, and cloud-based development

[36, 10] in particular, will result in a powerful, collaboration oriented web-based

IDE, provided in a form of Software as a Service (SaaS) [21]. Such environments

may change the current perception of an IDE, and present opportunities for new

paradigms in the field of software development.

An example of a new paradigm can be continuous testing, where test suites

are being run continuously, testing the most recent code version including the lat-

est, uncommitted changes currently being made by developers. To reduce running

times, regression test selection algorithms and techniques [24] can be employed.

Near real time regression testing will assist in a considerably earlier regression

bug detection when compared to the traditional checkin - checkout model. Early

detection will lead to cost reductions in software development projects [32]. One

can expect new techniques will need to be devised in order to efficiently and in-

telligently analyze continuous testing reports, taking into account test cycles are

bound to have a higher failure rate (since not all developments will have completed

by the time these test suites run).

The nature of SSD blurs the boundaries between distributed and non dis-

tributed software development, enabling close collaboration even between geo-

graphically separated developers. This may have a great affect and change the

rules of known practices like Pair Programming and Distributed Pair Program-

ming, invalidating the traditional separation between the driver-navigator roles.
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We intend to elaborate our research and extend our vision of software devel-

opment environments in the presence of SSD. Our future efforts will be dedicated

to conducting further user studies and experiments in order to devise SSD best

practices and further explore the extent of its influence on the field of software

engineering.
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Glossary

API Application Programming Interface.

AST Abstract Syntax Tree.

Buildable State state in which code successfully compiles.

Buildbraking Change A change that renders a buildable state into unbuildable.

CCI Convergence, Causality violation, Intention preservation.

CSI Code Synchronization Intelligence.

DSCM Distributed Source Configuration Management.

IDE Integrated Development Environment.

JDT Java Development Tools.

LOC Lines Of Code.

OT Operation Transformation.
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58 Glossary

SaaS Software as a Service.

SCM Source Configuration Management.

SDD Synchronous Software Development.

TDD Test Driven Development.

Unbuildable State state in which code fails to compile.



Appendix A

Evaluation questionnaire

The questionnaire used in the post pilot (i.e., (evaluation) stage consisted of the

following questions, grouped by categories.

General

• Have you used other similar systems? (If so, please name them)

• What task or activity did you use the system for?

• What would you say is your level of proficiency in using the system?

• What other purposes do you think the system can serve?

Productivity

• What actions did the system make easier to perform?

• What actions did the system make harder to perform?
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• How did the system affect your productivity?

• How did the system affect your collaboration with your teammate? Why?

• Did the system encourage a particular development pattern? What pattern?

• Do you think the system can be used for TDD (test driven development)?

Why?

Error Proneness

• Do some kinds of mistakes seem particularly common or easy to make?

Which ones?

• Do you often find yourself making small slips that irritate you or make you

feel stupid? What are some examples?

• Did the system encourage particular inconveniences? Which ones?

Debugging

• How easy is it to stop in the middle of your work, and check your code so

far? Can you do this anytime you like? If not, why not?

• How easy is it to debug your code? If not, why not?

Provisionality

• Is it possible to sketch things out when you are playing around with ideas,

or when you arent sure which way to proceed?
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• What sort of things can you do when you dont want to be too precise about

the exact result you are trying to get?

Premature Commitment

• When you are working with the system, can you go about the job in any

order you like, or does the system force you to think ahead and make certain

decisions first?

• If so, what decisions do you need to make in advance? What sort of prob-

lems can this cause in your work?


	Introduction
	Contribution

	Related Work
	Collaborative Text Editing
	Current Collaborative Software Development Tools
	Source Configuration Management 
	Awareness Enhancers
	Online Web-based IDEs
	Other


	Designing a Synchronized Software Development System 
	Conflicts in Collaborative Work
	Motivating Use Case
	Change Propagation
	Text Based Propagation
	Semantics Based Propagation
	Concurrency Management and Locking Schemes 

	Central vs. Distributed Architecture
	Privacy in the Age of Collaboration

	An SSD Prototype 
	Code name CSI 
	Pilot
	The Setting
	First Impressions


	Conclusions and Future Work
	Conclusions
	Limitations

	Future Work

	Glossary
	Appendix Evaluation questionnaire 

