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Abstract

 Many Languages such as Java, C#, Python, and Ruby make

extensive use of Collection classes

A collection implementation represents a fixed choice in the 

dimensions of operation time, space utilization, and synchronization

Selecting the wrong collection implementation can lead to a 

significant performance degradation

CHAMELEON is an automatic tool that assists the programmer in 

choosing the appropriate collection implementation 

CHAMELEON computes elaborate trace and heap-based metrics 

on collection behavior during program execution 

A rule engine uses these metrics to suggested corrective strategies 

CHAMELEON was implemented on top of IBM’s J9 production JVM

Using CHAMELEON leads, for some applications, to a significant 

improvement of the memory footprint

Motivation

CHAMELEON

CHAMELEON’s flow:

CHAMELEON is based on a Semantic profiler and a Rule 

engine

Semantic profiler produces a ranked list of potential 

space saving allocation contexts

Semantic profiler also provides operation distribution 

and maximal size information for each allocation context

Rule engine combines information on how the collections are 

used, with information on the potential saving in each context

 A selection is made by the Rule engine based on predefined 

rules 

The rules can combine maximal size, operation distribution, 

potential saving, and stability measurements in  selection

Table 1 shows several selection rules built into CHAMELEON

Some rules are based on operation distribution and maximal

size statistics only

Some rules also combine potential memory saving

Future work
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 Extend CHAMELEON to support Concurrent collections 

 Reduce contention

 Replace concurrent collection with a sequential one and vice 

versa

 Check the correctness of replacement due to different 

iterator semantic

 Apply static analysis

 Infer relations between collections

 Estimate maximal size  and operation distribution

 Identify bloat 
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 Real-world applications allocating collections in thousands

of program locations

 Manually selecting and tuning collection implementations is a time-

consuming and often infeasible task

 Recent studies [1] have shown that 90% of the space 

consumed by collections in some production systems is 

overhead

 TVLA [2] is memory-intensive shape analysis framework 

 TVLA makes extensive use of collections and its ability to tackle

key verification challenges is mostly limited by memory 

consumption

 Fig. 1  show the percentage of live-data that is consumed by 

collections in the “bloat” benchmark. Fig. 2 shows this data for 

TVLA 

 These figures are the actual output as produced by the semantic 

profiler in CHAMELEON

 The figures show three measures as percentage of the live data:

 total live data consumed by collections (live)

 total size of the used parts of collections (used)

 lower-bound space consumption of the actual collection 

content (core)

 The gap between live and core is the best-case potential 

space saving for collections

 Space overhead is sometime required to provide efficient data-

structure operations, e.g., O(1) lookup in a hash-table

 Is this space overhead always required?

 How can we identify the points where it is not?

Results

Minimal Heap Size Reduction
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Running Time Improvement
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Improvement of running times of the benchmarks after applying fixes suggested by 

CHAMELEON. Running times were obtained by running each benchmark with its 

corresponding original minimal-heap size.
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Implementation:

CHAMELEON was implemented on top of IBM’s 

J9 production JVM

 The JVM provides context information for each 

collection object

Semantic maps are computed for each collection 

to provide offsets that the GC use to find information 

such as size and allocated size 

Semantic maps are used by the GC to compute 

the potential memory saving for each context

Operation distribution statistics are obtained by 

the modified J9 collection libraries

We use CHAMELEON to analyze space 

critical applications such as TVLA[2], Soot[3], 

and FindBugs[4]

CHAMELEON was executed on Bloat, Fop,

and PMD from Dacapo[5] benchmark

CHAMELEON recommendations applied on

the benchmarks

Some of the selection recommendations were

Replace HashMap by ArrayMap

Relace LinkedList by LazyArrayList

Replace ArrayList by EMPTY_LIST

Relace LinkedList by ArrayList

CHAMELEON is an offline dynamic tool that assists the programmer in choosing the appropriate collection 

implementation for each allocation context

CHAMELEON integrates heap-information with information about the usage-pattern of collections
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Percentage of Live Data Consumed by Collections in bloat

0

10

20

30

40

50

60

70

80

90

1 41 81 121 161 201 241 281 321 361 401 441 481 521 561 601 641 681 721 761 801 841

Fig 1.

%
 L

iv
e
 D

a
ta

Live Collections

Used Collections

Core Collections

P
o
te

n
ti
a
l

O
p
e
ra

ti
o
n
s

S
iz

e Max 15 26 7 7

Avg 11.33 6.31 4.8 4.8

Stddev 1.36 5.05 1.17                        1.17

Top 4 potential space saving allocation contexts in TVLA with their corresponding 

space saving potential and operation distribution

Top 4 potential space saving allocation contexts in TVLA

P
o
te

n
ti
a
l

O
p
e
ra

ti
o
n
s

S
iz

e Max 15 26 7 7

Avg 11.33 6.31 4.8 4.8

Stddev 1.36 5.05 1.17                        1.17

Top 4 potential space saving allocation contexts in TVLA with their corresponding 

space saving potential and operation distribution

Top 4 potential space saving allocation contexts in TVLA

0

2

4

6

8

10

12

1 2 3 4Context

%
 L

iv
e

 D
a

ta

over

used

Program

Potential 

report

CHAMELEON overview
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Type Condition Category: Message Suggested Fix

ArrayList #contains > X ØmaxSize > Y Time: Inefficient use of an ArrayList: large volume of contains LinkedHashSet

operations on a large sized list

LinkedList #get(int) > X Time: Inefficient use of a LinkedList: large volume of random ArrayList

accesses using get(i)

LinkedList (#add(int;Object)+ Space: LinkedList overhead not justified when adding/removing ArrayList

#addAll(int;Collection)+ elements from the middle/head of the list is hardly performed

#remove(int) + #removeFirst) < X

Collection maxSize == 0 Space: Redundant collection allocation LazyArrayList

HashSet maxSize < X Space: ArraySet more efficient than an HashSet. ArraySet

Time: operations on a small array might be faster than on an HashSet

Collection #allOps = 0 Space/Time: redundant collection avoid allocation

Collection #allOps == #copied    Space/Time: redundant copying of collections eliminate temporaries

Collection maxSize > initialCapacity Space/Time: incremental resizing set initial capacity

Iterator collection:size == 0 Space: Redundant iterator remove

Table 1. several selection rules built into CHAMELEON

Hashmap: maxSize < X Ÿ ArrayMap

LinkedList: NoListOp Ÿ ArrayList

Hashmap: (#contains < X ØmaxSize < Y+10 Ø%liveHeap > Z ) Ÿ ArrayMap

é

.é

é

Rule Engine
Hashmap: maxSize < X Ÿ ArrayMap

LinkedList: NoListOp Ÿ ArrayList

Hashmap: (#contains < X ØmaxSize < Y+10 Ø%liveHeap > Z ) Ÿ ArrayMap

é

.é

é

Rule Engine

Rules
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Summary

 Collection selection is a big problem in practical applications

 Selecting the wrong collection implementation can lead to a 

significant performance degradation and bloat

 CHAMELEON is an offline tool that integrates trace and heap 

information for choosing a collection based on predefined rules

 CHAMELEON was executed on several application

 Applying CHAMELEON’s recommendations cause to a significant 

footprint reduction

CHAMELEON was implemented on top of IBM’s J9 production JVM


