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Examining tools that provide valuable insight 
about molecular components within a cell.

By NiR AtiAs AND RoDeD shARAN

Comparative 
Analysis of  
Protein 
Networks: 
hard Problems,  
Practical 
solutions

many diseases (for example, Hunting-
ton’s disease26) are the result of small 
changes to a single protein and, con-
sequently, to its set of interacting part-
ners and functionality. The mapping 
of proteins and their interactions and 
the interpretation of this data are thus 
a fundamental challenge in modern 
biology with important applications in 
disease diagnosis and therapy.15

The last two decades have wit-
nessed a great shift in biological 
research. While classical research 
focused on a single gene or subsystem 
of a specific organism, the emergence 
of high-throughput technologies 
for measuring different molecular 
aspects of the cell has led to a differ-
ent, systems-level approach. By this 
approach, genome-wide data is used 
to build computational models of cer-
tain aspects of the cell, thereby gener-
ating new biological hypotheses that 
can be experimentally tested and used 
to further improve the models in an 
iterative manner.

A prime example for this techno-
logical revolution is the development 
of techniques for measuring protein–
protein interactions (PPIs). Histori-
cally, such interactions were measured 
at small scale—one or few interactions 
at a time. The development of auto-
mated, large-scale measurement tech-
nologies such as the yeast two-hybrid 
system10 and the co-immunoprecipita-
tion assay1 has enabled the mapping of 

A Holy GrAIl of biological research is deciphering the 
workings of a cell—the elementary unit of life. The 
main building blocks of the cell are macromolecules 
called proteins; they are key factors in driving cellular 
processes and determining the structure and function 
of cells. Proteins do not work in isolation but rather 
physically interact to form cellular machineries or 
transmit molecular signals. A modification of a single 
protein may have dramatic effects on the cell; indeed, 

 key insights
    the explosion of biological network  

data necessitates methods to filter, 
interpret, and organize this data into 
modules of cellular machinery.

    the comparative analysis of networks 
from multiple species has proven to  
be a powerful tool in detecting 
significant biological patterns that 
are conserved across species and in 
enabling their interpretation. 

    Comparative network analysis presents 
hard computational challenges such as 
graph and subgraph isomorphism and 
detecting heavy subgraphs; these can be 
tackled to near-optimality by a combination 
of heuristic, parameterized, and integer 
programming-based approaches.
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the entire interactome of a species in a 
single experiment.

Since the first publication of PPI 
data in yeast,37 dozens of large-scale as-
says have been employed to measure 
PPIs in a variety of organisms includ-
ing bacteria,25 yeast, worm,20 fly,12 and 
human.36,27 Protein interaction data 
is being accumulated and assessed in 
numerous databases including DIP,28 
BioGRID,35 and more. Nevertheless, 
PPI data remains noisy and incom-
plete. The reliability of different ex-
perimental sources for protein-protein 
interactions has been estimated to 
be in the range of 25%–60%.8 A recent 
experimental assessment of PPIs in 

yeast39 estimated that even in this well-
mapped organism, the set of reproduc-
ible and highly confident interactions 
covers only 20% of the yeast’s interac-
tion repertoire.

The low quality of the data has 
driven the use of cross-species con-
servation criteria to focus on the more 
reliable parts of the network and infer 
likely functional components. The ba-
sic paradigm was borrowed from the 
genomic sequence world, where se-
quence conservation (across species) 
often implies that the conserved re-
gion is likely to retain a similar biologi-
cal function.3,24 This evolutionary prin-
ciple has motivated a series of works 

that aim at comparing multiple net-
works to extract conserved functional 
components at two different levels: 
the protein level and the subnetwork 
level. On the protein level, proteins 
whose network context is conserved 
across multiple species are likely to 
share similar functions.34 On the sub-
network level, conserved subnetworks 
are likely to correspond to true func-
tional components, such as protein 
complexes, and to have similar func-
tion.32 In both cases, biological knowl-
edge in any one of the species can be 
transferred to the others, allowing the 
annotation of networks in an efficient 
and accurate manner.30
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In this review, we survey the field of 
comparative network analysis with an 
emphasis on the arising computational 
problems and the different methods 
that have been used to tackle them, 
starting from heuristic approaches, go-
ing through parameterized algorithms 
that perform well on practical instances, 
and ending with optimal integer linear 
programming (ILP)-based solutions 
that rely on powerful, yet available, in-
dustrial solvers. We demonstrate the 
applications of these methods to predict 
protein function and interaction, infer 
the organization of protein-protein in-
teraction networks into their underlying 
functional modules, and link biological 
processes within and across species.

A Roadmap to Network 
Comparison techniques
We view a PPI network of a given 
 species as a graph G = (V, E), where V is 
the set of proteins of the given species 
and E is the set of pairwise interactions 
among them. In a network compari-
son problem, one is given two or more 
 networks along with sequence infor-
mation for their member proteins. The 
goal is to identify similarities between 
the compared networks, which could 
be either local or global in nature 
(Figure 1). The underlying assump-
tion is that the networks have evolved 
from a  common ancestral network, 
and hence, evolutionarily related pro-
teins should display similar sequence 

and interaction patterns. For ease of 
presentation, we focus in the descrip-
tion below on pairwise comparisons, 
but the problems and their solutions 
 generalize to multiple networks.

Most algorithms for network com-
parison score the similarity of two sub-
networks by first computing a many-to-
many mapping between their vertices 
(with possibly some unmatched verti-
ces in either network) and then scoring 
the similarity of proteins and interac-
tions under this mapping. Proteins 
are commonly compared by their as-
sociated amino-acid sequences, us-
ing a sequence comparison tool such 
as BLAST.3 The similarity score of any 
two sequences is given as a p-value, 
denoting the chance of observing such 
sequence similarity at random. Signifi-
cant p-values imply closer evolutionary 
distance and, hence, higher chances of 
sharing similar functions. Interactions 
are compared in a variety of ways; the 
simplest and most common of which 
is to count the number of conserved in-
teractions. Formally, given a mapping 
Φ of proteins between two networks 
(associating proteins of one network 
with sets of proteins in the other net-
work), an interaction (u, v) in one spe-
cies is said to be conserved in the other 
species if there exist u′∈ Φ(u) and v′∈ 
Φ(v) such that u′ and v ′ interact.

Historically, the first considered 
problem variant was local network 
alignment (Figure 1a), where the goal 
is to identify local regions that are 
similar across the networks being 
compared. To this end, one defines a 
scoring function that measures the 
similarity of a pair of subnetworks, one 
from each species, in terms of their 
topology and member proteins. To 
guide the search for high scoring, or 
significant matches, the scoring func-
tion is often designed to favor a certain 
class of  subnetworks, such as dense 
subnetworks that serve as a model 
for protein complexes,13,16,32 or paths 
that serve as a model for protein path-
ways.17,18 In the related network query-
ing problem (illustrated in Figure 1b in 
an astronomical context), a match is 
sought between a query subnetwork, 
representing a known functional 
component of a well-studied species, 
and a relatively unexplored network 
of some other organism. The match 
could be exact (that is, an isomorphic 

figure 1. Computational problems in comparative network analysis. 

(a) in local network  alignment, 
we wish to identify local regions 
that are similar across multiple 
networks. The similarity 
combines topological similarity 
and node similarity. When 
looking for matching dense 
subgraphs, the solution may 
align nodes {1, 2, 3, 4} to either 
{A, B, C, D} or {E, F, G, H}. 

(b) in  network querying, 
instances of a small network 
are searched for in another, 
usually much larger, network. 
For illustration purposes, 
assume we define a network 
based on the sky map where 
nodes represent the stars. Close 
stars are connected by an edge 
and the similarity between 
stars is determined according 
to their luminosity (graphically 
represented by both size and 
color). A known constellation 
may serve as a query to look  
for similar patterns. 

(c) in global network alignment, 
the goal is to align all the 
nodes from one network with 
those of the other network, 
while optimizing node and edge 
similarity. in the given example, 
assuming all nodes are equally 
similar, a clique such as  
the one given by the nodes  
{1, 2, 3, 4} could be locally  
aligned to either {A, B, C, D} or  
{E, F, G, H}. however, when 
globally aligning the entire 
networks, the additional 
information given by the topology 
of the nodes {5, 6, 7, 8, 9} 
disambiguates the choice.

(a)

(b)

(c)
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subgraph under some mapping of the 
proteins between the two species) or 
inexact, allowing unmatched nodes 
on either subnetwork. This problem 
was first studied by Kelley et al.17 in the 
context of local network alignment; 
its later development accompanied 
the growth in the number of mapped 
organ isms.5,7,9,33 The third problem 
that has been considered is global net-
work alignment (Figure 1c), where one 
wishes to align whole networks, one 
against the other.4,34 In its simplest 
form, the problem calls for identifying 
a 1-1 mapping between the proteins 
of two species so as to optimize some 
conservation criterion, such as the 
number of conserved interactions be-
tween the two networks.

All these problems are NP-hard as 
they generalize graph and subgraph 
isomorphism problems. However, 
heuristic, parameterized, and ILP ap-
proaches for solving them have worked 
remarkably well in practice. Here, we 
review these approaches and demon-
strate their good performance in prac-
tice both in terms of solution quality 
and running time.

heuristic Approaches
As in other applied fields, many prob-
lems in network biology are amenable 
to heuristic approaches that perform 
well in practice. Here, we highlight two 
such methods: a local search heuristic 
for local network alignment and an 
eigenvector-based heuristic for global 
network alignment.

NetworkBLAST32 is an algorithm 
for local network alignment that aims 
to identify significant subnetwork 
matches across two or more networks. 
It searches for conserved paths and 
conserved dense clusters of interac-
tions; we focus on the latter in our de-
scription. To facilitate the detection 
of conserved subnetworks, Network-
BLAST first forms a network alignment 
graph,17,23 in which nodes correspond 
to pairs of sequence-similar proteins, 
one from each species, and edges cor-
respond to conserved interactions (see 
Figure 2). The definition of the latter is 
flexible and allows, for instance, a di-
rect interaction between the proteins of 
one species versus an indirect interac-
tion (via a common network neighbor) 
in the other species. Any subnetwork 
of the alignment graph naturally corre-

figure 2. the NetworkBLAst local network alignment algorithm. Given two input 
networks, a network alignment graph is constructed. Nodes in this graph correspond 
to pairs of sequence-similar proteins, one from each species, and edges correspond to 
conserved interactions. A search algorithm identifies highly similar subnetworks that 
follow a prespecified interaction pattern. Adapted from sharan and ideker.30

figure 3. Performance comparison of computational approaches. 

(a) An evaluation of the quality 
of networkBLAST’s output 
clusters.  networkBLAST was 
applied to a yeast network from 
yu et al.39 For every protein that 
served as a seed for an output 
cluster, the weight of this cluster 
was compared to the optimal 
weight of a cluster containing 
this protein, as computed using 
an iLP approach. The plot shows 
the % of protein seeds (y-axis) 
as a function of the deviation 
of the resulting clusters from 
the optimal attainable weight 
(x-axis). 

(b) A comparison of the 
running times of the dynamic 
programming (DP) and iLP 
approaches employed by 
Torque.7 The % of protein 
complexes (queries, y-axis) 
that were completed in a given 
time (x-axis) is plotted for 
the two algorithms. The shift 
to the left of the iLP curve 
(red) compared with that of 
the dynamic programming 
curve (blue) indicates the iLP 
formulation tends to be faster 
than the dynamic  programming 
implementation.

(a)

(b)
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sponds to a pair of potentially matching 
subnetworks. NetworkBLAST scores 
such a subnetwork by the density of its 
corresponding intra-species subnet-
works versus the chance that they arise 
at random, assuming a random model 
that preserves the node degrees.

After constructing the alignment 
graph, the algorithm proceeds to iden-
tify high-scoring subnetworks. This is 
done by starting with a seed of at most 
four nodes, and applying a local search 
to expand it. Each node serves as the 
center of a seed, along with at most 
three of its neighbors. The search it-
eratively adds or removes a node that 
contributes most to the score, as long as 
the score increases (and up to an upper 
bound of 15 nodes). The effectiveness 
of this search strategy can be quantified 
by comparing to an exhaustive search 
when such is possible. Figure 3(a) pres-
ents such a comparison when analyzing 
a single (yeast) network from Yu et al.,39 
searching the best cluster containing 
each of the network’s proteins. It can be 

seen that the greedy heuristic produces 
near-optimal clusters (up to 20% devia-
tion in score) in about 75% of the cases, 
with an average of merely 13% deviation 
from the optimal score. Notably, Net-
workBLAST requires only a few minutes 
to run, while the exhaustive (ILP-based) 
approach took several hours while lim-
iting the solver to five minutes per seed. 
For seven out of a total of 326 seeds, the 
solver could not find an optimal solu-
tion within the allotted time.

While NetworkBLAST can be used 
to align multiple networks, the size 
of the alignment graph grows expo-
nentially with the number k of net-
works and becomes prohibitive for 
k = 4. Interestingly, the NetworkBLAST 
alignment strategy can be mimicked 
without having to explicitly construct 
the alignment graph. Instead, Kalaev 
et al.16 show that one can build a linear-
size layered alignment graph where 
each layer contains the PPI network of 
a single species and inter-layer edges 
connect similar proteins. The main 

observation is that a set of proteins 
that are sequence similar, one from 
each species, translates to a size-k sub-
graph that contains a protein (vertex) 
from each species and is connected 
through the sequence similarity edges. 
Such a subgraph must have a spanning 
tree, which can be looked for using 
dynamic programming.

To exemplify the algorithm, con-
sider the implementation of Network-
BLAST’s local search strategy and let us 
focus on the addition of new k-protein 
“nodes” (that is, these would have been 
nodes of the alignment graph) to the 
growing seed. The latter requires iden-
tification of k inter-species proteins 
that induce a connected graph on the 
interlayer edges and contribute most 
to the seed’s weight. As the contribu-
tion of each protein to the score can be 
easily computed and the total contri-
bution is the sum of individual protein 
contributions, the optimal “node” to 
be added can be identified in a recur-
sive fashion. That is, the correspond-
ing spanning tree is obtained by merg-
ing two neighboring subtrees that span 
distinct species subsets whose union is 
the entire species set. This computa-
tion takes O(3kl ) time in total, where l is 
the number of inter-layer edges.

For global network alignment, both 
heuristic and exact (ILP) approaches 
exist. Here, we highlight one such ap-
proach by Singh et al.34 that is based 
on Google’s PageRank algorithm. The 
idea is to score pairs of proteins, one 
from each species, based on their se-
quence similarity as well as the simi-
larity of their neighbors. A maximum 
matching algorithm is then used to 
find a high-scoring 1-1 alignment be-
tween the compared networks.

Singh et al. formulate the compu-
tation of the pairwise scores as an ei-
genvalue problem. Denote by R the 
score vector to be computed (over all 
pairs of interspecies proteins). Let N(v) 
denote the set of nodes adjacent to v, 
and let A be a stochastic matrix over 
pairs of inter-species proteins, where  
  if and only if 
{u, u′, v, v′} induce a conserved inter-
action (that is, (u, u′) and (v, v′) inter-
act). Finally, denote by B a normalized 
pairwise sequence similarity vector. 
The goal is to find a score vector R in 
which the similarity score of a pair of 
proteins combines the prior sequence 

Cells react to stimulation by propagating signals from sensory proteins to a set of 
target proteins. Given a signaling  pathway of a well-studied species, it is interesting 
to query it within networks of less well-studied species. QPath is an exact path query 
method that is based on color coding. It extends the basic color coding formulation 
by allowing one to query a weighted network for inexact matches. That is, each edge 
of the network has a confidence associated with it, and the goal is to find high-scor-
ing subnetworks that are similar to the query while allowing some flexibility in the 
matches (see figure 5b). Specifically, there could be up to Nins insertions of vertices 
to the match that are not aligned against the query’s proteins, and up to Ndel dele-
tions of vertices from the query that are not aligned against vertices in the matching 
subnetwork. The algorithm aims at finding an inexact match that optimizes a scoring 
function that combines: (i) sequence similarity—every pair of matched proteins (q, v) 
contributes a sequence similarity term s(q, v); (ii) interaction confidence—every edge 
(u, v) on the matched path contributes a weight term w(u, v); (iii) insertion penalty—
cins per insertion; and (iv) deletion penalty—cdel per deletion. The relative importance 
of each of these terms is learned automatically by QPath; for clarity, we assume that 
all terms are equally important in the description below.

for a given coloring of the network by k + Nins colors, QPath employs a dynamic pro-
gramming formulation to find the highest scoring match with up to Nins insertions and 
Ndel deletions. Denote the color of a vertex v by c(v). Denote by W(i, v, S, qdel) the score of an 
optimal alignment of the first i nodes of the query that ends at a vertex v in the network, 
induces qdel deletions, and visits nodes of each color in S. Then,

The best scoring path is obtained using a standard dynamic programming back-
tracking starting at    

.

Finding a Hairpin  
in a Haystack
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information with a weighted average of 
the similarity scores of their neighbors. 
Thus,

where a is a parameter balancing 
the network-based and sequence-based 
terms. R can be found efficiently using 
the power method algorithm, which 
iteratively updates R according to the 
above equation and  converges to the 
analytical solution R = (I − aA)−1(1 − a)B.

As mentioned earlier, some mani-
festations of the global alignment 
problem can be solved to optimality 
using ILP. For instance, in Klau,19 a 1-1 
mapping that maximizes the num-
ber of conserved edges between the 
two networks is sought. Interestingly, 
while the eigenvector solution is heu-
ristic in nature, it performs as well as 
an exact solution in terms of the num-
ber of conserved edges it reveals and its 
correspondence to a biological ground 
truth. Indeed, in a recent paper,22 the 
performance of the heuristic approach 
of Singh et al. was compared to that 
of the exact ILP formulation. The al-
gorithms were used to pairwise align 
the PPI networks of yeast, worm, and 
fly. Notably, for all three species pairs, 
the number of conserved edges in the 
alignment proposed by the heuristic 
method was equal to that of the ILP ap-
proach. As further shown in Mongioví 
and Sharan,22 both approaches gave 
comparable results when their align-
ments were assessed against a gold 
standard database of cross-species 
protein matches (precisely, the Ho-
moloGene database of clusters of or-
thologous genes29).

exact Approaches
In contrast to the heuristic methods 
highlighted here, which do not pro-
vide any guarantee of the quality of the 
obtained solution, exact approaches 
guarantee optimality at the cost of 
speed. Two general methodologies 
for efficient, yet exact, solutions have 
been common in network analysis: 
fixed parameter and ILP formulations. 
Fixed parameter tractable problems 
can be solved in time that is, typically, 
exponential in some carefully cho-
sen parameter of the problem and 
polynomial in the size of the input 
networks. As we will describe, many 

variants of the network querying prob-
lem are amenable to fixed parameter 
approaches, as the query subnetworks 
can be often assumed to have a small, 
bounded size. The other methodology 
we demonstrate is based on reformu-
lating the problem at hand as an inte-
ger linear program and applying an 
industrial solver such as CPLEX14 to 

optimize it. While arriving at a solution 
in a timely fashion is not guaranteed 
(as integer programming is NP-hard11), 
in practice, on current networks, many 
of these formulations are solved in 
 reasonable time.

We start by describing a parameter-
ized approach—color coding—that 
has been extensively used in network 

In the biological domain, where one wishes to query known protein machineries in the 
network of another  species, oftentimes the topology of the query is not known (only the 
identity of the member proteins is known). one  possible way to tackle this scenario, 
applied by Torque,7 is to assume that the query and, hence, the sought matches are 
connected. Torque is based on an IlP, which expresses the connectivity requirement 
by simulating a flow network, where an arbitrary node serves as a sink draining the 
flow generated by all the other nodes that participate in the solution. In detail, the 
IlP formulation uses the following variables: (i) a binary variable cv for each note v, 
denoting whether it participates in the solution; (ii) a binary variable euv for each edge 
(u, v), denoting whether it participates in the solution subnetwork; (iii) a pair of rational 
variables fuv, fvu for each edge (u, v), representing both the magnitude and direction of 
the flow going through it; (iv) a binary variable rv that marks the sink node; and (v) a 
binary variable gvq for every pair of sequence-similar network and query nodes (v, q), 
denoting whether q is matched with v.

The following set of constraints is immediately derived from the model and expresses 
the requirements that (i) the solution should span k nodes; (ii) only one node may serve as 
a sink; and (iii) an edge is part of the solution only when its two endpoints are:

let Q denote the set of query proteins, |Q| = k, and let Φ(v) ⊆ Q denote the (possibly 
empty) subset of query proteins that are sequence similar to v. To obtain an adequate 
match between the solution and query proteins, the following constraints are added 
to ensure that (i) a network protein may match at most one query protein; (ii) all query 
proteins are matched with exactly one network protein (assuming, for simplicity, that 
there are no insertions or deletions); and (iii) only nodes that are part of the solution 
may be matched.

To maintain a legal flow, one also needs to ensure that (i) the pair of flow variables 
associated with a given edge agrees on its direction and magnitude; (ii) the flow may 
only pass through edges that participate in the solution; and (iii) source nodes generate 
flow that is drained by the sink. These conditions are formulated by the following 
constraints:

Together, the above constraints restrict the solutions to take the form of a 
connected subnetwork spanning exactly k nodes that are sequence similar to their 
respective matches in the query. finally, denoting the weight of edge (u, v) by w(u, v),  
the objective is to maximize the weight of the solution subnetwork:

Querying via an Integer 
Linear Program
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querying applications. Color coding 
was originally developed by Alon et al.2 
for searching for structured size-k sub-
graphs, such as simple paths and trees, 
within a graph. Its complexity is 2O(k)

m, where m is the size of the searched 
graph. Color coding is based on the 
idea that by randomly assigning k dis-
tinct colors to the vertices of the graph, 
the task of finding a simple subgraph 
translates to that of finding a colorful 

subgraph, namely, one spanning k 
distinct colors. For certain classes of 
tree-like subgraphs, the subsequent 
search can be efficiently implemented 
using dynamic programming. Since a 
particular subgraph need not be col-
orful in a specific color assignment, 
multiple color assignments should be 
considered to retrieve a desired sub-
graph with high probability. Precisely, 
the probability that a graph of size k is 

colorful is k!/kk > e−k; hence, in expecta-
tion, ek iterations of the algorithm suf-
fice to detect the desired subgraph.

In the context of comparative net-
work analysis, color coding was mainly 
used to tackle network querying 
problems, where typically the query 
subnetwork is small (5–15 proteins), 
motivating the use of this parameter-
ized approach. One specific example 
is the QPath33 method for querying 

figure 4. insights derived from a multiple network alignment. 

(a) A global map of conserved 
protein machineries (dense 
clusters and paths, denoted by 
arbitrary iDs) in the alignment of 
the PPi networks of yeast, worm, 
and fly. Clusters with high overlap 
(>15%) that share an enriched 
function are grouped together into 
regions (squares colored by the 
enriched function; color legend 
is omitted for simplicity). Solid 
links indicate overlapping regions; 
their thickness is proportional to 
the % of shared proteins. hashed 
links indicate conserved paths 
connecting different clusters. 

(b) Aligning yeast and bacterial 
networks suggests that DnA 
replication (yeast proteins 
Rfc2/3/4/5 and bacterial protein 
dnaX; shaded in green) and 
protein degradation (yeast 
proteins Rpt1/2/3/4/5 and 
bacterial proteins ftsh, lon, 
and clpX; shaded in purple) 
are functionally linked. This 
conserved region also sheds light 
on the function of the bacterial 
protein hP1026 (circled in red). 
its inclusion in this region, 
interaction with the bacterial 
replication machinery (dnaX), and 
placement opposite of the yeast 
replication proteins all point to its 
involvement in DnA replication. 

(c) interaction prediction.  
The yeast proteins Gle2 and  
Mad3 (circled in red) are not 
known to interact. however,  
the interaction of their  
sequence-similar proteins 
(y54G9A.6 and Bub-1 in worm 
and Bub3 and Bub1 in fly)  
and their inclusion in a conserved 
subnetwork suggest that  
the interaction is conserved  
in yeast as well. Adapted from 
Sharan et al.32 and Kelley et al.17

(a)

(b) (c)
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paths in a network. QPath extends the 
basic color coding formulation by que-
rying weighted networks for inexact 
matches (see the accompanying side-
bar “Finding a Hairpin in a Haystack”). 
The algorithm takes minutes to run 
with length-7 queries and up to three 
insertions (unaligned match vertices) 
and three deletions (unaligned query 
vertices). Efficient heuristics to color 
the network can be used to reduce 
its time even further.9,21 In a follow-
up work,9 the QPath approach was 
extended to handle queries of bounded 
treewidth and a heuristic solution was 
offered for general queries.

Our last highlighted method uses 
an ILP formulation to optimally solve 
a different variant of the network 
 querying problem, where the topology 
of the query is not known. This scenario 
is very common when querying for 
protein complexes, where the under-
lying inter action structure is rarely 
available39 but the member proteins 
are assumed to be connected. Hence, 
instead of searching for a particular 
interaction pattern, the goal is to find 
a matching subgraph that is connected. 
In Bruckner et al.,7 an ILP solution to 
this problem is given. The main chal-
lenge in formulating the problem as 
an ILP is to express the connectivity of 
the solution sought. The Torque algo-
rithm7 solves this problem by model-
ing the solution subgraph as a flow 
network, where one of its nodes is 
arbitrarily designated as a sink, capa-
ble of draining k − 1 units of flow, and 
all the other nodes are set as sources, 
each generating one unit of flow. A 
set of constraints requires that the 
total flow in the system is preserved. 
The detailed program is given in the 
accompanying sidebar “Querying via 
an Integer Linear Program.”

Notably, there is also a parameter-
ized approach to this querying prob-
lem. The approach is based on the 
observation that a connected sub-
graph can be represented by its span-
ning tree, so the querying problem 
translates to that of finding a tree of 
k distinct  vertices. The latter problem 
can be solved using the color coding 
technique.6,7 Interestingly, for most 
instances, the dynamic programming 
approach is empirically slower than 
running the ILP formulation through a 
solver, as demonstrated in Figure 3(b).

the Power of Comparative 
 Network Analysis
The successful application of com-
parative network analysis approaches 
depends not only on their compu-
tational attributes but also on their 
biological relevance. Here, we give 
examples for the applications of sev-
eral of the reviewed approaches and the 
biological insights they have enabled. 
We demonstrate the power of compara-
tive network analysis approaches by 
comparing their performance with that 
of methods that are either sequence-
based and, thus, cannot exploit the 
network information, or single-species-
based and as a result are more prone to 
noise in the network data.

The most intuitive use of com-
parative network analysis is to gather 
support for computational predic-
tions from multiple species. A prime 
example for this use is the inference 
of protein complexes or pathways 
from PPI data. For instance, in Sharan 
et al.,31 a cross-species analysis is used 
to identify yeast-bacterial conserved 
complexes. By comparing the inferred 
complexes to known complexes in 
yeast, it is shown that the comparative 
analysis increases the specificity of the 
predictions (compared to a yeast-only 
analysis) by a significant margin, albeit 
at the price of reduced sensitivity.

In Sharan et al.,32 the local alignment 
of three networks (yeast, worm, and fly) 
was used to identify their conserved 
protein machineries (Figure 4a); those 
were used in a systematic manner to 
infer protein function (Figure 4b) and 
interaction (Figure 4c), showing supe-
rior performance compared to that of 
a sequence-based analysis. In brief, 
NetworkBLAST was used to identify 
high-scoring triplets of matching sub-
networks across the three networks. 
Whenever the proteins in a conserved 
subnetwork were enriched for a certain 
function and at least half the proteins 
in the subnetwork were annotated 
with that function, the rest of the sub-
network’s proteins were predicted to 
have that function as well. This predic-
tion strategy yielded 58%–63% accuracy 
across the three species (in a cross-val-
idation test), versus 37%–53% accuracy 
for a sequence-based method that pre-
dicts the function of a protein based 
on its most sequence-similar protein 
in the other species. The conserved 

subnetworks were further used to pre-
dict novel PPIs in the following man-
ner: a pair of proteins were predicted 
to interact if two sequence-similar pro-
teins were known to interact in another 
species (directly or via a common net-
work neighbor) and, additionally, if the 
four proteins co-occurred in one of the 
conserved subnetworks. Remarkably, 
this strategy yielded >99% specificity in 
cross-validation. Experimental valida-
tion of 65 of these predictions gave a 
success rate in the range of 40%–52%. 
In comparison, sequence-based pre-
dictions that do not use the conserved 
subnetwork information yielded suc-
cess rates in the range of 16%–31%.18, 32

The transfer of annotations across 
species can go beyond single proteins 
to whole subnetworks. For instance, 
in Shlomi et al.,33 paths in the yeast 
network served as queries for the fly 
network. The resulting matches were 
annotated with the function of the 
query (whenever the query was signifi-
cantly enriched with some functional 
annotation; see Figure 5a), and the pre-
dictions were tested versus the known 
functional annotations in the fly. 
Overall, the annotation was accurate in 
64% of the cases, compared to 40% for 
sequence-based annotation.

Network comparison schemes can 
be used to gain additional insights on 
protein function, interaction, and evo-
lution. Both local and global network 
alignments suggest aligned pairs (or, 
more generally, sets) of proteins as 
functionally similar. Accordingly, they 
have been used to identify proteins 
that have evolved from a common 
ancestor and retained their function 
(so called functional orthologs).4, 38 In 
Bandyopadhyay et al.,4 it is shown that 
in a majority of the cases, the aligned 
pairs were not the highest sequence 
similar ones. In addition, the con-
served subnetworks often connect cel-
lular processes that may work together 
in a coordinated manner (Figure 4b). 
The evidence is particularly compel-
ling when the link is supported by 
multiple species.

Conclusion
The explosion of molecular data in 
the last two decades is revolution-
izing biological and, consequently, 
computational research. The aris-
ing computational problems require 
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figure 5. Path queries. 

(a) A yeast-fly conserved pathway 
map. Pathways from yeast were 
used to query the fly network. 
nodes represent best-match 
pathways and are connected if 
they share more than two proteins. 
nodes are colored according to 
their predicted function based 
on the yeast query proteins. 
Best-match pathways in which 
significantly many proteins are 
annotated with the predicted 
function appear as boxes. 

(b) A querying example. QPath  
was applied to query the human 
MAPK pathway (red nodes)  
within the fly network (blue 
nodes). The best scoring pathway 
(dark blue nodes) contains  
two insertions relative to the 
query. Fly proteins that are  
similar to the query are shown  
in light green. Adapted from  
Shlomi et al.33

(a)

(b)
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practical solutions that can cope with 
an evergrowing scale. In addition 
to heuristic approaches, it is often 
of interest to compute exact solu-
tions that can  potentially lead to new 
insights about the biological problem 
at hand. The combination of param-
eterized approaches and powerful lin-
ear programming solvers has enabled 
the development of efficient, yet exact, 
methods to solve some of the key prob-
lems in comparative network analysis.

The application of comparative 
analysis tools to available network 
data has provided valuable insights 
on the function and interplay among 
molecular components in the cell. 
While much progress has already 
been made, new computational tech-
niques will need to be developed to 
cope with the flood of genomic data 
that is expected to arrive in the com-
ing years. These will span thousands 
of organisms and diverse molecular 
aspects. The arising challenges will 
involve the organization of this data 
into high-quality networks, data impu-
tation through the integration of mul-
tiple information sources, multiple 
network alignment, and, ultimately, 
the propagation of curated or experi-
mentally derived annotations through 
the aligned networks. Hybrid solution 
approaches that try to  combine dif-
ferent techniques depending on the 
problem instance (see, for example, 
Bruckner et al.7) may be key to meet-
ing those challenges.
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